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Abstract

While counterfactual examples are useful for
analysis and training of NLP models, cur-
rent generation methods either rely on man-
ual labor to create very few counterfactuals,
or only instantiate limited types of perturba-
tions such as paraphrases or word substitutions.
We present PoLyJuicE, a general-purpose coun-
terfactual generator that allows for control
over perturbation types and locations, trained
by finetuning GPT-2 on multiple datasets of
paired sentences. We show that PoLyJuicE pro-
duces diverse sets of realistic counterfactuals,
which in turn are useful in various distinct
applications: improving training and evalua-
tion on three different tasks (with around 70%
less annotation effort than manual generation),
augmenting state-of-the-art explanation tech-
niques, and supporting systematic counterfac-
tual error analysis by revealing behaviors eas-
ily missed by human experts.

1 Introduction

Counterfactual reasoning — mentally simulating
what would have happened if conditions were dif-
ferent — is a common tool for making causality as-
sessments (Kahneman and Tversky, 1981), which
in turn are crucial for model evaluation, error anal-
ysis, and explanation (Miller, 2019). For example,
in Figure 1, “It is great for kids” is perturbed into
multiple variations, each providing unique insights
by simulating what would have happened if the
sentence was different.

Applications of counterfactual reasoning to NLP
generally specify the relationship x » X, and then
create X according to the relationship. As a re-
sult, prior work has tailored counterfactual gen-
erators for different applications, only collecting
subsets of & that are useful for the specific task.
For example, to support model training and eval-
uation, human annotators create counterfactuals
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Figure 1: Overview: (A) given a sentiment analysis in-
stance x, PoLysuice' generates (B) various counterfactu-
als X, which are then (C) selected for downstream use.
e.g., in (D) we select counterfactual explanations that
complement a black box explanation: though “great”
and “kids” are deemed important, perturbing them may
not affect the prediction f(x) = f(x) = positive, reveal-
ing model failures not covered by feature attributions.

that change the groundtruth labels by manually
rewriting instances (Gardner et al., 2020; Qin et al.,
2019) or defining perturbation functions (Ribeiro
et al., 2020). Manual rewrites are costly (e.g., 45
minutes per counterfactual (Kaushik et al., 2020))
and susceptible to systematic omissions (e.g., hu-
man annotators may cover great » not great, but
miss kids » no one in Figure 1B). Meanwhile, au-
tomated generators for model analysis and expla-
nation usually focus on other relationships, e.g.,
generating X that have different model predictions
than x (Ross et al., 2020; Zhang et al., 2019a). As
a result, they neglect prediction-preserving counter-
factuals that are equally important for understand-
ing or shaping model behaviors, like kids »+ no one
and great » scary linked to Figure 1D.

However, counterfactual generation does not
have to be task-specific. The same set of counter-
factuals in Figure 1 can support a variety of applica-

'We open source Poryiuice at https://github.com/
tongshuangwu/polyjuice.
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tions. Moreover, for cases like model explanation

and analysis, a general-purpose pool of counterfac-

tuals may be preferable, as the relationship of inter-

est can be more exploratory and user-oriented (Wu

et al., 2019). In this work, we formalize the task

of counterfactual generatigrlisentangling genera-

tion from the application of counterfactuals. Given

an inputx (Figure 1A), our generator produces a set

of counterfactualX = f&;; %; ::gwith application-

agnosticrelationshipsx ) % (Figure 1B). After- Figure 2: (A) Plyjuice prompt format, which concate-
wards, we usapplication-speci cselection meth- nates the originak, the control code, and the(“It is
ods to nd subsets of that are most eective fora  not great for children” converted to an in lling struc-

given use case (Figure 1C). ture). Atgenerationtime, Polyjuice accepts prompts

: " hat just includex (Line 1), or optionally with the code
We frame th neration nditional tex
e frame the generation step as conditional te gnd the[BLANKE (Lines 2—3), and lIs in the blanks

generajuon, and netune GPT-2 (_R?‘dford_et aI'SequentiaIIy with spans separated[BNSWER](Line
2019) into a generator calleBolyjuice using 4 () Rolyjuice allows blanking at dierent granular-

(X, X) pairs. To allow for targeted counterfactu-ities (even the entire sentence), such that Lines 3—4 in
als, we also design control codes likegation (A) can be replaced by Lines 67 or 8-9.

or delete (Figure 1B), and adopt lI-in-the-blank
structures (Donahue et al., 2020) to specify where

the perturbation occurs and how. Intrinsic evaluagtionshipsx ) %. For examplegreat) not great
tion shows thaPolyjuice generateg that areuent,  kids) no onein Figure 1B are both instances of the
diverse andclose tox, and that theontrolmecha-  negation relationship. Eackx; X) pair shares mul-
nisms retrieve perturbations that would likely nottiple relationships — these two are also instances
be sampled from o-the-shelf language models.  of thelabel ipping relationship if the task is sen-
With simple selection heuristics, we show thattiment analysis (but might not be for other tasks).
a singlePolyjuice model can signi cantly aid hu-  As illustrated in §1, knowing which relationships

mans in diverse downstream applicatiéngzor  apply aids selection for downstream applications.
counterfactual training and evaluatiofg3), hu-

mans labePolyjuice counterfactuals rather than \We expecig to produce counterfactualsthat
creating them from scratch. They produce trainare (1)closeto x, preferably only involving the
ing data that signi cantly improve model general-minimal changes necessary to establish a certain ef-
ization, as well as contrast sets that help identififect (Pearl, 2018), allowing users to make causality
model vulnerabilities (Gardner et al., 2020), withassessments. The generakethould also be (2)-
around 70% less annotation@t. In another ap- ent, i.e.,grammatically correct (Morris etal., 2020)
plication, Polyjuice producesounterfactual expla- and semantically meaningfu.@.,Colorless green
nations(§4), providing signi cant insight on top ideas sleep furiously” is not meaningful (Chom-
of state-of-the-art explanation techniques. Finallysky, 2002)). Fluency operationalizes “probable”
P0|yjuice supports counterfactuairror ana|ysis counterfactuals in the context of NLP; as Kahne-
(85). It allows users to explore related counterfactan and Tversky (1981) stated, humans strongly
tuals €.g.,the model responds dérently to di er-  favor counterfactuals that are close to the origi-
ent negation forms in Figure 1B), and to aggregatdal instance, but also prefer those that could have
individual counterfactuals into patterns in order to€asily happened without assuming rare events or

gain systematic understanding of model behaviorstrange coincidences. Further, as a general-purpose
generatorg should produce counterfactuals with a

2 General-Purpose Counterfactuals measure of (3xontrol over relationships ) X,
such that the counterfactuals can vary with the
object-of-attention in each application (the “focus
Given an instance, a generatog produces a set rule” (Kahneman and Tversky, 1981)). Finally, we
of counterfactualX = fX; X;; ::gwith various re-  expectg to output a (4)3iverseset ofX in terms of

2We demonstratPolyjuice in semi-automatic settings, but relat'_onSh'ps’ CO\_/e”r_]g a large variety of “what-ifs
as discussed in §2.2, it can also work automatically. for di erent applications (Pearl, 2018).

2.1 De nition and Desiderata



Control code  De nitions and Polyjuice-generated Examples Training Datasets

negation A dog isnot embraced by the woman. (Kaushik et al., 2020)
quantifier A dog is9 Three dogs are embraced by the woman. (Gardner et al., 2020)
shuffle To move (or swap) key phrases or entities around the sentence. (Zhang et al., 2019b)

A dog) woman is embraced by thwoman) dog.

lexical To change just one word or noun chunk without altering the POS tags.  (Sakaguchi et al., 2020)
A dog isembraced) attacked by the woman.

resemantic To replace short phrases without altering the remaining dependency tree. (Wieting and Gimpel, 2018)
A dog isembraced by the womaywrapped in a blanket.

insert To add short phrases without altering the remaining dependency tree. (McCoy et al., 2019)
A dog is embraced by thlittle woman.

delete To remove short phrases without altering the remaining dependency tree. (McCoy et al., 2019)
A dog is embraceby the woman.

restructure To alter the dependency tree structueeg.,changing from passive to active. (Wieting and Gimpel, 2018)
A dog isembraced by hugging the woman.

Table 1. We design a list of control codes to guide generation. We shlubyjuiee-generatedcounterfactual
examples, and the representative training datasets for each corresponding pattern. Details are in Appendix A.

2.2 Conditional Counterfactual Generation Training data. To train a conditional model, we
combine six existing sentence-pair datasets, each
We frame counterfactual generation as a condgontaining a subset of the desired phenomena in
tional text generation task using language modraple 1. Further, we nd naturally occurring sen-
els (LMs), and trairPolyjuice by netuning GPT-  tence pairs (ltered by edit distance to guaran-
2 (Radford et al., 2019) using the following prompt tee closeness) in non-paired datasets including
design (alternative LMs could also have been usedzommonGen (Lin et al., 2020), Natural Ques-
tions (Kwiatkowski et al., 2019), and SQUAD (Ra-
Prompt format design. To ensure thak is close jpurkar et al., 2016), such that the resulting dataset
to x rather than arbitrary text, we condition the gen-containsdiversecounterfactuals.
eration onx, followed by a special token (Line 1 We translate these sentence pairs into the format
in Figure 2A). In Line 2, we haveontrol codes 9iven in Figure 2A. For eac{x; X), we compute its
(Keskar et al., 2019) such asgation . We design primary control code using part-of-speech tags and
them to specify types of perturbation from amongdependency trees. For exampiegation occurs
lexical, syntactic, or semantic aspects (see Tabi&hen we observe changes to negation modi ers or
1), inspired by prior work that categorizes manuSPeci ¢ words like “supposedly”, anshuffle  oc-
ally created counterfactuals (Kaushik et al., 20206urs when we have overlap between tokens deleted
Gardner et al., 2020). As an additional layer ofand added. When multiple changes occur, we la-
control overx ) %, we allow users to specifyhere bel it with the control code which most signi -
changes happen by having the LM in[BLANK] cantly changes the semantics of the correspond-
tokens (Donahue et al., 2020), rather than generdfld Subphrase as computed by SBERT (Reimers
ing arbitrary counterfactuals (Lines 3—4). and Gurevych, 2019). For example, in Figure 2A,
negation (great) not grea} is more signi cant
. .~ thanlexical (kids) childrer). To balance the dis-
next tokens — additionally allows us to exercise, ., . . ;
. . tribution (Table 7 in Appendix A), for each dataset,
control at various levels of granularity. At gener-

L . ; ’~.~we extract control codes from all t&; X),* and
ation time, if the user provides only the original .
o . randomly sample up to 10,000 instances per codes.
example Polyjuice will generate the control code,

. - . In order to allow for exible blankin ner-
the blank locations, and the in lling (Lines 2—4). . o.de 0 allow for exib © bla . gat gene
) . ation time, we generate multiple training prompts
Alternatively, the user can specify the control COdeper air. covering dierent dependency tree struc-
or the control codandthe blanks, to exercise dif- pair, 9 P y

ferent degrees of control depending on the applica- 3We exclude data related to our applicationg.,PAWS-
ion. As later shown in 84 and 85, such control js2Qp (£hang etal., 2019b).
tion. As later s ! 4We use sentences in a pair interchangeabby asd R to

important for di erent use cases. learn the control codes both ways.

Finetuning GPT-2 — a causal LM for predicting



Diversity Closeness meet you,” whereaBolyjuice generates “for kids

Model . : ”
Self-BLEU# Levenshteit Syntactic# yet adults can enjoy,” “for any audience.

Polyjuice 0.34 0.25 213 We evaluate controllability by comparing

GPT-2 0.18 0.70 6.35 Polyjuice with T5 as well as with GPT-2 netuned

T5 0.12 9,52 3.50 ; :

ROBERTa o.a7 014 132 on promptswvithoutcodes. We verify that the codes

improve the success rate of generating counterfac-
Table 2: Intrinsic evaluations: djjuice counterfactu- tyals with the desired perturbation types set out in
als arecloserto the origingl instance than non- ntuned Tgple 1 by as much as 42% for perturbations such
GPT-2 and T5, and momdiversethan ROBERTa. Com- negation andinsert . For example, given
putational details are in Appendix A.2. “Itis [BLANK]great for kids,” baselines generate
“also,” “fun and,” rather than “not”rfegation ).
tures related to the perturbed spans (Figure 2B), \we further verify theuency for Polyjuice coun-
including (1) just the changed tokens, (2) the assqgrfactuals in three taskdatasets: (1Bentiment
ciated parsing structures, (3) the merged Changeﬁnalysis, SST-2 (Socher et al., 2013), (2) Nat-
and (4) the entire sentence. We eventually obtaig, Language InferencaN(l), SNLI (Bowman
657,144 prompts from 186151 pairs. et al., 2015), and (3) Duplicate Question Detection
(QQP) (Wang et al., 2019). We randomly select
100 sentences per dataset, genera&@&r x, and
ask crowd workers to rate whether they dikely
written by native speakers.The workers rated

Fluency ltering. While the original GPT-2 pro-
duces uent text, some combinations of control
codes and blanks cauBelyjuice to generate non-

sensical results. Following Morris et al. (2020), we .
g ( ) most counterfactuals as uent8%in SST-2,76%

score bothx andX with GPT-2, and Iterkwhen | . .
axwl ' X W in QQP, andB6%in SNLI. In subsequent sections,
the log-probability (on the full sentence or the per- ) .
e show these rates are suitable for applications

turbed chunks) decreases by more than 10 poin¥\s' ; . -
relative tox. Fully automated uses dfolyjuice where people "team up” withdjuice.
(e.g.,adversarial attacks) may bene t from stricter
constraints, at the cost of diversity (as surprising
changes may be Itered even if they are uent). we ask crowdworkers to labBblyjuice-generated
o _ counterfactuals foBentimentNLI, andQQP, for

2.3 Intrinsic Evaluation the purposes of evaluation and trainfhén each
We evaluateéPolyjuice on closenessinddiversity  labeling round, the worker is presented with an
by comparing its perturbations on 300 randomlyoriginal x and its label, and asked to annotate the
selected sentences with baselines that use more gfoundtruth for thre€, rejecting non- uent ones
less context fronx: (1) non- netuned GPT-2, (2) (details and interface in Appendix B.1).
token-in lling ROBERTa (Liu et al., 2019) and (3)  We use a simple heuristic to select which coun-
span-in lling T5 (Ra el et al., 2020). terfactuals are presented for labeling, aimed at in-

As shown in Table 2Polyjuice generates coun- creasing diversity. Representing eachy its to-
terfactuals that are close to the original instancésen changes, control code, and dependency tree
measured by syntactic tree (Zhang and Shashsiructure, we greedily select the ones that are least
1989) and Levenshtein edit distance (Levenshteirsimilar to those already selected for labeling. This
1966). In contrast, non- netuned GPT-2 generategivoids redundancy in the labeling seg.,common
arbitrary text instead of perturbations when giverperturbation patterns such black) white.
the starting tokens of a sentence, as it only lever- _ _
ages context in a single direction. As for in lling 3:1 Evaluation with Contrast Sets
models Polyjuice counterfactuals are more diverse We verify whetheiPolyjuice counterfactuals can be
(measured by self-BLEU (Zhu et al., 2018)) thanused to createontrast set§Gardner et al., 2020),
RoBERTa ones, which is restricted to word subi.e., evaluation sets where each instance has a
stitution. Meanwhile, T5 displays higher diversity nearby counterfactual with@i erentgroundtruth,
but less closeness, probably due to the fact that th better evaluate model decision boundaries. We
does not consider the original masked tokens when— _

We collectasymmetric counterfactua{&arg et al., 2019)

gengrating(. For example, ir_‘ Figu'_'e 1_“|t is great by sampling mor®uplicateandEntailmentexamples iQQP
for kids,” T5 replaces “for kids” with “idea”, “to  andNLI to perturb, due to the diculty of ipping other labels.

Counterfactual Evaluation & Training



Task Dev. Orig. set Contrastsett Consistency#  randomly chosen counterfactuals may not be more

Sentiment94.3 93.8  84.9(-8.9) 76.1 e ective than the same amount of additional data.
NLI 865 916 72.3(-19.3) 56.4 We suspect thaolyjuice lacks domain knowledge
QQP 91.7 875 75.3(-12.2) 61.1

and context for identifying critical perturbations,
Table 3: Rlyjuice X as contrasts sets, with model accu-and therefore brings bene ts redundant with pre-
racy on the development set, the original sekothe  training (Longpre et al., 2020). Thus, we use the
contrast sets, and consistency (cases where the modgicing functions of Chen et al. (2019) to nd pat-

predicts bqthx and X correctly). The performance terns of interestd.g., prepositions inNLI), and
drops are similar to that of expert-created sets (Gardnererturb those patterns by placifBLANKE on the
et al., 2020), on which the accuracy of all classi cation P b yp

models decreases byB%n average, with a consistency matched §pans. For exa_mple, “His surfboard is

of 641. This indicates Blyjuice can be used to create Peneath him” becomes “His surfboard B ANK]

such sets without expert annotators and at less cost. him”, andPolyjuice generates counterfactuals such
as “His surfboard ibeneath next to him.”

construct these sets by simply Itering out counter- Re€sults. Tables 4-6 indicate th&olyjuice aug-

factuals that are labeled the same as their origindl'€ntation is eective in all tasksm-polyjuice
instances (40%—63% depending on the task). maintains in-domain accuracy whit®nsistently

For each task, we test multiple classifers operfMProving or maintaining generalization accuracy

sourced by Huggingface (Wolf et al., 2020), and rel various out-of-domain and challenge sets. On
port the best performing model for e&dh Table 3 NLI, POMU'_CG counterfactuals are as ective or
(results for other models are analogou)lyjuice more e ective than counterfactual_s created from
contrast sets display performance gaps consistefEraich (-CAR Notably, we obtain the largest
with those of Gardner et al. (2020), where the set§@ins on challenge and contrast setg/(Break
are constructed manually by NLP researchers, evednd DNdn Table 5) or when the out-of-domain

though we use non-expert annotators who daly datasgt is su C|enftly di erent from thg training
bel examples rather than creating them. domain €.9.,Senti140 and SemEval in Table 4).
Polyjuice also improves results on CheckList tests

3.2 Training with Counterfactuals that previously had high error rates: it signi cantly
lowers the error rates on 11 out of ZQPtests’
making 2=27 tests worse. FoBentimentit im-

Following Kaushik et al. (2020), we augment train-

ing sets with counterfactual examples. In all eXperibroves the model on 5 out of 15 tests, hurting 1
ments, we netunéoberta-base on datasets af Here, we only report a lown=n ratio (<10% for

original examples andh counterfactuals, which are NLI and QQP) to show that a small amount of
generated byPolyjuice (m-polyjuice ) or c_rafted augmentation is already bene cial. The results are
from scratch by humansit-CArom Kaushik etal. - gjijjar for other combinations we explored (see

(2020), only available foNLI). To distinguish the Appendix B.2), except when the ratio of counter-
bene t of counterfactuals from that of just adding factual to original data was too high.{., m = n

more data, we further add a baseline that usem .,y qecrease vocabulary diversity or induce addi-

original examplesrg-baseline ). In addition 0 yjona) gata bias, echoing (Khashabi et al., 2020)).
in-domain test set accuracy, we measure models'

generalization on out-of-domain datasets, as welh 3 piscussion

as contrast sets and challenge sets. We also evaluate o

model capabilities with CheckList (Ribeiro et al., W& show thaPolyjuice counterfactuals are useful
2020) for Sentimenand QQP. Reported model for evaluation, and more ective than additional

performances are averaged across multiple dafgon-counterfactual) data for training in a variety
samples and random seeds (Appendix B.2). of tasks. In contrast to prior work where humans

For Sentimentwe select randorRolyjuice coun- generate counterfactuals from scratch, we only ask

terfactuals regardless of their labels, as long as awem tolabel automatically generated ones, while

original x has at least ongthat ips the label. For stil achleylng similar or bettgr results. .
NLI andQQP, we observed in a pilot study that Ve believe our approach is moreegtive than-
manual creation (although both are bene cial): in

Shuggingface.co/{roberta-large-mnli, -
textattack/roberta-base-SST-2, "The absolute error rate drops for at leagints, with a
ji-xin/roberta_base-QQP-two_stage} relative di erence of more than 10%.



Model SST-2 Sentil40 SemEval Amzbook Yelp IMDB IMDB-Cont. IMDB-CAD

m-baseline 929 02 889 03 848 05 851 04 900 03 908 05 922 06 865 0:2
m-polyjuice 927 02 907 04 864 01 856 08 901 00 906 03 940 O3 837 05

Table 4: Sentimenmodel performance, with=4; 000 andm=2; 000. Bolded cells highlight signi cant improve-
ments.m-polyjuice maintains thdn-domain ancout-of-domain accuracies on reviews (SST-2, Amzbook, Yelp,
IMDb Movie Review (Ni et al., 2019; Asghar, 2016; Maas et al., 2011)), improving it on Twitter data (Senti140
and SemEval 2017 (Go et al., 2009; Nakov et al., 2013))confrast sets (Gardner et al., 2020; Kaushik et al.,
2020), likely because their distributions are less similar to the original SST-2 training data.

Model SNLI MNLI-m MNLI-mm  SNLI-CAD break DNC stress diagnostic
m-baseline 857 04 861 02 866 02 728 03 864 15 545 06 651 06 560 08
m-CAD 858 06 866 01 856 03 738 02 834 29 558 09 655 05 564 04

m-polyjuice 853 03 860 01 864 00 736 02 891 12 577 03 651 02 575 05

Table 5: NLI models, withn=20,000 andm=1;574. m-polyjuice improves accuracy oicontrast and
challenge sets (Kim et al., 2019; Naik et al., 2018; Glockner et al., 2018; Wang et al., 2019); it exhibits comparable
(or better) gains tham-CA@manual counterfactuals) with less implementation and annotatiort.e

Model QQP PAWS-QQP

m-baseline 845 06 370 05
m-polyjuice 847 1.0 387 04

Table 6: Blyjuice with n=20;000 andm=1;911 im-
proves accuracy o0PAWS-QQP (Zhang et al., 2019b).

terms of implementation ert, the process of just
labeling counterfactuals is the same as labeling

original examples, such that no additional annotay:iguIre 3: (A) An instance iQQPwhere the model pre-

tor training or separate pipelines are required; inyiction f(x) is Duplicate(=) at 98.2% con dence, with

contrast, Kaushik et al. (2020) set up two separatSHAP importance weights for tokens in Q2. Counter-

crowdsourcing tasks for creating and labeling thdactual explanations complement SHAP with concrete

counterfactuals. Further, annotatoroet is much examples and surprising behavicesy.,(B) shows that

lower, as evaluating examples is easier than creg{1°"¢) woman surprisingly ips the prediction thion-

ing them — Kaushik et al. (2020) report an aver—DUp“Cate(’ ), despite the low weight on “friend.

age of 2 minutes peNLI counterfactuaprior to

quality validation, while our median time wd® 4 Counterfactual Explanations

seconds per counterfactual. Even after our quality

validation (removing noisy annotators, disregardA popular way of explaining NLP models is to

ing non- uent counterfactuals), our rate fhiL1 is  attribute importance weights to the input tokens,
36 seconds per counterfactual (used in Table 5)either using attention scores (Wiegeeand Pin-

In terms of the utility per counterfactual, man-ter, 2019) or by summarizing the model behav-
ual creation andPolyjuice may be complementary. ior on perturbed instanceg.@., LIME (Ribeiro
Manual annotation may be unreliable orincompleteet al., 2016) and SHAP (Lundberg and Lee, 2017)).
for certain forms of counterfactuals (Ribeiro et al.,Though ubiquitous, token scores may not always
2018), whereaPolyjuice can miss more complex re ect their real importance (Pruthi et al., 2020).
or context-dependent changes, and could benePopular packages like LIME or SHAP estimate
from target perturbations that compensate for itscores bymaskingwords, and therefore may not
lack of domain knowledge (targeted guidance ige ect model behavior on natural counterfactual
also helpful for human annotators (Huang et al.cases. For example, the token “friend” in Figure 3A
2020)). Thus, it may be important to mix both ap-is not considered important even though a natural
proaches (Khashabi et al., 202@plyjuice’'s ex-  substitution in Figure 3B ips the prediction. The
ibility opens up possibilities for hybrids between opposite happens to “in depression,” where a sig-
human creation and human veri cation of targetedni cant change makes no derence to the model's
machine-generated counterfactuals. prediction (Figure 3C). Even perfect importance



scores may be too abstract for users to gain real
understanding (Miller, 2019§.g.,users may not
grasp the signi cance of a low importance score for
the token “help” without concrete examples such
as the one in Figure 3D.

Since presenting a large number of concretgigure 4: Simulation error rates per condition (higher
counterfactuals would be overwhelming, we prothe better). Blyjuice-surprise has the highest error
pose a hybrid approach, displaying feature attriburate, indicating these counterfactuals would add the
tions as a high-level summary, together with a jumost information to users if displayed.
dicious selection oPolyjuice counterfactuals that _ _ _ _
make behaviors concrete and highlight potentiafP!€: @s displaying these would add information
limitations. Following Miller (2019)'s observation that users do not already have.
that people look for explanations revealingex- ~ AS shown in Figure 4, humans simulated model
pectedbehavior, we selecurprisingcounterfac- behavior onPolyjuice-surprise counterfactuals
tuals® That is, we estimate the expected chang@nly slightly better than random guessidgpbo
in prediction with feature attributions, and select®?), i-€., these examples display model behavior
counterfactuals that violate these expectatiaes, that is surprising to users even after seeing ex-
examples where theeal change in prediction is planations ar_1d creating thEI!’ own counterfactuals.
large even though importance scores are low (Fig=XPert-surprisealso had a high error rate, but at
ure 3B), and examples where the change is smaft .m.uch_hlgher cost: generating these for just 20
but importance scores are high (Figure 3C). ofriginal instances took 1.5-2 hours of expert labor.
course, users can also view additional counterfac- While high error rates could be achieved with
tuals that perturb tokens of particular interest, ainrelated or nonsensical examples, all counterfac-

technique that we explore in the next section.  tuals under evaluation were close to the original
_ _ examples, when measured by syntactic tree edit
User evaluation. We study the scenario where ( 1:.0) or Levenshtein distance 0:2), Polyjuice-
an expert has access to a model and local explangrprisebeing the closest on both. An independent
.tlons, and evaluate.tmvddltlonal bene t of_ show-  ater labeled®5% of Polyjuice-surprisecounter-
ing counterfactuals,e., whether they bringiew  factyals as “likely written by a native speaker,” in
insights. We evaluate three ways of generatingontrast t5%for Expert-surpriseindicating that
counterfactuals: (1folyjuice-random a baseline - experts sometimes resorted to ungrammatical or
where we show randoifolyjuice counterfactuals, nonsensical sentences to nd surprising behaviors.
(2) Expert-surprisewhere two graduate students  qyalitatively, the study participants tended to
(non-participants) were given access to the modelreate counterfactuals by perturbing the token with
and instructed to create counterfactuals that are syf;e highest weights (84% of thekrperturbed to-
prising given the associated SHAP scores, and (Rens in the top 15% quantile of weights), not gain-
Polyjuice-surprise which uses the selection proce-jng 4 real understanding of how the other tokens
dure described in the previous paragraph. impact predictions. Participants also made a sig-
We recruited 13 participants (graduate students; cant number of mistakes even for tokens they

with experience in model explanation), and hadaq inspectect.g.,a participant perturbed the ex-
them analyze the aforemention@®P model. In ample in Figure 3A by replacinhelp) play with,
each round, users were shown an example, thGe|ging aNon-Duplicatemodel prediction. When

model prediction, and a SHAP explanation, as ifaced withhelp) nd in Figure 3D, they incorrectly
Figure 3A. Users were instructed to create Up@ ,5s5umed the behavior would be the same.
counterfactuals in order to better understand model hase results indicate th&blyjuice counter-

behavior around the example, for which model preg, o515 complement feature attribution explana-
dictions were given (users createwn average). jons py displaying information that users often

Finally, users simulated what the model would domiss, even after they have manually explored the

on six counterfactuals (Hase and Bansal, 2020}, 4e| hehaviobeyondexplanations. Moreover,

two from each condition (in random order). Coun-paiice counterfactuals for this application were
terfactuals where users make mistakes are prefef; o surprising and uent thaBxpert-surprise

8Details in Appendix C.1. despite being computed automatically.



Figure 6: Perturbing the subject of in Figure 5A
through [BLANK] resulting in erroneous predictions
for di erentquanti ers (all should beNeutral.

its prediction fromNeutralto Contradictionwith
roughly the same frequency 43%) whether the

negation word is “not” or “n't”, but ips much more

. R . © frequently with a di erent negation pattern where
(underlinedf (X) are correct). E_ijwce generates coun- a determiner is replaced with “nod2:8%). While
terfactual hypotheses conditioned on thegation

control code. (B) Generalizing perturbations into pat!€S€ behaviors may be correct in some instances,
terns (Wu et al., 2020). The chanDET) no ips they often are noteg(.g.,Figure 5A), and thus would
92:8% of predictions fronNeutral) Contradiction. warrant further exploration, and potential mitiga-
tion strategiesd.g., counterfactual training, 83).
_ _ Tangentially, the impact cDET) no might lead
5 Interactive Analysis the analyst to explore the impact of perturbing the

. . . subjectof hypotheses, which we do in Figure 6 by
While our use ofPolyjuice has so far relied on au-

. placing a]BLANK]on the subject rather than using

to_matlc ;electlon of counterfactuals, we Show in, ¢, niro1 code. This leads to the discovery of unsta-
this section how an analyst can bene t framul-

X ble and erroneous behaviors regardijugnti ers,
tiple counterfactuals pex, make use of controlled

: , which we analyze in more detail in Appendix D.1.
generation for more advanced analysis, and extract

general patterns from individual observations. OumDiscussion. Polyjuice is a powerful tool for in-
use case is counterfactual error analysis (Wu et akgractive analysis. Generating multiple counter-
2019) of RoBERTa netuned oNLI (used in §3.1), factuals per instance leads to insights that might
although the techniques are generally applicable.be missed by manual analysis, and the steering
There is a known correlation between the laProvided by control codes ani@LANKE allow
bel Contradictionand hypotheses with negation in for analyses that would be non-trivial to do man-
NLI datasets (Gururangan et al., 2018), which magially (Wu et al., 2019) or with masked language
cause models to fail on non-contradiction negaodels €.g.,Figure 5B places negations in various
tions. We explore this in Figure 5A by generatingParts of sentences, and Figure 6 replaces spans with
counterfactual hypotheses for a randbieutralin- ~ Other spans of varying lengths). Besides error anal-
stance, conditioning only on the originand the  YSis, an analogous interactive useRolyjuice may
negation control code. While the rst two coun- be suitable for test creation (Ribeiro et al., 2020)
terfactuals display this failure mode, there is a surand forms of data augmentation that are more con-
prising inconsistency in model behavior betweerirolled than what we presented in §3.
“not” and “n't”. We note that manual analysis ma
not explore these three negation forms),/ and tlzlug Related Work
not surface this puzzling behavior. Some prior work in training and evaluation re-
To verify if the pattern is widespread, we gen-lies on humans to generate counterfactuals from
erate counterfactuals with theegation control scratch (Gardner et al., 2020; Teney et al., 2020;
code for a random set of instances correctly prekaushik et al., 2020). Our experiments in 83 indi-
dicted as\eutral(n = 895. To generalize individ- cate that asking humans label Polyjuice counter-
ual changes into patterns, we extract frequenin- factuals yields similar or better results at a lower
terfactual templatewith Tempura (Wu et al., 2020) cost, which motivates an exploration of a mixture
(details in Appendix D.2), shown in Figure 5B. The of manual and semi-automated generation. Sim-
top templates (in bold) show that the model ips ilarly, prior work on analysis relies on experts to

Figure 5: (A) AnNLI case with aNeutral prediction



create individual counterfactuals or perturbationcontexts). Collecting naturally occurring counter-
functions (Wu et al., 2019; Ribeiro et al., 2020).factuals is an important area of future research, as
In 85, we show thaPolyjuice enhances current is the development of generators that allow for con-
practice by generating multiple counterfactuals thatrol even withouta-priori control codes.
might have been overlooked, and by providing ab- Besides improving the generators, further work
stractions that allow for new kinds of analyses. is needed to improve the value of counterfactu-
Prior work on automatically generating counter-als. For example, whilBolyjuice shows consistent
factuals typically has a narrower scope in termsains across tasks in data augmentation, the im-
of the relationshipsx ) X. For example, adver- provements on some datasets are not as signi cant.
sarial generators aim to maintain semantics whild his aligns with observations in prior work that
changing model predictions (Ribeiro et al., 2018gven manual counterfactuals can be marginally ben-
lyyer et al., 2018; Li et al., 2021), whereas concure cial (Kaushik et al., 2020; Huang et al., 2020),
rent work to our own (Madaan et al., 2021; Rosspossibly because the original data is already diverse
et al., 2020) automatically generatethat change enough, or the perturbed signal in counterfactuals is
predictions for explanation or analysis, with no contoo subtle to aect the modelé.g.,when only a sin-
straints on semantics. However, as shown in §3—8%le word is changed in a long sentence.) We hope
amix of label-preserving and label- ipping coun- to perform more thorough experiments on tuning
terfactuals generated [Bolyjuice is quite useful the amount and the distribution of counterfactual
for training, evaluation, explanation, and analy-augmentation, as well as other ways of incorporat-
sis. Further, general-purpose counterfactuals mang counterfactuals, such as having explicit terms
lead to serendipitous discoveries (85), especially a# the loss function for contrasting counterfactu-
Polyjuice is not ne-tuned to the target domain (and als with original data (Teney et al., 2020), or other
thus less liable to merely replicate what is alreadyorms of contrastive learning.
there). Finally, by allowing control through control ~ Although our applications all involved people,
codes andBLANKSs, Polyjuice supports human- the humarPolyjuice collaboration in labeling and
generator collaboration, where a person speci eexplanations could bene t from richer interaction
desired change®(g.,perturbthe sentence subjgct mechanisms. We beliewRolyjuice motivates fu-
Such collaboration is hard to imagine using autoture research on more expressive forms of counter-
matic generators with no control, or with coarserfactual training, where users generate counterfactu-
control through prede ned style attributes or la-als together wittPolyjuice, and label counterfac-
bels (Madaan et al., 2020; Malmi et al., 2020). Totual patternsrather than individual instances. Simi-
our knowledge, prior work on controlled generadarly, interactive explanations and analysis are excit-
tion (Keskar et al., 2019; Dathathri et al., 2020)ing directions, especially as we develop new ways

does not addresounterfactuabeneration. of selecting, presenting, and aggregating counter-
factuals for various analysis objectives. Having
7 Conclusion and Future Work noted these opportunities, we belidRayjuice is

o already a powerful tool for counterfactual reason-
We proposePolyjuice, a general-purpose generatoring, in particular for tasks where people are directly

that produces uent and diverse counterfactualsnyolved. Polyjuice is opensource, and available at
allowing for control over the kinds and locations pps://github.com/tongshuangwu/polyjuice

of perturbations. With simpldask-speci cselec-
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Dataset negation quantifier lexical resemantic insert delete restructure shuffle global

CAD 3,274 292 8,143 2,603 960 952 220 36 3,466
Contrast 336 436 1,607 1,291 589 586 275 149 877
HANS 50 0 0 0 3926 3,926 494 1,602 2
ParaNMT 2,797 825 10,000 10000 6,442 6,205 5,136 1,417 10,000
PAWS 81 1,815 10,000 10000 3,630 3,403 4,551 10,000 10,000
WinoGrande 3,011 94 10,000 6,927 120 124 453 65 3184
Crawled 0 0 5,000 0 5,000 5,000 0 108 5,000
Total 9,549 3,462 44,750 30,821 20,667 20,167 11,129 13,377 32,529

Table 7: The datasets used for netuninghuice, and the control code distributions.

A GPT-2 as Counterfactual Generator Crawled We additionally crawl naturally occur-
ring sentence pairs from non-paired datasets boost
some speci ¢ patterns and increase lexical diversity.
We combine several datasets to netuPmyjuice. This include (1) CommonGen (Lin et al., 2020),
Contrast set. Authors of 10 existing NLP sentences with common sense concepts; (2) Natural
dataset each manually perturbed 100-1,000 irQuestions (Kwiatkowski et al., 2019), collections
stances to change the gold label, so to inspect af queries issued to Google Engines (and therefore
model's local decision boundary (Gardner et al.involve various paraphrases of similar user intents),
2020). The perturbation patterns vary based oand (3) SQUAD (Rajpurkar et al., 2016), whose
the tasks and the annotators, allowing us to learparagraphs involve Wikipedia knowledge. We es-
diverse strategies. To make sure we can use themateclosepairs using edit distance, and broadly
contrast set to evaluate tis=ntimenmodel, we acceptthose with less than 60% editing. To exclude
excluded the IMDb movie review from the training. tricky cases€.g.;how do | not be” can be incor-
Counterfactually-augmented data (CAD). rectly regarded asegation for “how do | recover
Kaushik et al. (2020) crowdsourced counterfactualst”), we only augment the most determined patterns:
for IMDb movie review (1.7k), which we splitinto lexical ,insert ,delete , andshuffle
paired sentences to match the text length of other To balance the distribution (Table 7), for each
datasets. CAD's perturbation patterns also varylataset, we extract control codes from all (ReX),
based on the task, but can especially contributand randomly sample up to 10,000 instances per
to negation . As NLI is in our demonstrating codes. Stillguantifier andnegation have less
applications, we did not use their 6.6k SNLI training data compared to other codes. Fortunately,
counterfactuals® these codes tend to be limited to more specic
WinoGrande is a large-scale dataset of 44k in-patterns (“more than”, “not”, “never”) when com-
stances for testing common sense problems (Sagared to “broad” codes likéexical , and thus
aguchi et al., 2020). It contains sentences thaédi even a small sample is enough to learn them. We
only by one trigger wordd.g.,one noun), making netuned an o -the-shelf GPT-2 model from Wolf
it most suitable for learning lexical exchanges. et al. (2020) for 10 epochs with an initial learning
ParaNMT-50M contains 50 million English- rate 5e-5, a batch size of 8, and a sequence length
English sentential paraphrase pairs, covering vardf 120 (but any LM can potentially be used). We
ous domains and styles of text, as well asadient  select the best epoch based on the evaluation loss
sentence structures (Wieting and Gimpel, 2018). on a holdout set of size 5,000. The training took
PAWS (Zhang et al., 2019b) contains pairsaround 8 hours on two Titan RTXs.
with high text overlaps, created through controlled o ) )
word swapping, best demonstratisiguffie and A-2 Intrinsic Evaluation Details
restructure . We used its 49k Wikipedia parts. A.2.1 Closeness and Diversity

HANS (McCoy et al., 2019), a challenge set for gimilar to Madaan et al. (2021), we compare the
NLI, contains 10k pairs of premises and hypothesegjjyersityandclosenessf Polyjuice with alterna-
created based on 10 heavily fallible syntactic temyjye generators,e.,ROBERTa and T5, representing
plates, and therefore cqmpensates rarer structurgi{asked language models that prioritize word and
changes that may be missed by PAWS. span substitution, and originGiPT-2 representing

1Similarly, thoughQQPis suitable for trainingPolyjuice, the star_mdard gengratlve model not conditionecon
we omitted it s.QQP can be used in our evaluation. For a givenx and its counterfactuals, we approx-

A.1 Training Data and Parameters



imatediversityusing self-BLEU (Zhu et al., 2018)
within X. Meanwhile closenesss the average dis-
tance betweemn and everyx 2 X, both with the
normalized word level Levenshtein edit distance
((Levenshtein, 1966), used in MiCE (Ross et al.,
2020)), and syntactic tree edit distance ((Zhang and
Shasha, 1989) in GYC (Madaan et al., 2021)).

We run the three generators on 300 sentences
in total. In GPT-2, we take the rst two words
of an x as the input context (prompt), limit the
length of the generation to be similar ¥ and
collect 10 counterfactuals. As for ROBERTa and
T5, we repeatedly pertunbfor three times, each
time randomly placing up to thrg®ASK]tokens,
and ask the generator to generate 5 counterfactu- i

Figure 7: A sample labeling task: The crowdworkers

als through beam search, following Ribeiro et alE'Jmnotate three counterfactuals based on their validity

(2020). Polyjui_ce uses the same blank (maSk)_and class label, with respect to the original instance.
placement as in ROBERTa and T5, but we addi-

tionally enumerate through all control codes. ForiS good.” (3) certain salient patterns dominate the

eachx, we randomly sample 5 counterfactuals togeneration probabilitye.g.,the model tends to per-

form X per generator. turb the quanti er “two” in “two dogs are running,”
As shown in Table 2Polyjuice achieves a bal- regardless of the code.

ance between diversity and closeness. Ideally, we . _ _

would also like to comparBolyjuice with concur- B Additional Train & Eval Details, §3

rent work (Madaan et al., 2021; Ross et al., 2020')3.1 MTurk Labeling Details

but these are yet to be open-sourced and require

N that explained the context and tasks. To familiar-
A.2.2  Controllability ize crowdworkers with the task, we asked them to

To evaluate controllability, we compaRelyjuice ~ complete 1-2 training rounds, and explained the
with T5, and GPT-2 netuned on promptgithout — expected labels. Each annotator then completed 22
codes (calledPolyjuice -a), such that both base- tasks, labeling 3 counterfactuals of a single exam-
lines consider sucient context. For each con- ple in each round, as in Figure 7. The 22 rounds
trol code, we compare theontrol success ratef ~ consisted of 20 actual labeling tasks and 2 extra
Polyjuice and Polyjuice-a on 300 prompts. For “gold rounds” with known correct labels. The gold
each prompt, we generate counterfactuals througgases later served to Iter low-quality crowdwork-
beam search (beam5), and recompute the codes ers. The median annotation time was around 15
on the top three generat&We deem the control minutes, and participants received $2.5.
successful if at least one of the three recomputed Participants. We recruited participants from
codes matches the desired control code (though iMTurk, limiting the pool to subjects from within
Polyjuice-a, we only measure whether the code natthe US with a prior task approval rating of at least
urally occurs in the uncontrolled generation.) The97% and a minimum of 1,000 approved tasks.
success rate increases28% 13%across all con- Data quality. We applied two Itering strate-
trol codes, ranging fromuantifier  (increasing gies: (1)High-quality worker.We only kept data
6%, from 50% to 56%) tmegation (42%, from from participants whose median labeling time per
5% to 47%). Non- netuned T5 also achieves lessround was more than 18 seconds and correctly la-
control (success rate decreases by 33% on averagbgled at least 4 gold counterfactuals (out of 6), or
Common failure cases include (1) The conwho correctly labeled all gold ones. (R}ajority
trol codes con ict with the blanksg.g.;a dog is  vote labeling. We collected two annotations per
embraced by §BLANK] would not respond to counterfactual, and only kept those that at least one
negation . (2) xdoes not have a corresponding patannotator deemed valid, and both annotators agreed
tern,e.g.,shuffle is not applicable to “the movie on a particular class label. One of the authors la-



prediction changdx(t; X) is the weighted aver-
age ofjfp(x) fp(X)j for all the X that a ectt
(depression trouble depression a mood, where
fo(X) is the prediction probability of onx. The
weight corresponds to the number of words modi-
ed in % If ¢(X) denotes the set of edited words in
X, thenw(X) = 15¢(X)j. Intuitively, the more words
Figure 8: The accuracy trend on t8entimentiatasets, Cchanged irk, the less impact each word has; In Fig-
as the total training datasizex¢n) varies. The blue line ure 3D, we regard “depression” to be responsible
shows an augmentation of = 2k counterfactuals, and for half of the impact inin depression suicidal

the blue one represents the correspondirigaseline . \We groupX based on their aected word<G; =
Though the counterfactuals remains useful on datasef§ jt 2 e()g Ds(t; X) then becomes:

like SemEval across ath+n, it appears too many coun-
terfactuals may be harmful (Amzbook). X _ %
D+ w) jf(¥)  fp(X)

Di(tX) = 5t

beled a subset of 100on 100x in Sentimentand
reached high agreement with the majority-vote
results ( = 0:77, raw labeling agreement 88%).

X2G¢

dThe additional SHAP weighd(t) acts as a smooth-
ing factor to penalize outliers. Then the gap be-

B.2 Training Details & men Ratios, for §3.2 tween the expectation and reality is:

For eachim; n), we created three samples of train- Di(t; ) = Ds(t;x)  H[Ds(t; X)]

ing data. Each sample was further averaged over

four random seeds. For each run, we heuristicallyVe rst nd the abnormal tokens: (1} with

picked the initial learning rates le-5, 2e-5, 2e-5 forsmall SHAP weight, buk that changd experi-

SentimentNLI andQQP, and trained 20 epochs ence large prediction change on average:=

with a dropout rate of 0.1 and a batch size of 16arg max,, Dx(t; ), and (2)t with large SHAP

We selected the epoch that had the highest accuragyeight, butX with t changed usually have intact

on the corresponding validation set, which takegrediction:ty = argmay,,  Ds(t; X).

1/5 of the training data size, with the same ratio of Then, we use the most extreme cases within the

men counterfactual and original examples. groups ofGy_andGy, as the concrete counterfac-
We further explore ratios of added counterfactual explanations, based on their prediction change

tuals. TakeSentiments an example: while the jfp(X) fp(X)j, and the aggregated SHAP weights

counterfactual remains ective on most datasets, of all the changed tokens:

it hurts the model performance on Amzbook when X

the counterfactual tak_es_ a large propo_onn (Fig- % = arg maijp(x) fo(R) s(u)%

ure 8, Yelp followed a similar but more mild trend). Gy w2r(®)

We suspect that ipping out too much original data

a ects the data diversity, and in turn decreases the-2 User Study Details

model performance. Similarly, Huang et al. (2020)Figure 9 shows the sample interface. Participants

asserted that augmenting= 1:7k NLI data with  started by just seeing the reference example and the

m = 6:6k counterfactuals did not improve model model query box on the left hand side. When they

generalization accuracy. chose to start the task or after they had exhausted

. ) ) their ten query chances, the query box was disabled,
C Additional Explanation Details §4 the tasks on the right were displayed, and the par-
C.1 Selection Methods ticipants completed the tasks. We compensated

. articipants $20 for the one hour study.
Because SHAP weights re ect the averageet of P P $ y

masking a tokem, we also focus oword features D  Additional Err. Analysis Details §5
that are abnormal on average N _

More concretely, we de ne the expected changeP-1 Additional Case Study: Quanti ers
in-prediction for perturbing a tokehto be the As a follow-up to Figure 6, we slice the datato nd
SHAP importance on itH[Ds(t; X)] = s(t). In  entailmentnstances that have numbers in the hy-
Figure 3, s(t=depression = 0:276. The actual pothesis sentence, and perturb tlgiantifiers



