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adds human users to the mix (taking into account the user interface described in  Chapter 

4), which is essential for getting a realistic picture of the TDE’s benefit in practice. 

In answering the first question regarding whether an expert can “express useful 

validation”, the emphasis is on the word useful rather than express. The reason is that ex-

pressiveness has no value within this context unless it ultimately leads toward the goal of 

helping end users to validate inputs. In this light, I evaluated expressiveness by using the 

TDE to implement validation operations for data obtained from real web forms and 

spreadsheets, then measuring how well those operations accurately differentiated between 

valid and invalid inputs. These experiments show that it is possible to express topes that 

are quite accurate at validating strings (Sections  5.2.1 and  5.2.2). In particular, the ex-

periment with spreadsheet data shows that the tope-based validation is much more accu-

rate than current validation approaches based on regular expressions (Section  5.2.2). 

Most benefit comes from the fact that a tope can recognize and validate multiple formats 

of input, while a smaller benefit comes from support for identifying questionable values. 

The second stage of this evaluation addresses whether putting the TDE in the 

hands of end users actually enables them to quickly and effectively validate strings. A 

between-subjects laboratory experiment answers this question by having some users vali-

date data with the TDE and having comparable users validate the same data with the best 

available alternate system, Lapis  [70]. The TDE users completed their work twice as fast 

as the control subjects, and they were able to find three times as many invalid inputs. 

TDE users were also more confident in their ability to complete these tasks and reported 

substantially higher user satisfaction compared to the control subjects. These results 

strongly suggest that the TDE enables users to validate strings much more quickly and 

effectively than is possible with current approaches. 

The evaluations described by this section used the Toped prototype of the data de-

scription editor. Since Toped++ provides many usability-oriented features omitted by 

Toped (such as drag-and-drop editing, as well as support for carrying constraints from 

part to part), the TDE’s final Toped++ tool is arguably even more usable than Toped. 

Thus, the evaluation in this section effectively provides a lower bound on the benefits 

that the TDE would provide in practice for string validation. Moreover, Toped++ was 

ready for the user experiment involving reformatting (discussed by Section  6.2.2), which 

confirmed the usability of Toped++ for string reformatting. 
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cant at p<0.05). In fact, these TDE scores are comparable to those demonstrated by Sec-

tion  5.2.2, showing that the TDE is highly effective at helping actual end users to create 

abstractions for validating strings. 

Subjects had different job categories and varying experience with grammars and 

programming. Yet for each tool, there were no statistically significant effects (p<0.05) on 

task completion, format accuracy, or user satisfaction based on this prior experience or 

job category.  

The study closed with a user satisfaction questionnaire because users such as stu-

dents and administrative assistants typically do not need to program to get their work 

done: they can choose a manual approach rather than a programmatic approach if they do 

not like their programming tool  [78]. 

Subjects generally commented that the TDE was easy to use, “interesting” and “a 

great idea”. Most suggested other types of data to validate, such as email addresses, li-

cense plate numbers, bank record identifiers, and other application-specific data. One 

subject commented that it was unintuitive to represent “two options” (disjunction) as two 

constraints with parallel structure (as was the case in the old Toped tool), which helped to 

prompt the new structure reflected in the Toped++ user interface.   

The satisfaction questionnaire asked subjects to rate on 5-point Likert scale how 

hard the tool was to use, how much they trusted it, how pleasant it was to use, and if they 

would use it if it was integrated with spreadsheets or word processors. Answers had mod-

erate internal consistency (Cronbach’s alpha=0.74) and were combined into a scale. On 

this scale, subjects reported an average satisfaction of 3.78 with the TDE and 3.06 with 

Lapis, a significant difference (p=0.02). 

Comparison to regular expressions 

Though not perfectly comparable, it appears that subjects completed these tasks 

with the TDE more quickly and accurately than subjects completed tasks with regular 

expressions in a study during SWYN’s development  [16]. For each of 12 data types pre-

sented in random order, that study asked 39 graduate students to identify which of 5 

strings matched a provided regular expression that was written in one of four notations. 

Average speeds on the last six tasks (after subjects grew accustomed to the notations) 

ranged from 14 to 21 seconds per string, and error rates ranged from 27% to 47%. (No F1 
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8.2.2 Web macro traits: raw materials for a model 

For this analysis, I selected web macro traits based on the general requirements 

for reuse as outlined by Section  8.1.1. Specifically, users need to be able to find function-

ally relevant macros (with more widely reused macros probably being those with more 

mass appeal), macros need to be flexible enough to be reused with minimal modification, 

macros need to contain enough functionality so that users do not need to modify them 

much to add missing functionality, and users need to be able to understand macros well 

enough to choose appropriate macros and make any necessary modifications. These iden-

tified traits were supplemented with traits based on information about authorship. No 

traits were considered that required information about prior uses of macros (since relying 

on such traits would have limited the applicability of the evaluation’s results to situations 

in which macros had previously been used). In total, these considerations led to the iden-

tification of 35 traits in the following 5 categories (summarized in Table 15): 

 

• Mass appeal: Macros might be more likely to be found if they are relevant to the 

interests of the CoScripter community, as reflected by website URLs and other 

tokens in macros. Promotion of a macro as a tutorial (on the homepage) might 

suggest mass appeal, since CoScripter tutorials are designed to be of general in-

terest to many users. 

• Flexibility: Parameterization and use of mixed-initiative instructions might in-

crease the flexibility of macros, reducing the need for modification. A prior study 

found that reuse seemed lower for macros with preconditions such as requiring the 

browser to be at a certain URL prior to execution, requiring the user to be logged 

into a site prior to execution, or requiring that many sites are online during execu-

tion  [20]. Extra effort might be needed to understand or modify macros with pre-

conditions. 

• Functional size reflected in length: Longer code requires more effort for under-

standing, and many studies indicate that longer code tends to have more defects 

 [32] that might require modification prior to reuse. Counterbalancing these fac-

tors, longer macros contain more functionality, which often increases the value of 

reuse. 
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Figure 53. Model quality at various parameter values 

 
 

As noted above, the training algorithm could have used other heuristics for select-

ing the optimal threshold for each trait. To evaluate the algorithm’s design decisions, I 

repeated the evaluation using variants of the model that selected each adjusted trait’s op-

timal threshold τi based on difference-in-means or difference-in-entropy rather than dif-

ference-in-proportions (Table 17). The results confirmed the design decision, as differ-

ence-in-proportions yielded slightly higher quality than difference-in-means and substan-

tially higher quality than difference-in-entropy. 

Table 17. TP at FP  ≈ 0.4, with variant methods for selecting each trait’s threshold 

 Selecting thresholds based on… 
 Proportions Means Entropy 
Self-exec 0.78 0.78 0.62 
Other-exec 0.79 0.79 0.40 
Other-edit 0.77 0.70 0.50 
Other-copy 0.72 0.70 0.62 

Information content of reusability traits 

The bottom line of these experiments is that the traits generated by the considera-

tions of Section  8.1 contained sufficient information to fairly accurately predict several 

measures of web macro reuse. In fact, these predictions did not even need to rely on very 

many macro traits. In particular, Table 15 shows shaded cells where macro traits were 

active at α = 0.16 (FP = 0.4). At this level, 17 traits were active and accounted for the 

model’s predictiveness. Shaded cells generally corresponded to cases where a trait had 

shown strong statistical correspondence to reuse. The match is not perfect since the z-
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based on the “English-ness” of the annotations, which motivated the inclusion of analo-

gous search filters on the “Annotations” tab of the topes repository’s search filters. Con-

versely, the presence of the word “test” corresponded to lower macro reuse, which moti-

vated a comparable topes repository filter. 

The “Parts, etc.” tab of the tope repository’s advanced search is based on statistics 

concerning the number and characteristics of each data description’s constraints, parts, 

variations, and formats (Figure 55). A high concentration of soft constraints (those that 

are not “always” or “never” true) might indicate higher flexibility, as soft constraints 

might enable a tope implementation to gracefully question but not reject unusual inputs 

that the original author did not anticipate. Adding parts and variations (and, consequently, 

formats) to a data description increases its functional size, raising the amount of time po-

tentially saved by reusing it. In addition, the provision of more formats aids in flexibility 

by allowing the tope implementation to recognize a wider variety of strings. On the other 

hand, if a data description has dependencies on other data descriptions, then this can re-

duce flexibility, since the referring data description can be “broken” if the referenced data 

description changes. 

 

Figure 55. Advanced search filters based on constraints, parts, variations, and formats. 

 
 

The “Uses” tab includes three simple filters based on information about prior uses 

of data descriptions (Figure 56). The first filter, like the primary reusability-oriented fea-

ture of the CoScripter repository, is based on a count of how often each item is 
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volving another system, SWYN, which was based on regular expressions  [16]. Second, a 

within-subjects experiment has shown that users can implement and use topes to reformat 

spreadsheet cells, and that this process is so fast that the cost of implementing a tope is 

“paid off” after only 47 spreadsheet cells—the alternative being to do the work manually, 

which is the only real option for users right now (Section  6.2.2). Both experiments in-

cluded a user satisfaction survey, which confirmed that users are extremely satisfied with 

the topes-based approach and eager to see it deployed in commercial applications for end 

users. 

Since topes can be created by people inside organizations, and they enable people 

to more quickly and effectively validate and reformat strings than is possible with cur-

rently-practiced techniques, these results show that the topes model and TDE meet the 

usability requirements identified in  Chapter 1 (summarized in Table 6). Thus, topes are 

not only theoretically expressive enough to be useful, but they are usable enough to pro-

vide practical value to real users. 

Tope implementations are reusable across applications and by different people. 

For a tope implementation to be reusable in different applications by different 

people, it must be callable from those applications, it must be findable, and it must be ca-

pable of robustly validating and reformatting data regardless of which application pro-

vided the data. 

To support cross-application reuse of tope implementations, the TDE provides a 

programmatic API called from applications via add-ins. The API effectively acts as a par-

tition between application-specific concerns handled in the add-ins and application-

independent concerns handled in the TDE. The feasibility of cross-application reuse has 

been demonstrated by including add-ins in the TDE for many different applications (Sec-

tion  7.1.1). 

In order to help find an existing tope implementation, the TDE provides a heuris-

tic-based “search-by-match” algorithm that finds topes based on how well they match 

keywords and example strings. When tested on tope implementations for the most com-

mon few dozen kinds of data, the algorithm demonstrated a recall of over 80% and query 

time of under 1 second, which is sufficient for implementing user interface features that 

search through the collections of tope implementations that users are likely to have on 
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For example, “911-888-9999” is not a valid phone number because that that string 

could not possibly refer to a real phone number. Valid phone numbers mean something, 

in that they refer to a thing in the real world. These semantics are reflected in a string’s 

syntactic structure (the clue here being the fact that “911” is not a valid area code). The 

semantics in the problem domain also explain why it might make sense to reformat “777-

888-9999” to “(777) 888-9999”—both of these strings refer to the same phone in the real 

world.  

Applications are blind to these considerations when they just treat data as strings, 

since the only semantics of a string variable is that it contains a (bounded) series of cer-

tain characters. Treating data as just a string fails to capture four of the five data traits 

identified by Section  1.2: valid strings are in a certain data category, values can be ques-

tionable—neither obviously valid nor obviously invalid, instances of data categories can 

be written in different formats, and data categories are application-agnostic and often or-

ganization-specific. 

Each of these four traits actually only adds a slight amount of semantics to the 

simple string abstraction, but together they result in a troublesome mismatch between the 

string abstraction and the problem domain. This trouble is a specific manifestation of a 

general problem known to human-computer interaction researchers as a poor “closeness 

of mapping”. Green explains the concept of “closeness of mapping” by writing, “Ideally, 

the problem entities in the user’s task domain could be mapped directly onto task-specific 

program entities, and operations on those problem entities would likewise be mapped di-

rectly onto program operations”  [37]. In the case of data in users’ tasks, the problem enti-

ties have slightly more semantics than are captured by the string abstraction provided by 

the application.  

As a result, there is no direct mapping between the validation and reformatting 

operations required by users and actual operations provided by strings. Instead, users 

must map validation and reformatting activities to a series of smaller operations actually 

provided by the string abstraction (e.g.: operations for reading characters and changing 

characters). This mapping process thus involves many small manual actions. The bottom 

line is that this mismatch between abstractions in the problem domain and abstractions in 

the solution domain actually makes it tedious and error-prone for users to complete tasks. 
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tion developers will be unable to create abstractions for every user’s domain-specific 

categories. (Application developers also might not even consider it part of their job to 

provide these abstractions because the data categories are application-agnostic.) There-

fore, people inside the organizations must be able to create new abstractions. 

Table 3 summarizes these requirements. If an abstraction meets these require-

ments, then it will suffice for automating the kinds of user activities identified by Section 

 1.1: when faced with the need to validate or reformat a string, a user can create an ab-

straction (the fourth requirement) that describes the data category containing that string 

(the second requirement). The abstraction contains rules for validating and reformatting 

instances of the data category (the first requirement), so the user can invoke these rules to 

automatically operate on the data. If the validation rules identify invalid data, then the 

user knows that an error needs to be fixed. If the validation rules identify questionable 

data (the third requirement), then the user can choose whether to spend time double-

checking whether the error is real. Similarly, the user can invoke reformatting rules and 

then check the results with the validation rules. 

Table 3. Requirements for a new kind of abstraction to help end users more quickly and effectively 
validate and reformat strings 

Requirement Motivation 
Abstraction’s expressiveness for validation & reformatting 

operations on short, human-readable strings 
Presence of these tedious and error-prone activities in 

user tasks 
Abstraction’s correspondence to a data category Users’ validation and reformatting rules derive from cate-

gorical nature of data 
Abstraction’s non-binary validation scale Presence of questionable values / absence of formal 

specifications for many categories 
Support for creation by people inside organizations Organization- and domain-specificity of many data cate-

gories 

1.4 Requirements for reusable string validation and reformatting 
abstractions 

It might be helpful if the abstractions were reusable, in the sense that users could 

call upon an abstraction at multiple points in time (to validate different strings), though 

reusability is not an essential requirement for the success of this new kind of data abstrac-

tion.  
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abstraction implementation on-demand when they need to validate or reformat instances 

of some category. Fourth, it should be possible to reuse one abstraction inside another 

(just as a mailing address contains a city, country, and zip code), as well as combine 

pieces of multiple existing abstraction implementations while implementing a new ab-

straction.  

Table 4 summarizes these requirements. If the new data abstraction supports these 

requirements, then one user will be able to publish an abstraction implementation (the 

second requirement), which another user will be able to find and download (the third re-

quirement), then combine and customize as needed (the fourth requirement) in order to 

validate and reformat strings in a wide range of user applications (the first requirement). 

Table 4. Requirements aimed at enabling people to reuse abstractions for validating and reformat-
ting strings 

Requirement Motivation 

Abstraction’s application-agnosticism Application-agnosticism of most data categories 

Support for publishing abstraction implementations (within 
or across organizational boundaries) 

Organization- and domain-specificity of some data cate-
gories 

Support for finding relevant, high-quality abstraction im-
plementation on-demand 

Inability to anticipate when users will encounter instances 
of a data category 

Support for combining and editing parts of existing ab-
straction implementations when creating a new ab-
straction 

Possibility that some users might have implemented ab-
stractions that do not quite exactly fit the reuse context 

1.5 Topes and the Tope Development Environment 

Based on the considerations discussed by Sections  1.3 and  1.4, this dissertation 

presents a new kind of abstraction called a “tope”, as well as a supporting suite of many 

tools. This suite of tools, called the Toped Development Environment (TDE), helps users 

with implementing, publishing, finding, editing, combining, and reusing topes.  

Topes 

The word “tope”, or Greek for “place”, was chosen because each tope describes 

how to validate and reformat instances of one data category that has a place in the prob-

lem domain. A tope is a directed graph, where each graph node corresponds to a function 

that recognizes instances of one format using the same semantics as fuzzy set member-

ship  [125], and each edge corresponds to a function that makes a “best effort” attempt to 
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Mechanisms outside of the tope model facilitate detecting and recovering in situations 

where the outputs are not valid (as mentioned shortly). 

 Each trf  function is optional: in some topes, some pairs of formats might not be 

connected by a trf  function. Because transformations can be chained, a tope’s graph of 

formats does not need to be complete (where each node is directly joined to every other 

node). The graph-like structure of a tope can cause two forms of ambiguity when refor-

matting a string: the appropriate route to take through the tope might be ambiguous, and 

the appropriate starting interpretation (format) of the string might be ambiguous. As a 

result, the output might not be what the user intended. Another potential problem is that if 

the graph is not connected, then it might not be possible to find a route through the tope 

to the target format, resulting in a string that cannot be reformatted. Mechanisms outside 

of the tope model facilitate detecting and recovering from these situations (as mentioned 

shortly). 

Implementing topes with the Tope Development Environment 

Before users can apply a tope’s operations to strings, the tope must first be im-

plemented. With the Toped++ editing tool in the TDE, users create data descriptions, 

which are data structures that specify the constrained parts inside of a particular kind of 

data as well as the different ways in which parts can be concatenated in formats. Based 

on the user-specified data description for a particular data category, the TDE automati-

cally generates a tope implementation for that data category. For example, the user might 

create a data description in Toped++ for American phone numbers, from which the TDE 

would generate a tope implementation with operations for validating and reformatting 

instances of phone numbers. 

Internally, the generated isa  functions test strings with a grammar generated from 

the data description. Unlike a standard context-free grammar, this grammar contains in-

structions for identifying strings that are probably instances of the data category, but 

which violate constraints that are usually true about valid instances of the data category. 

Specifically, the format’s isa  function returns 0 if the string completely fails to match the 

grammar, 1 if the string perfectly matches the grammar and all the format’s constraints, 

and a value in between 0 and 1 if the string matches the grammar’s basic context-free 

structure but violates some constraints that are usually but not always true.  
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lenient settings). Depending on the add-in and the end-user programmer’s preference, 

these overrides can be temporary (applying only to the particular instance of the string 

that caused the validation warning), or they can be permanently added to a “whitelist” 

appended to the data description. In this way, users can gradually add exceptional values 

as they are discovered at runtime. 

There are several ways in which using trf functions might cause problems. First, 

because each trf function accepts any string as input, it might produce an invalid output. 

Consequently, any time that a trf is called, its output is checked with the isa function of 

the target format. Second, there may be multiple routes through a tope for transforming a 

string from format to another, so the appropriate route through the tope might be ambigu-

ous. The TDE side-steps this potential problem by generating totally connected topes and 

always taking a single-step route through the tope. Finally, when reformatting a string, 

the result might depend on what format is selected as the string’s starting format. The 

TDE automatically detects when ambiguity might affect the result of reformatting, and it 

generates a warning message so the user can double-check the resulting output. 

Reusing tope implementations 

Since the add-ins are responsible for all interactions with end-user applications, 

the actual tope implementations do not need to contain any application-specific code. 

Consequently, they are application-agnostic and reusable without modification in a vari-

ety of applications. 

In order to support reuse across multiple users, the TDE includes a repository sys-

tem where topes can be uploaded and downloaded. Because users are likely to have a few 

examples of data that they would like to validate or reformat with existing tope imple-

mentations, the repository includes a “search-by-match” feature whereby users can look 

for tope implementations that recognize examples; for example, they could search for 

topes that match “5000 Forbes Ave.”.  

The repository includes a variety of “advanced search” features to help users look 

for tope implementations that are likely to be reusable. These features filter tope imple-

mentations based on whether they have certain traits that are empirically associated with 

highly-reusable end-user programs in general.  For example, since many kinds of end-

user programs have proven to be more reusable if they have extensive comments written 
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TP is the same as the recall measure used in information retrieval, indicating the 

fraction of interesting items (reused macros) that are successfully identified. FP indicates 

the fraction of uninteresting items (un-reused macros) that are erroneously identified. It is 

similar in purpose to the precision measure b)(aa + used in information retrieval to quan-

tify prediction specificity, but FP is often preferred over precision in defect prediction. 

One reason for this preference is that FP is more stable than precision to small changes in 

the data when b + d » a + c  [69], which is often the case in defect prediction and certainly 

the case in web macro reuse. 

In terms of choosing target values of FP and TP, “Detectors learned in the domain 

of software engineering rarely yield high precision [low FP] detectors”  [69]. For example, 

FP �• TP – 0.3 for many defect prediction models  [75]. Such high FP is usually acceptable 

because these models are generally used to identify items that should be brought to the 

attention of humans, who can then review the items. For applications like these, TP is 

somewhat more important than FP, since a person cannot review an item unless it is first 

brought to his attention. Menzies et al’s review of software engineering papers that use 

machine learning  [69] shows that at least in software engineering, TP is often around 0.7 

or less. In fact even skilled software engineers achieve a recall of only 0.6 when they 

manually review modules for defects  [116]. Meeting or exceeding these results calls for a 

model goal of TP > 0.7 and FP < 0.4. 

Results: predictive power of reusability traits 

For each reuse measure, 10-fold cross-validation at varying levels of �. and �� 

showed that TP reached the goal of 0.7 when FP ranged from 0.05-0.35, depending on the 

reuse measure (Figure 53). Conversely, TP was in the range 0.7-0.8 when FP reached 0.4. 

So for each measure, the model exceeded the goals.  

For the self-exec reuse measure, FP is closest to 0.4 at �. = 0.16 and �� = 5. For the 

other measures of reuse, FP is also closest to 0.4 at �. = 0.16 but with �� = 3. Adjusting �. 

and holding �� constant, or vice versa, generated the full range of TP and FP. 
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Figure 53. Model quality at various parameter values 

 
 

As noted above, the training algorithm could have used other heuristics for select-

ing the optimal threshold for each trait. To evaluate the algorithm’s design decisions, I 

repeated the evaluation using variants of the model that selected each adjusted trait’s op-

timal threshold τi based on difference-in-means or difference-in-entropy rather than dif-

ference-in-proportions (Table 17). The results confirmed the design decision, as differ-

ence-in-proportions yielded slightly higher quality than difference-in-means and substan-

tially higher quality than difference-in-entropy. 

Table 17. TP at FP  ≈ 0.4, with variant methods for selecting each trait’s threshold 

 Selecting thresholds based on… 
 Proportions Means Entropy 
Self-exec 0.78 0.78 0.62 
Other-exec 0.79 0.79 0.40 
Other-edit 0.77 0.70 0.50 
Other-copy 0.72 0.70 0.62 

Information content of reusability traits 

The bottom line of these experiments is that the traits generated by the considera-

tions of Section  8.1 contained sufficient information to fairly accurately predict several 

measures of web macro reuse. In fact, these predictions did not even need to rely on very 

many macro traits. In particular, Table 15 shows shaded cells where macro traits were 

active at α = 0.16 (FP = 0.4). At this level, 17 traits were active and accounted for the 

model’s predictiveness. Shaded cells generally corresponded to cases where a trait had 

shown strong statistical correspondence to reuse. The match is not perfect since the z-
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score used in statistical tests depends not only on differences in proportions, but also the 

absolute sizes of these proportions. This is a common phenomenon in statistics: a differ-

ence might be statistically significant yet not meaningful. The most useful traits were in 

the Mass appeal, Functional size / length, and Authorship categories, with more minor 

contributions from the Understandability and Flexibility categories.  

Depending on the particular measure of reuse, as few as 5 traits were active or as 

many as 11, suggesting that a repository designer might be able to collect fewer than a 

dozen different traits in order to drive reusability-oriented search features. 

8.3 Reusability-oriented search features in the topes repository 

The empirical studies of end-user programmers described by Section  8.1 suggest 

that a wide variety of end-user code tends to be more reusable if it has certain traits. The 

CoScripter experiment described by Section  8.2 shows these traits can be used to predict 

whether macros will be reused. Together, all of these results suggest that a repository 

could effectively guide users to find reusable code.  

Motivated by these considerations, the topes repository offers an “Advanced 

Search” feature that allows users to filter search results based on traits like those dis-

cussed by Sections  8.1 and  8.2. The intent of this design is simply to explore one way to 

incorporate the results of the empirical studies above into the design of a repository sys-

tem. Usability studies would likely identify possibilities for moving forward further with 

the TDE repository’s Advanced Search feature. 

Advanced Search overview 

After doing a basic search-by-match query, the user can activate the reusability-

oriented filters by clicking on the “Refine results based on advanced search filters” link 

(Figure 39). The user interface shows a tabbed set of search filters (Figure 54). The user 

can enter values for one or more filters, then click “Search”, which applies the filters to 

the search results.  
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Figure 54. Reusability-oriented filters in the search interface of the topes repository 
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Supported filters 

Table 18 shows the list of search filters. Many of these are based on traits directly 

reflected in the code provided by the data description’s author—where “code” is taken 

(as with web macros) to include comments and other annotations provided by the author. 

The traits reflected in code are based on the same general requirements for reuse men-

tioned by Section  8.1.1 and considered throughout this chapter: findability (with more 

reusable code generally having more mass appeal), flexibility (so that minimal modifica-

tion is needed to fit into the reuse context), substantial functional size (so that minimal 

extension is needed to cover the reuse needs), and understandability (so that the user can 

make any necessary modifications or extensions). In addition, the topes repository in-

cludes several filters based on prior uses and authorship. 

Table 18. Reusability-based filters in search interface of the topes repository 

Tab on user interface Search filter Reflected In (Related to) 
Annotations # distinct words Code itself Understandability 
 % English words Code itself Understandability 
 % English letters Code itself Understandability 
 Do not include the word “test” Code itself Mass appeal 
Parts, etc % soft constraints Code itself Flexibility 
 # constraints Code itself Functional size 
 # parts Code itself Functional size 
 # parts with non-trivial names Code itself Understandability 
 # variations Code itself Functional size 
 # formats Code itself Flexibility + functional size 
 Have no references to other topes Code itself Flexibility 
Uses # prior downloads Prior uses  
 Average rating Prior uses  
 # times referenced by other topes Prior uses  
Publisher # previous topes published Authorship  
 # previous topes rated Authorship  
 # days since joined repository Authorship  
 Email address has a certain domain Authorship  
 Is from a certain geographic location Authorship  
 Is a system administrator Authorship  

 

The first tab, “Annotations”, contains four search filters driven by the name, tags, 

and notes entered by the data description’s author through Toped++ (Figure 54). (The 

name is entered on the main tab of Toped++, shown in Figure 10, while the tags and notes 

are entered in the “Notes” tab of Toped++.) These filters allow the user to restrict the re-

sult set to only include data descriptions that have a substantial amount of intelligible an-

notation. During the CoScripter experiment, macro reuse was related to several traits 
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based on the “English-ness” of the annotations, which motivated the inclusion of analo-

gous search filters on the “Annotations” tab of the topes repository’s search filters. Con-

versely, the presence of the word “test” corresponded to lower macro reuse, which moti-

vated a comparable topes repository filter. 

The “Parts, etc.” tab of the tope repository’s advanced search is based on statistics 

concerning the number and characteristics of each data description’s constraints, parts, 

variations, and formats (Figure 55). A high concentration of soft constraints (those that 

are not “always” or “never” true) might indicate higher flexibility, as soft constraints 

might enable a tope implementation to gracefully question but not reject unusual inputs 

that the original author did not anticipate. Adding parts and variations (and, consequently, 

formats) to a data description increases its functional size, raising the amount of time po-

tentially saved by reusing it. In addition, the provision of more formats aids in flexibility 

by allowing the tope implementation to recognize a wider variety of strings. On the other 

hand, if a data description has dependencies on other data descriptions, then this can re-

duce flexibility, since the referring data description can be “broken” if the referenced data 

description changes. 

 

Figure 55. Advanced search filters based on constraints, parts, variations, and formats. 

 
 

The “Uses” tab includes three simple filters based on information about prior uses 

of data descriptions (Figure 56). The first filter, like the primary reusability-oriented fea-

ture of the CoScripter repository, is based on a count of how often each item is 
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downloaded. The second filter is based on the average rating of data descriptions; these 

ratings are collected through a “Comments” form that appears at the bottom of each data 

description’s “detail” page (scrolling down the inner frame of Figure 40). The third filter 

on the “Uses” tab is based on a count of how many other data descriptions in the reposi-

tory refer to the data description, under the assumption that data descriptions are probably 

more reusable if they have already been successfully reused in multiple other data de-

scriptions. 

 

Figure 56. Advanced search filters based on prior uses of the data descriptions. 

 
 

The final tab, “Publisher”, is driven by information collected about the author of 

each data description (Figure 57). In the CoScripter experiment, several traits represent-

ing the author’s prior experience were related to levels of macro reuse, motivating com-

parable traits in the topes repository. In addition, several macro traits indirectly corre-

sponded to the date in which an author adopted CoScripter and also related to levels of 

reuse; these motivated a filter in the topes repository to focus search results on data de-

scriptions that were created by people who created a repository account many days in the 

past. The next search filter is based on the email address of authors, which was motivated 

by the recognition that many topes are organization-specific. The penultimate search fea-

ture is motivated by the recognition that many topes are tied to geographical region, and 

it allows the user to filter search results based on what geographic region each data de-

scription author specified when creating a repository account; this piece of information 

must selected from a drop-down list showing all the world’s continents, broken into sev-

eral smaller regions such as North America, South America, Central Asia, and East Asia. 

Finally, since tutorial web macros created by CoScripter system administrators tended to 

be highly reused, the topes repository includes a filter for showing only data descriptions 

created by users flagged as repository administrators. 
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Figure 57. Advanced search filters based on information about authorship. 

 
 

Possible future next steps 

The filters shown here are not intended as a definitive final answer for how to 

provide reusability-oriented search features in the tope repository. Rather, they are in-

tended to illustrate that it is straightforward to create search filters directly tied to the end-

user code traits that have empirically corresponded to reuse in many studies, including 

the CoScripter experiment.  

There is not yet a large multi-user tope repository for performing an experiment to 

directly evaluate how well these search features would help people to reuse topes. None-

theless, many end-user repositories are quite successful despite providing a far less com-

prehensive suite of search features. This fact, combined with the empirical results de-

scribed in the preceding sections, suggests that reusability-oriented search filters may 

provide a basis for helping end users to locate reusable tope implementations.  

Future implementations of this approach might build on the basic user interface, 

shown above. One possibility would be to provide sliders for the fields that require nu-

meric inputs, with notches in the sliders indicating suggested values; these values might 

be determined using an algorithm similar to that described in Section  8.2. Another possi-

bility would be to track what data descriptions a user has downloaded and rated highly, 

then to train a machine learning algorithm to recommend other data descriptions that 

have reusability traits similar to those of the user’s preferred data descriptions. Section 

 9.2.5 discusses other possible future opportunities to enhance the TDE topes repository.  
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Chapter 9. Conclusion 

A series of empirical studies identified a common problem in applications for end 

users: these applications lack adequate support to help end users validate and reformat 

instances of data categories containing short, human-readable strings. In response to these 

user needs, this dissertation has presented a new kind of abstraction and supporting de-

velopment environment that helps users to quickly and effectively validate and reformat 

data. This approach relies on a new abstraction called a “tope”, which describes how to 

validate and reformat instances of one data category, such as phone numbers. Validation 

is non-binary, in that it can identify strings that are questionable and might be either valid 

or invalid.  

Topes enable users to more quickly and effectively complete validation and re-

formatting tasks than they can with currently-practiced techniques. Moreover, because 

topes capture domain knowledge in a form that is application- and user-agnostic, they are 

highly reusable. Thus, topes not only help end users to succeed in their immediate tasks, 

but topes also can facilitate the successful completion of future tasks in a wide range of 

applications. These results are indicative of the potential benefits that can accrue from 

research aimed at helping end users to create and use models of data encountered in eve-

ryday life. 

After Section  9.1 describes the contributions and claims supported by this work, 

Section  9.2 presents several opportunities for future work, including prospects for further 

extending and applying the topes model and the TDE. Section  9.3 concludes by discuss-

ing the implications of this thesis research, such as the desirability of end-user program-

ming research whose results generalize beyond particular applications or programming 

tools. 

9.1 Contributions and claims 

A series of empirical studies have uncovered many tasks during which users need 

to validate or reformat short, human-readable strings. In most cases, these strings are 

valid if they are instances of a certain category, such as university names or corporate 
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project numbers. Many such categories lack a formal specification, with the result that 

there often are questionable strings that look unusual but yet are valid. These categories 

are also often multi-format, in that strings of many data categories can be “equivalent” 

but written in multiple formats. Many of these categories are organization-specific, so 

developers of applications for end users cannot anticipate and support all of these data 

categories. In fact, most applications have virtually no support for automatically validat-

ing and reformatting strings. As a result, users have had to do validating and reformatting 

manually, which is tedious and error-prone. The finished data are sometimes questionable 

or even invalid, and they are often inconsistently formatted. 

In response to the needs of end users, this research has produced the following six 

primary contributions: 

 

• A new kind of abstraction, called a “tope”, providing operations for validating and 

reformatting short, human-readable strings in data categories, where those strings 

may be questionable and may appear in different formats 

• Algorithms for generating tope implementations from data descriptions provided 

by users, and for executing tope implementations’ operations on data 

• User interfaces and supporting code that enable users to create accurate data de-

scriptions, then use the generated tope implementations to quickly and effectively 

validate and reformat strings 

• A software architecture that effectively factors out application-specific concerns 

from application-independent validation and reformatting concerns 

• A parallelizable “search-by-match” algorithm that searches through existing tope 

implementations to find those that match user-provided keywords and example 

strings 

• A repository server that extends the search-by-match algorithm with features for 

filtering tope implementations based on traits that are generally useful for identi-

fying reusable end-user code 

 

The subsections below express three specific claims about these contributions, 

along with evidence supporting those claims. These results show that topes provide prac-























































Figure 5.5: This is the first comic strip intervention. This presents the same information as Figure 5.4, but
in a comic strip format. [109].

comic strips stories are a highly approachable medium [44], so we decided to test the effectiveness
of a comic strip approach to anti-phishing training. We evaluated these two designs through a
laboratory study; the results showed that users who saw the comic strip version did better than
people who saw the text/graphic version. This helped us narrow the design space to comic strip
interventions. Both interventions use prominent titles and a cartoon image of a thief to convey that
participants are potentially at risk. We designed the interventions so they could be read without
scrolling or clicking on additional links. Keeping the one page constraint in mind, all PhishGuru
interventions are designed to fit on one page.

Using feedback from the laboratory study and our understanding of the literature, we tried to create
a stronger agent and a story we could use in the interventions. After a few iterations (getting users’
feedback), we arrived at a character for the intervention (see for the man with turban in Figure 5.6)
to be called “PhishGuru.” To emphasize the story based principle, we created the victim character,
who is instructed by the PhishGuru to avoid falling for phishing attacks. The intervention also
includes the phisher character, who sends phishing emails to victims. We also applied the contiguity
principle by providing an illustration to go with each instruction. We added the instruction “Always
be wary of suspicious websites.” The rationale for this instruction was to inform users that they
should be cautious about domain names (for example similar looking names like annazon instead
of amazon). We used this intervention in a study where we evaluated retention and transfer of
knowledge through PhishGuru training methodology [110].

We received some criticism for the PhishGuru character representing a specific ethnic group; there-

63



Figure 5.6: This is an updated version of Figure 5.5. In this version we applied the contiguity principle
to all instructions. We also added information about what phishers do to send phishing emails. Used in a
laboratory study [110].

fore, we created a gender- and ethnic- neutral character – a fish (see Figure 5.7). We used this
intervention in a real world study conducted among employees of a large ISP in Portugal [113].

Using feedback from the study and other input, we modified the intervention to Figure 5.8. We
conducted two focus group studies to evaluate the content of PhishGuru (further details of this
focus group are discussed in Section 8.1.3.) In the focus groups, participants of all ages mentioned
that they would read the entire PhishGuru intervention over other training materials. Participants
also did not like the all-capital comic font in the intervention. Most of the participants in the focus
group did not like the phisher character either.

Using feedback from the focus groups, we modified the intervention to Figure 5.1. Mainly, we
changed the font, created a new phisher character, and cleaned up the language. To teach users to
avoid opening attachments or clicking on links within instant messages, we added the instruction
“Don’t open unexpected email attachments or instant message download links.” Since some partici-
pants of the focus group noted that villains in the interventions (e.g. the phisher) are almost always
male, we created a version of the comic strip in which the phisher was female (See Figure 5.9). In
this intervention, we also varied the story so that users who view the intervention multiple times
do not have to keep reading the same one or get habituated and disregard the intervention. This
intervention has exactly the same instructions as Figure 5.1. We used these two interventions in a
real world study conducted among Carnegie Mellon’s students, staff, and faculty. We discuss this
study in detail in Section 7.2.
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Figure 5.7: This is an update to Figure 5.6. We changed the PhishGuru character from a male to a fish
(gender neutral). This design was used in the real world study [113].

Figure 5.8: This updated version of Figure 5.7 uses comic fonts and stresses the instructions. This version
was used in the focus group studies we conducted.
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Figure 5.9: Updated version of Figure 5.1. This intervention was used in a large scale real world study [108].

To test the effectiveness of PhishGuru, we conducted a series of laboratory and real world studies
which we describe in the next two chapters. PhishGuru is currently being commercialized by
Wombat Security Technologies.2

2http://wombatsecurity.com/

66



67



Chapter 6

Laboratory Evaluation of PhishGuru

In this chapter, we present two laboratory studies we conducted to evaluate the effectiveness of
PhishGuru. In Section 6.1, we present the first laboratory study, which compared the effectiveness
of typical email security notices to the effectiveness of PhishGuru training [109]. In Section 6.2,
we present a study measuring users’ knowledge retention and knowledge transfer after PhishGuru
training [110].

6.1 Preliminary evaluation of PhishGuru

This section is largely a reproduction of a paper co-authored with Yong Rhee, Alessan-
dro Acquisti, Lorrie Cranor, Jason Hong, and Elizabeth Nunge and published at CHI
2007 [109].

In the first section of this chapter, we describe the evaluation of two PhishGuru interventions: one
that provides a warning as well as actionable items using text and graphics, and one that uses a
comic strip format to convey the same information. We present the results of a user study that
compares the effectiveness of these two designs to the effectiveness of typical email security notices
sent by e-commerce companies, who use these notices to alert their customers about phishing. In
Section 6.1.1, we discuss participant recruitment and demographics; in Section 6.1.2, we present
the hypotheses for the first laboratory study. In Section 6.1.3, we present the study methodology
and the emails that we used as part of the study. In Section 6.1.4, we present the results of
the evaluation, demonstrating that typical email security notices are ineffective, while embedded
training designs are effective. In Section 6.1.5, we discuss some implications of the results.
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6.1.1 Participant recruitment and demographics

As this research was focused on educating novice users about phishing attacks, we recruited par-
ticipants with little technical knowledge. We posted fliers around the university and local neigh-
borhoods, screening users through an online survey. We recruited users who said they had done
no more than one of the following: changed preferences or settings in their web browser, created a
web page, and helped someone fix a computer problem. In other studies, this approach has served
as a good filter for recruiting non-experts [54,107].

We recruited 30 particpants for the study, with each condition having 10 participants. Each par-
ticipant was randomly placed in one of three groups. The “notices” group was shown the typical
security notices displayed in Figure 6.1, while the “text/graphic” group was shown the text and
graphics intervention displayed in Figure 6.2. The “comic” group was shown the comic strip inter-
vention displayed in Figure 6.3. Table 6.1 shows the demographics of participants.1

Figure 6.1: Security notices sent out by e-commerce companies to alert their customers about phishing.

6.1.2 Hypotheses

The two hypotheses that guided this study were:
1One outlier in the notices group received 300 emails daily, but did not perform particularly better or worse than

others in this group. We found no significant relationship between propensity to fall for phishing attacks before the
intervention and any of the demographic information we collected. Other small studies have also found no correlation
between these demographics and susceptibility to phishing [53,54].
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Figure 6.2: The text/graphic intervention includes text with an annotated image of a sample phishing email.

Figure 6.3: The comic strip intervention uses a comic strip to tell a story about how phishing works and
how people can protect themselves.
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Table 6.1: Study participants

Characteristics Notices Text/
Graphic

Comic

Sample size 10 10 10
Gender

Male 50% 40% 20%
Female 50% 60% 80%
Browser

IE 80% 60% 60%
Firefox 10% 20% 30%
Others 10% 20% 10%
Average emails per day 51.4 36.9 15
Average age in years 31.2 27.5 21.1

Hypothesis 1: Security notices are an ineffective medium to teach users about phishing
attacks.

Hypothesis 2: Participants in the embedded training group (text/graphics and comic)
will learn more effectively than participants in the security notices group.

6.1.3 Methodology

The laboratory study consisted of a think-aloud session in which participants played the role of
“Bobby Smith,” an employee of Cognix Inc. who works in the marketing department. Participants
were told that the study investigated “how people effectively manage and use emails.” They were
told to interact with their email the way they normally do in real life. If a participant was not
familiar with SquirrelMail (a web-based email client), we gave that participant a quick tutorial
describing how to perform simple actions. Participants used a 1.40GHz Compaq laptop running
Microsoft Windows XP home edition with Internet Explorer 6.0 to access emails. We also mentioned
that we would be able to answer questions about using SquirrelMail during the study, but would
not be able to help them make any decisions. We asked participants a few pre-study questions
about their use of email to reinforce the idea that this was a study about the use of email systems.
We recorded audio and screen interactions using Camtasia.

We gave participants an information sheet describing the scenario and asked them to read it aloud
and ask clarification questions. The information sheet included the usernames and passwords
for Bobby Smith’s email account and accounts at Amazon, American Express, Citibank, eBay and
PayPal. We also provided username and password information in a physical wallet that participants
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could use throughout the study.

Each participant was shown 19 email messages arranged in the predefined order shown in Table 6.2.
Nine legitimate-no-link messages were legitimate emails without any links, received from co-workers
at Cognix, friends, and family. These emails requested that Bobby Smith perform simple tasks like
checking the status of products at Staples. Two legitimate-link messages were simulated legitimate
emails from organizations with which Bobby Smith had an account. The mailbox also contained
two spam emails, two phishing-account fraudulent emails that appeared to come from organizations
where Bobby had an account, and two phishing-no-account fraudulent emails that appeared to
come from a bank with which Bobby did not have an account. The mailbox also had two training
emails—security notices or embedded training interventions depending on the group to which the
participant belonged. Table 6.3 presents examples of each type of email we used in the study.

Table 6.2: Email arrangement in the study.

1. Legitimate-no-link 11. Training
2. Legitimate-no-link 12. Spam-link-no-account
3. Phishing-account 13. Legitimate-link-no-account
4. Legitimate-no-link 14. Phishing-no-account
5. Training 15. Legitimate-no-link
6. Legitimate-no-link 16. Phishing-no-account
7. Legitimate-link-account 17. Phishing-account
8. Spam-link-no-account 18. Legitimate-no-link
9. Legitimate-no-link 19. Legitimate-no-link
10.Legitimate-no-link

Table 6.3: Sample of emails used in the first laboratory study.

Email type Sender information Email subject line
Legitimate-no-link Brandy Anderson Booking hotel rooms for visitors
Legitimate-link Joseph Dicosta To check the status of the prod-

uct on Staples
Phishing-no-
account

Wells Fargo Update your bank account infor-
mation!

Phishing-account PayPal Reactivate you PayPal account!
Spam Eddie Arredondo Fw: Re: You will want this job
Training Amazon Revision to your Amazon.com in-

formation

All of the phishing, spam, and security notice emails we used for this study were based on actual
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emails we had collected. We created exact replicas of the phishing websites on a local machine by
running Apache and modifying the host files in Windows so that IE would display the URL of the
actual phishing websites. All replicated phishing websites were completely functional and allowed
participants to submit information.

We used a completely functional SquirrelMail implementation to allow users to access Bobby
Smith’s email. We wrote a Perl script to push emails into the SquirrelMail server; this script
was also used to change the training emails for each group.

After participants finished going through Bobby Smith’s emails, we asked them some post-study
questions and debriefed them. In the debriefing, we asked them questions about their choices during
the study. We also showed them training messages belonging to a different group than the one they
had been placed in for the study. For example, participants who viewed Figure 6.2 in their study
were shown Figure 6.3 after the study and vice versa. They were then asked for their views on
both designs.

6.1.4 Results

In this section we present the results of the first laboratory study. In the analysis, we considered
someone to have fallen for a phishing attack if they clicked on a link in a phishing email, regardless
of whether they went on to provide personal information. Although not everyone who clicks on
a phishing link will go on to provide personal information to a website, people in this study who
clicked on phishing links provided information 93% of the time. What’s more, clicking on phishing
links can be dangerous even if someone does not actually provide personal information to the site
because some phishing sites transmit malware to a user’s computer.

Security Notices Intervention

There was no difference between the number of participants who clicked on links in phishing emails
before and the number who clicked after the two security notice messages. The first security notice
users saw was one of two security messages that eBay or PayPal sends to their customers. This
notice email was linked to a real website [56]. Only five (50%) users in this group clicked on the
first security notice link in the email to learn more about phishing attacks. Among these five
participants, only two (40%) actually read through the content in the web pages, while the other
three (60%) skimmed through the content and closed the window. Nine (90%) participants clicked
on the second security notice; this security notice was sent from the system administrator of Cognix.
During the post-study debriefing, we asked whether the notices had been helpful. The participants
who had seen the security notices said the information took too long to read and that they were
not sure what the messages were trying to convey. Nine participants (90%) fell for the phishing
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email sent before the security notice email and nine participants (90%) fell for the final phishing
email. The mean percentage of participants who fell for the three phishing emails presented after
the security notices was 63%.

Text/graphics Intervention

In this group, eight participants (80%) fell for the first phishing email and all ten participants
clicked on the training message link in the training email. Seven participants (70%) clicked on the
second training message and seven participants (70%) fell for the final phishing email. The mean
percentage of participants who fell for the three phishing emails presented after the interventions
was 30%. After going through the training message, many participants checked to see if they had
an account with the relevant financial institution before clicking on the link. Only one user (10%)
clicked on the phishing message that was sent from Barclays Bank, which they did not have an
account with. When asked why she had done so, the user said, “just because it [the link] was there
and I wanted to check what they show.”

Most participants liked the way the information was presented; a common comment was: “Having
the image and the text with callouts was helpful.” One user said: “Giving the steps to follow to
protect from phishing was helpful.” Another mentioned, “This is definitely useful and good stuff
and I will remember that [to look for URLs in the status bar].”

Comic Strip Intervention

The results of this study indicate that the comic strip intervention was most effective in educating
people about phishing attacks. All of the participants in this group fell for the first phishing email
and also clicked on the training message. Six participants (60%) clicked on the second training
message; only three participants (30%) fell for the final phishing email. The mean percentage of
participants falling for the three phishing emails presented after the interventions was 23%. Some
participants said they preferred the comic to the text/graphics intervention because it engaged
them with a story. However, other participants felt that the text/graphics version was more serious
and professional. One user said, “The comic version is good for children but I would prefer text
with the image.”

Comparison

The security notices group and the comic group displayed significantly different levels of ability to
recognize phishing emails. In the notices group, nine participants (90%) fell for the final phishing
email; in the comic group, only 3 participants (30%) fell for this email (Chi-Sq = 23.062, DF = 1,
p-value = 0.001).
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Figure 6.4: Comparison of different methods of training for each group for all of the emails which had a link
in them. The number represents the location of the email in the email arrangement. Participants in the
Comic strip group were able to identify phishing emails better than the other two groups.

We also compared the effectiveness of security notices to the effectiveness of the text and graphic
intervention. The number of participants who fell for phishing attacks before and after training
in the notices group was nine (90%), while the number of participants falling for phishing attacks
in the text/graphics group was eight (80%) before training and seven (70%) after training. The
difference between these two groups was not as significant (Chi-Sq = 0.364, DF = 1, p-value =
0.546) as the difference between the notices and comic groups.

There was a significant difference in effectiveness between the two embedded training interventions
(Chi-Sq = 16.880, DF = 1, p-value = 0.001). The mean scores across the three phishing emails
after intervention was lowest for the comic group. Figure 6.4 presents a comparison of the three
training methodologies for all of the emails containing links.

In the post-study questions we asked participants from the comic and text/graphics groups the
following question: “Which one [design] would you prefer and why would you prefer it?” Nine
(45%) of the twenty participants preferred the comic version of the information representation and
eleven (55%) preferred the text with graphics version.

During the post-study session, we asked specific questions about the training methodology and
how these methods raised phishing awareness. One of the questions was: “Did the method create
awareness about phishing attacks?” Only two (20%) participants said the security notices raised
awareness about phishing attacks, while in both of the other groups all participants (100%) said
the method they encountered raised awareness about phishing attacks. We also asked participants:
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“Do you think this method will help you learn techniques to identify false websites and email?”
None of the participants said the security notices would help them, while all of the participants in
the other groups thought the embedded training messages would help them.

We also compared data for the individual performance of the participants before and after training.
We observed that 9 out of 10 participants (90%) in the notices group clicked the first phishing email
and that of these, 8 participants (89%) clicked on the final phishing email. In the text/graphics
group, 8 participants (80%) clicked on the first phishing email, out of which 5 (63%) clicked on the
final phishing email. In the comic group, 10 participants (100%) clicked on the first phishing email,
out of which 3 participants (30%) clicked on the final phishing email. We found that participants in
the security notices group performed significantly differently from participants in the comic group
(Chi-Sq = 18.245, DF = 1, p-value = 0.001). There was also a significant difference between the
performances of participants in the text/graphics group and those in the comic group (Chi-Sq =
7.222, DF = 1, p-value = 0.007). There was no significant difference between the performance of
participants in the notices group and those in the text/graphics group.

During the post-study session, we also asked the participants: “On a scale of 1 to 7, where 1 is not
at all confident and 7 is most confident, how confident were you while making decisions on clicking
links and replying to emails?” In the notices group, the values ranged from 4 to 7 (mean = 5.4,
s.d. = 1.1, variance = 1.2); in the text/graphics group, values ranged from 3 to 6 (mean = 4.6,
s.d. = 0.9, variance = 0.8); in the comic group, values ranged from 3 to 7 (mean = 5.5., s.d. =
1.3, variance = 1.6). Participants in the three groups had similar levels of confidence in handling
emails.

General observations

Participants seemed to identify the Nigerian scam email (email number 12) easily. Only two of the
thirty participants (6.7%) clicked on the link in this email. Only nine participants (30%) actually
clicked on the link in the second phishing email (email number 14), which was ostensibly from a
company they did not have an account with. Among these nine participants, four (44.4%) realized
that they did not have an account with the service once they clicked on the link; as a result, they
closed the window immediately.

Twenty-four (80%) of the participants were not familiar with the mouse-over technique, which can
be used to view the actual URL before clicking on a link. Most participants appreciated being
taught such a technique. One user said, “I did not know to look for links before [in email], I will
do it now.”

One user in the text/graphics group did not click on any links in the emails because of her personal
experience as a victim of identity theft. This user stated, “I was a victim of online credit card fraud,
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so from then on I decided not to click on links in the emails.” No user in the study actually entered
random information to test the phishing site’s reaction. Two participants used search engines to
help decide how to react to an email. One user Googled the phrase “Bank of Africa” from the
Nigerian scam. Another user said, “I will ask one of my friends to help me make a decision here,
she knows about these things better than me.”

Among participants who did not understand the training messages, we observed behavior similar
to that discussed by Dhamija et al. [53]. Novice users used misleading signals [107] to make their
decisions. For example, one of the participants used the lock icon on the phishing website we created
to decide that the website was legitimate. When asked why she did that, she said: “I do that often
to find whether the website is legitimate.” Another participant mentioned that “the logo [Citibank]
is real so the site must be legitimate.” Another participant said, “I visited this website [PayPal]
some days back. It looks the same as before, so it must be legitimate.” A few other participants
were satisfied that the website was legitimate because it displayed updated account information
after they entered their personal information.

Repetitive training in a short time span was helpful for some participants. Some participants did
not understand what was going on the first time the training information was presented, but read
it carefully the second time. To study repetitive training, we sent two training messages separated
by 14 days in one of our real-world studies (discussed in Section 7.2). We found that adding a
second training message to reinforce the original training decreases the likelihood of people giving
information to phishing websites.

6.1.5 Discussion

We conducted lab experiments comparing the effectiveness of two interventions with standard
security notices about phishing. Results from this study supported Hypothesis 1 and Hypothesis 2
introduced in Section 6.1.2.

As observed in other studies, we saw that novice users used misleading signals to make decisions.
We believe that properly designed training messages and interventions can help novice users detect
and use meaningful signals.

These results strongly suggest that security notices fail to effectively teach people about phishing
attacks. We believe this is because people do not understand why they are receiving such emails,
and also because it is difficult for them to relate to an abstract problem they may not believe is
likely to occur. In addition, some participants claimed that they knew about phishing and knew
how to protect themselves, but ultimately fell for the phishing scams anyway. This also suggests
that people may be overconfident about what they know, especially if they have seen such security
notices in the past, and thus disregard new notices when they appear.
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The results also indicate that the comic strip intervention was most effective. The primary differ-
ences between the two interventions was that the comic strip format had significantly less text and
more graphics, and that it told a story to convey its message.

6.2 Evaluation of retention and transfer

This section is largely a reproduction of a paper co-authored with Yong Rhee, Steve
Sheng, Sharique Hasan, Alessandro Acquisti, Lorrie Cranor, and Jason Hong and pub-
lished at e-Crime Researchers Summit 2007 [110].

In the study described in Section 6.1, we tested users immediately after training and demonstrated
that embedded training improved users’ ability to identify phishing emails and websites. We also
compared embedded training to security notices delivered via email. In this section, we present a
study in which we tested users to determine how well they retained knowledge gained through em-
bedded training over a period of about one week; we also tested how well they used this knowledge to
identify other types of phishing emails. We further compared the effectiveness of training materials
delivered via embedded training to those delivered as a regular email message (non-embedded).

In Section 6.2.1, we present the theory and the hypotheses that guided the study. In Section 6.2.2,
we present the participant recruitment methodology and demographics. In Section 6.2.3, we present
the study methodology used to test the hypotheses. In Section 6.2.4, we present the results of the
evaluation, demonstrating that embedded training is more effective than non-embedded training,
and that users can retain learned information over time, transferring the knowledge they gained.
We discuss the effect of training users in Section 6.2.5.

6.2.1 Theory and hypotheses

In this section we introduce five hypotheses for the following study. Three hypotheses relate to user
learning, when two relate to users’ susceptibility to phishing emails.

Learning

Motivation is one of the most important aspects of the learning process. Researchers have shown
that users can be trained through an embedded training method that makes training part of the
primary task. With this form of training, users are motivated to learn because they are presented
with training materials immediately after they fall for phishing emails [109]. However, while the
earlier study (Section 6.1) suggested that embedded training motivates people to learn, it did
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not evaluate whether the embedded training approach was better than sending the same training
materials directly via email.

In the second laboratory study, we had four conditions: “embedded,” “non-embedded,” “suspicion,”
and “control.” Participants in the embedded condition received a simulated phishing email and
saw a revised version of the comic strip intervention when they clicked on a link in that email.
Participants in the non-embedded condition received the same training materials directly as part
of an email message; they did not have to fall for a simulated phishing email to see the training
materials. Participants in the suspicion condition received a brief email from a friend that mentioned
phishing without providing any information about how they could protect themselves.

Hypothesis 1: Participants in the embedded condition learn more effectively than
participants in the non-embedded condition, suspicion condition, and control condition.

Retention

A large body of literature focuses on quantifying knowledge retention [166]. Learning science litera-
ture defines retention as the ability of learners to retain or recall the concepts and procedures taught
when tested under the same or similar situations after a time period δ from the time knowledge
was acquired. Researchers have frequently debated the optimum δ to measure retention [134]. The
first laboratory study that demonstrated that users can be taught to avoid phishing attacks tested
users immediately after they were trained; as a result, it did not explore users’ ability to retain this
knowledge [110, 181]. Thus, the question remained as to whether users retain the knowledge they
have gained during training.

Hypothesis 2: Participants in the embedded condition retain more knowledge about
how to avoid phishing attacks than participants in the non-embedded condition, suspi-
cion condition, and control condition.

Transfer

Transfer is the ability to apply the knowledge gained from one situation to another situation
after a time period δ from the time of knowledge acquisition. Researchers have emphasized that
transferability of learning is of prime importance in training. Two types of transfers are discussed
in the literature: near transfer, in which the testing situation is similar to the training situation,
and far transfer, in which the testing situation is very different from the training situation [198].
In this study, we focused on measuring near transfer. For example, we trained users with an email
regarding revision to their Amazon account and tested them with an email from PayPal regarding
reactivation of their PayPal account.
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Hypothesis 3: Participants in the embedded condition transfer more knowledge about
how to avoid phishing attacks than participants in the non-embedded condition, suspi-
cion condition, and control condition.

Cognitive reflection

Many user studies examining phishing or phishing-related interventions have been agnostic to indi-
vidual user characteristics (sex, age, education level, and hours using the computer). Others have
failed to find significant relationships between features such as age or gender and phishing-related
behavior [53, 54, 109, 181]. This may be the product of one or more of the following factors: (1)
individual differences (sex, age, education level, and hours using the computer) are not actually
relevant to phishing-related behavior; (2) the sample sizes used for these studies were too small to
detect any significant relationships; and (3) truly discriminating characteristics have not yet been
tested. In this study, we not only retested previously studied demographic characteristics, but also
investigated whether an individual’s propensity for cognitive reflection related to their ability to
avoid falling for phishing attacks.

People vary along many dimensions, and these variations often result in differences in behavior and
decision-making. Frederick suggests that individuals who are more cognitively reflective differ from
those who are less reflective [71]. To evaluate this characteristic, he presents the Cognitive Reflection
Test (CRT), which consists of three questions whose correct solutions require the suppression of
impulsivity. In his study, Frederick tested the CRT among approximately 3500 individuals at various
universities and in several web-based studies. Although his three-question CRT does correlate
highly with other measures of achievement and intelligence such as the Scholastic Aptitude Test
(SAT) and the Wonderlic Personnel Test (WPT), Frederick argues that the CRT more accurately
measures “cognitive reflection” or “the ability or disposition to resist reporting the response that
first comes to mind.” He found that higher CRT scores correlate with more risk-taking and lower
discount rates. Conversely, those who are less cognitively reflective are more likely to choose certain
gains over higher expected values and choose lower amounts immediately over larger rewards later.

The three questions included in the CRT are:

1. A bat and a ball cost $1.10 in total. The bat costs $1.00 more than the ball. How much does
the ball cost? cents

2. If it takes five machines 5 minutes to make five widgets, how long would it take 100 machines
to make 100 widgets? minutes

3. In a lake, there is a patch of lily pads. Every day, the patch doubles in size. If it takes 48
days for the patch to cover the entire lake, how long would it take for the patch to cover half
of the lake? days
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The correct answers are: (1) 5 cents, (2) 5 minutes , and (3) 47 days.

With Cognitive Reflection as the measure of individual variation, we propose two hypotheses about
the differential phishing-related behavior of the users. The first hypothesis draws from the idea
that high CRT scores are associated with less impulsive behavior. This hypothesis suggests that
individuals with high CRT scores will more thoroughly deliberate emails for which they have a
mental model. We hypothesize the following:

Hypothesis 4: Users with higher scores on the Cognitive Reflection Test (CRT) will
be less likely than users with lower scores to click on phishing emails from companies
with which they have an account.

On the other hand, the emails ostensibly sent from companies with which a user does not have an
account (no-account) are not part of the user’s mental model. In this situation, we predict that
those with lower CRT scores will be less likely to deviate from the rules and thus will not click on
the links in the no-account emails. On the other hand, we hypothesize that those with a higher
CRT score, whom we expect to be greater risk-takers, will explore the no-account emails out of
curiosity:

Hypothesis 5: Confronted with a novel situation, those with higher scores on the CRT
will be more likely than users with lower scores to click on the links in the phishing
emails from companies with which they have no account.

6.2.2 Participant recruitment and demographics

We recruited participants by posting fliers in and around the university campus advertising an
“email management study.” We asked all respondents to complete an online screening survey. We
selected people who did not know what phishing was and who had never taken part in any of our
previous studies. The screening survey included questions like “What does the term cookie mean?”
and “Approximately how many times have you used online banking services in the last 6 months?”
so that people were not primed towards the idea that we might be conducting a phishing study.

The screening survey was filled out by 185 people; 87 (47%) people qualified for the study. Before
administering the actual study, we conducted pilot studies with nine qualified participants. The
pilot studies were used to refine the study methodology. Sixty-three of the 87 qualified people
completed the actual study. However, the data from some participants was excluded from subse-
quent analysis because they had not viewed the training intervention. We thus analyzed data for
56 participants who had been randomly assigned to one of four conditions. Table 6.4 provides the
demographic characteristics of the 56 participants whose data we analyzed.
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Table 6.4: Demographics of the participants; N = 14 in each condition; the standard deviation is presented
in parentheses.

Characteristics Control Suspicion Embedded Non-
Embedded

Sample size 14 14 14 14
Gender

Male 36% 50% 36% 43%
Female 64% 50% 64% 57%
Browser

IE 64% 36% 50% 50%
Firefox 29% 57% 29% 43%
Others 7% 7% 21% 7%
Average emails per day 20.5 17.6 16.1 20.7
Average age in years 28 26.9 24.6 24.3
Average CRT score 1.3 (1.2) 1.1 (0.89) 1.25 (0.91) 1.14 (0.94)
Average time reading the
intervention

97 seconds
(32.5)

37 seconds
(66.2)

6.2.3 Methodology

This study was conducted in two laboratory sessions separated by at least 7 days (mean = 7.2,
s.d = 0.81). Participants came to the laboratory for a study investigating “how people effectively
manage and use email.” When they arrived to the laboratory for the first session, we had them
fill out the pre-study questionnaire, which included demographic information along with the CRT
questions.

The study consisted of two think-aloud sessions in which the participants played the role of “Bobby
Smith,” the business administrator for Cognix Inc. We had participants sit at a desk in the
laboratory, which we told them was Bobby’s office desk. The desk was outfitted with a laptop,
pens, note pads, post-it notes, and other office supplies. Figure 6.5 shows the laboratory setup where
we conducted the study. We provided the participants with a printout that included details about
their role, including the names of people Bobby interacts with (co-workers, family, and friends)
and all of the organizations where Bobby has an account. We also provided the participants with
a printout of the user names and passwords for all of Bobby’s accounts: AOL, Amazon, American
Express, Bank of America, Citibank, eBay, Gmail, PayPal, Staples, and Yahoo. We showed each
participant Bobby’s email inbox and asked them to process the email and react to the email as
they would in the real world, keeping in mind the role they were playing. When participants
clicked on the links in fake phishing emails, they were presented with the PhishGuru interventions.
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Figure 6.5: One of the participants playing the role of Bobby Smith. The top highlighted box shows the
post-it notes that this participant made notes on and stuck to the bookshelf during the user study. The
bottom highlighted box shows the participant taking additional notes on the notepad.

Participants saw the training intervention only in session 1. When participants completed session 1
of the study, they were not provided with any additional information about phishing or the nature
of the study.

When participants came back after approximately seven days for the second session, we told them
that they would be role-playing as Bobby Smith again, just as they had in session 1. Once again,
we showed them Bobby’s email inbox and asked them to process Bobby’s email. We asked all
participants at the end of session 2 to complete a post-study survey after they completed their
email management tasks. We also de-briefed them about the study after they completed the post-
study survey.

We used a 1.70GHz IBM T42 ThinkPad laptop running Microsoft Windows XP Home Edition to
conduct the user studies. The participants used Internet Explorer 6.0 to access emails through
SquirrelMail. We wrote a Perl script to push emails into the SquirrelMail server; this script was
also used to setup Bobby’s inbox for each participant. We recorded the participants’ voices and
screen-captured their interactions using Camtasia.

We designed the emails in Bobby’s inbox to allow us to measure the immediate effectiveness of the
interventions as well as knowledge retention and transfer. In session 1, participants saw 33 emails
in Bobby’s inbox: a set of 16 before-training emails (the “before” set), a training intervention,
and a set of 16 additional emails shown immediately after training (the “immediate” set). In
session 2, participants saw another 16 emails (the “delay” set) in Bobby’s inbox. We had three
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sets of 16 emails (A, B, and C) that we used for the before, immediate, and delay sets. Each set
consisted of 9 legitimate emails without any links in them from people with whom Bobby interacts
(legitimate-no-link), 3 legitimate emails containing links from organizations and people with whom
Bobby interacts (legitimate-link), 2 phishing emails from organizations where Bobby has an account
(phishing-account), 1 email from a bank with which Bobby does not have an account (phishing-
no-account), and 1 spam email. Participants were randomly assigned to see either set A or set C
as the before set and the other one as the delay set. All participants saw set B as the immediate
set. Table 6.5 summarizes the contents of email set A. Sets B and C contained the same types of
emails with a different combination of senders and subjects.

All participants in the embedded and non-embedded training conditions saw a training intervention
from Amazon, a company with which Bobby has an account, with the subject “Revision to your
Amazon.com information.” Participants in the embedded condition saw the training material shown
in Figure 6.6 when they clicked on the link in the email, while those in the non-embedded condition
received the training message in the email itself. Participants in the suspicion condition did not
receiving any training material, instead received an email from a friend.

Figure 6.6: Revised comic strip intervention design. The top row presents the activities of a phisher while
the bottom row shows the victim and presents steps the victim can take to avoid falling for the phishing
attack.

All of the phishing, spam, and legitimate-with-link emails used for this study were based on actual
emails collected from members of the research group. We designed the legitimate-no-link emails
to resemble emails that one of the business administrators at the University typically receives.
We created exact replicas of the phishing websites on the local machine by running Apache and
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modifying the host files in Windows so that IE would display the URL of the actual phishing
websites. All replicated phishing websites were completely functional and allowed people to submit
information. These phishing websites were only accessible from the laboratory machine used for
the user studies. Users were taken to these phishing websites when they clicked on links in the
phishing-account and phishing-no-account emails.

6.2.4 Results

In this section, we present the results of the user study we conducted to test the five hypotheses
introduced in Section 6.2.1. We consider someone to have fallen for a phishing attack if they click
on a link in a phishing email, regardless of whether they go on to provide personal information.
The conclusions presented in this section are robust to the selection of a different metric for the
evaluation of the correctness of participants’ choices. Specifically, the findings listed in this section
persist when the participants provide personal information to a phishing website during the experi-
ment, rather than simply clicking on the links in a spoofed email. Although not everyone who clicks
on a phishing link will go on to provide personal information to a website, in this study people
who clicked on phishing links provided information 90% of the time. We calculated correctness
scores as the number of emails containing links that a participant correctly identified as phishing
or legitimate. We determined the correctness of that identification based on whether or not the
participant clicked on a link in each email.

The results of the study supported hypotheses 1, 2, 3, and 5; they rejected hypothesis 4. We
found no correlation between participants’ scores (correctly identifying phishing emails as phish-
ing and legitimate emails as legitimate) and participants’ demographics. We found that, after the
training, participants in the embedded condition made better decisions than participants in the
non-embedded condition. In fact, participants in the non-embedded condition did not perform sig-
nificantly better after training than those in the control condition (who had received no training).
Also, participants in the embedded condition spent significantly more time reading the intervention
than participants in the non-embedded condition. We found that participants in the embedded con-
dition retained and transferred more knowledge than participants in the non-embedded condition.
We also found that participants with higher Cognitive Reflection Test (CRT) scores were more
likely than users with lower CRT scores to click on the links in the phishing emails from companies
with whom they did not have a account. Furthermore, we found that participants generally liked
the embedded training methodology and intervention design (comic strip) used for the study.
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Table 6.5: Arrangement of email in set A. The other sets had similar distribution of emails.

# Email subject line
information

legitimate-
no-link

legitimate-
link

phishing-
account

phishing-
no-
account

Spam

1 [cognix] REMINDER:
Dont forget to attend
the tax session

√

2 RE: Room booking -
Sunday - To meet - Let
me know

√

3 Reactivate you PayPal
account!

√

4 Booking hotel rooms
for visitors

√

5 Re: Funny joke (fwd)
√

6 Fw: Re: You will want
this job

√

7 To check the status of
the product on Staples

√

8 Dont forget moms
birthday!

√

9 Update your bank
account information!

√

10 Please check PayPal
balance

√

11 coffee from starbucks
√

12 RE: Tea powder -
Kitchen

√

13 IMPORTANT: Please
Update Your AOL
account

√

14 New member in our
administrative team

√

15 Confirmation: Payment
Received

√

16 Sorry missed your call -
will call you this
weekend

√
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Figure 6.7: Mean correctness for identifying phishing-account (left) and legitimate-link (right) emails before
training, immediately after training, and after a one-week delay. Left figure shows that participants in the
embedded condition did significantly better immediately and after a delay than participants in the other
conditions. Right figure shows that training does not increase the false positive error.

Participant scores and behavior

For each participant, we calculated a score between 0 and 7 on each email set. To determine the
score, we counted the number of correct decisions that participants made about both the spam
email and the set of emails that contained links. We counted a decision about a legitimate email
as correct if the participant clicked on the link and performed the requested action. We counted a
decision about a phishing email as correct if the participant did not click on the link in that email.
We counted a decision about a spam email as correct if the participant did not open the email. We
also calculated the percentage correct for each participant and each type of email in each set.

Before the training, we found no significant difference (t = 1.48, p-value = 0.17) in scores for the
phishing-account messages in email sets A and C, indicating that they were of similar difficulty.
Within each group, we found no significant difference between the scores for the two phishing-
account emails that the participants received (proportion test: A group, p-value = 0.37, and C
group, p-value = 0.32). This shows that the phishing-account emails presented in each group did
not differ significantly.

Among the seven participants excluded from the analysis because they did not look at the training
materials, three were in the non-embedded condition and four were in the embedded condition.
Among the four in the embedded condition, two participants did not open the training email
and two of them did not click on the link in the email. None of the three participants in the non-
embedded condition who did not look at training materials opened the email. The total correctness
score for participants who did not look at the intervention was 6.33 for the embedded condition
and 6.25 for the non-embedded condition. We found a significant difference between the scores of
people who saw the training and people who did not see the training material. The responses of
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these seven participants are not included in the analysis discussed in this section.

We found no significant correlation between phishing susceptibility and the demographic informa-
tion we collected. For instance, there was no significant correlation between participants’ age and
total scores (Pearson coefficient r = 0.30, p-value = 0.13). There was no significant correlation
between emails received per week (excluding unsolicited) and total scores (Pearson coefficient r =
0.02, p-value = 0.92). There was no significant correlation between shopping online in the last six
months and total scores (Pearson coefficient r = -0.12, p-value = 0.56). There was no significant
correlation between hours of Internet usage per week and total scores (Pearson coefficient r = 0.24,
p-value = 0.22). There was also no significant difference in scores between males and females (t =
-1.1, p-value = 0.29). The mean score for males was 4.27 (s.d = 1.19, var = 1.42) and the mean
score for females was 4.71 (s.d = 0.69, var = 0.47). We also observed no significant difference
between the non-embedded condition and the control condition (details in Figure 6.7).

Learning

In this section we assess how much users learned as a result of the interventions.

User performance : To test hypothesis 1, we evaluated the effectiveness of the training by looking
at the percentage of correct responses for each participant. This evaluation was performed in each
condition for phishing and legitimate-link emails both before and after the training.

Participants in the embedded and non-embedded conditions did not perform significantly differently
when it came to correctly identifying phishing-account emails before the training (two sample t-
test: df = 26, p-value = 0.19). However, those in the embedded condition performed significantly
better than those in the non-embedded condition immediately after training (two sample t-test:
df = 26, p-value < 0.01), as shown in Figure 6.7. At that time, those in the embedded condition
improved their performance significantly (paired t-test: t = -3.61, df = 13, p-value < 0.01), while
those in the non-embedded condition did not (paired t-test: t = -1.15, df = 13, p-value = 0.27).
There was no significant difference between the control condition and the non-embedded condition
both before and after the training. There was also no significant difference between the suspicion
condition and the non-embedded condition both before and after the training.

Participants in the embedded and non-embedded conditions did not perform significantly differently
when it came to correctly identifying legitimate-link emails before or after the training, as shown
in Figure 6.7. There was no significant difference in mean correctness before and immediately after
the training for embedded (paired t-test: t = -1, df = 13, p-value = 0.34) and non-embedded
conditions (paired t-test: t = -1.47, df = 13, p-value = 0.17). Similarly, there was no significant
difference for mean correctness between the non-embedded and control conditions or between the
non-embedded and suspicion conditions.
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These results supported Hypothesis 1, demonstrating that embedded training increases users’ ability
to detect phishing-account emails while non-embedded training does not. No form of training had
significant impact on users’ ability to recognize legitimate emails.

Time spent in reading the intervention : One approximate measure for how closely people read
the training materials is the time they spend looking at the materials. Learning science suggests
that users exposed to training materials for more time may learn more [198]. We measured the
time participants spent on the training materials in each condition. There was significant difference
(two sample t-test: t = -3, df = 26, p-value < 0.01) between the embedded condition (min = 21
seconds, max = 240 seconds, avg = 97 seconds) and the non-embedded condition (min = 2 seconds,
max = 100 seconds, avg. = 37 seconds). This shows that participants in the embedded condition
spent significantly more time reading the training material than participants in the non-embedded
condition. We also found significant correlation between time spent reading the training material
and both the total scores immediately after the training (Pearson coefficient r = 0.6, p-value <

0.01) and the scores after the delay (Pearson coefficient r = 0.44, p-value = 0.02).

Retention and transfer

In order to measure retention and transfer, we asked participants to come back for a second part of
the study. We requested that they come back exactly 7 days after part 1. However, not all of the
participants came back in exactly seven days. The participants from the non-embedded condition
came an average of 7.5 days apart (min = 6, max = 9, s.d = 0.94, var = 0.88). Embedded
condition participants on average came back after 7.2 days (min = 6, max = 9, s.d = 0.80, var =
0.64). Control condition participants on average came back after 7.1 days (min = 6, max = 9, s.d
= 0.7, var = 0.5). Suspicion condition participants on average came back after 7.1 days (min = 6,
max = 8, s.d = 0.7, var = 0.5). There was no significant difference in days apart between the four
conditions.

Overall performance after a delay : In order to measure overall user performance after the one-
week delay, we compared correctness percentages for phishing-account and legitimate-link emails
before training, immediately after training, and after a one-week delay. As shown in Figure 6.7, par-
ticipants in the embedded condition performed significantly better then those in the non-embedded
condition even after the one-week delay (two sample t-test: df = 26, p-value < 0.01). Participants
in the embedded condition performed significantly better after the delay than they had before
training (paired t-test: t = -2.51, df = 13, p-value = 0.02); participants in the non-embedded group
failed to improve their performance (paired t-test: t = -0.43, df = 13, p-value = 0.67). In both
conditions there was no significant difference between performances immediately after the training
and after a delay of one-week. Participants in the control and suspicion condition did not perform
significantly better after the delay than they had immediately after training.
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As shown in Figure 6.7, participants in the embedded, non-embedded, suspicion and control con-
ditions did not perform significantly differently in correctly identifying legitimate-link emails after
the delay. There was no significant difference in mean correctness between performances before the
training and performances after the delay in all four conditions.

These results suggest that users were able to correctly identify phishing and legitimate emails better
in the embedded condition than in the non-embedded, suspicion and control conditions even after
a one-week delay.

Retention : During the study, an email was sent that appeared to be from Amazon, with the
subject “Revision to your Amazon.com information.” This email asked the user to update the
personal information on their Amazon account. To measure retention, we used an email from
Citibank that was similar to the Amazon email; this email asked users to update their personal
information for the account. There was a significant difference between participants from the
non-embedded and embedded training conditions when it came to correctly identifying the email
from Citibank as phishing email (two sample t-test: df = 26, p-value < 0.01). There was also
significant difference between the embedded condition and the control and suspicion conditions.
This result lent support to Hypothesis 2. Only 7% of participants identified the email correctly in
the non-embedded, suspicion and control conditions, while 64% of participants identified the email
correctly in the embedded condition. One of the participants in the embedded condition mentioned
that “I remember reading last time that thing [training material] said not click and give personal
information.”

Transfer : To measure the knowledge transfer, we used an phishing-account type email that asked
participants to reactivate their eBay account. This email type is different from the Amazon account
email that they received. We found significant differences between the non-embedded and the
embedded training conditions in terms of correctly identifying the eBay email as a phishing attack
(two sample t-test: df = 26, p-value < 0.01). This result lend support to Hypothesis 3. Only
7% of the participants identified the email correctly in the non-embedded, suspicion and control
conditions, while 64% of the participants identified the email correctly in the embedded condition.
One of the participants in the embedded condition mentioned that “PhishGuru said not to click
on links and give personal information, so I will not do it, I will delete this email.”

Cognitive Reflection

As mentioned earlier, we included Frederick’s three-question Cognitive Reflection Test (CRT) in the
pre-screening survey. The raw CRT score ranged from 0 to 3, with “0” indicating that the subject
did not answer any of the three questions correctly and “3” indicating that the subject answered
all three correctly. The mean CRT score was 1.2 and s.d. = 0.9. We dichotomized the CRT score
by converting CRT scores of 0−1 to “low CRT group” and 2−3 to “high CRT group.” We had 33
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subjects in the low CRT group and 23 in the high CRT group. There was no significant difference
between the means of each of the four conditions. We also found no significant correlation between
the age of the participants and the CRT score (Pearson coefficient r = −0.2, p-value = 0.4).

We tested the cognitive reflection hypotheses by comparing the proportion of individuals in the two
CRT groups (high and low) who clicked on the phishing-account and phishing-no-account emails
prior to training; to do this, we used a test of two proportions. For Hypothesis 4, we predicted
that the high CRT group had a lower probability of clicking on the phishing email sent by from
the company with whom they had an account. Using a test of 2-proportions, we found a difference
in the predicted direction; however, the statistical analysis suggested that this difference between
the proportion of the low CRT group (0.85) and the high CRT group (0.68) who clicked on the
phishing email is not significant (proportion test: p-value = 0.14). This result rejects Hypothesis
4.

In the case of Hypothesis 5, we expected that subjects who had higher CRT scores would be
more likely to click on the phishing-no-account emails prior to training. We made this conjecture
because if higher CRT scores correlate with more risk-taking, then high CRT subjects should be
more likely to click on unexpected emails (given the Bobby Smith storyline). In the sample, the
high CRT group had a higher probability of clicking on the phishing-no-account e-mails than those
in the high CRT group, 0.43 versus 0.04, respectively. A test of 2-proportions suggests that the
difference in proportions was significant (p-value < 0.01). These results indicate that those with
high CRT scores are more likely to click on phishing-no-account e-mails than those with low CRT
scores. This result lends support to Hypothesis 5. It does not mean that those who are more
“cognitively reflective” are more likely to fall for phishing attacks, but may suggest that they are
more inclined to “play with fire.” In a novel situation, they may be more inclined to experiment
with unknown e-mails than those with lower CRT scores. However, this may or may not suggest
that those with high CRT scores are more likely to be “burned.” In a real situation, although they
may be curious about the e-mail, its content, and the website it links to, they may not necessarily
enter their personal information on a website they do not trust. Nevertheless, clicking on the email
may expose individuals to other types of security threats such as viruses.

Observations

Participants in all conditions identified spam emails correctly most of the time, not even opening
them. Almost all (93%) of the participants identified the spam email correctly before training in
all conditions. One of the participants who opened the spam email was curious about it (subject
of the email: “Fw: Re: You will want this Job”). Another participant said “Oh, it is offering me a
job, might be interesting, let me see it.” There was no significant difference within the conditions
for before training, immediately after training, and after a delay. There was also no significant
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difference between the conditions in any of the states.

Among participants, there was a significant difference in correctness for the phishing emails from
organizations they had an account with (phishing-account) and those with whom they did not have
an account (phishing-no-account). There was a significant difference between the phishing-account
and phishing-no-account emails within the conditions before the training. One of the common
reasons mentioned by the participants for not opening or for deleting the phishing-no-account
emails is “I don’t have an account with this organization.” In particular, one of the participants
mentioned, “I don’t have account with Barclays, how did they get my email address, and why are
they sending emails asking me to update my information?”

We observed that participants in the embedded condition were motivated to read the training
material longer than those in the non-embedded condition. One participant mentioned, “I was more
motivated to read the training materials since it was presented after me falling for the attack.” This
quote succinctly captures the motivation behind the embedded training methodology, which makes
training part of users’ primary task. Another participant in the embedded condition mentioned,
“Thank you PhishGuru, I will remember that [the 5 instructions given in the training material].” In
general, participants who spent time reading the training material liked the design. One participant
who was not aware that URLs could be misleading looked at the arrow pointing to the first n in
anazon.com (Figure 6.6) and said, “That is scary, I will be careful in the future. That [instruction]
is good to know.” The non-embedded condition however, did not inspire the same motivation as
the embedded condition. As one of the participants commented “This [image in the email] looks
like some spam.” Another participant mentioned “I dont know why Amazon would send me such
[intervention] in the email.”

6.2.5 Discussion

In this section we showed that: (1) users learned more effectively when the training materials were
presented after they fell for the phishing attack (embedded) than when the training materials were
sent by email (non-embedded); (2) users retained more knowledge when they were trained with
embedded training than when they were trained with non-embedded training; (3) users transferred
more knowledge about how to avoid phishing attacks when they were trained with embedded
training than when they were trained with non-embedded training; (4) users with high and low
Cognitive Reflection Test (CRT) scores had an equal likelihood of clicking on links in the phishing
emails from organizations they had an account with (phishing-account emails); and (5) users with
high CRT scores were more likely than users with low scores to click on links in emails from
organizations that they did not have an account with (phishing-no-account emails); these users
may have been motivated by curiosity.

The results from the study supported hypotheses 1, 2, 3 and 5, and rejected hypothesis 4. Results
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from this study contradicted the conventional wisdom that it is hard to train novice users about
security. The results are consistent with the findings of learning science, which suggest that users
can be trained if the training methodology is systematically designed and applies learning science
principles.

These results strongly suggest that sending instructional materials through email (non-embedded)
does not motivate users to spend time reading them. We believe this is because people do not
understand why they are receiving such emails and so delete the emails with the instructions.
The results also suggest that users are motivated to learn when training materials are presented
after users fall for phishing emails (that is, when users click on the link in the email). We believe
this is because the embedded methodology directly applies the principles of learning-by-doing and
immediate feedback.

These results suggest that users can retain and transfer knowledge if they are motivated to read
training materials. After seven days, participants in the embedded condition retained learned
knowledge better than participants in the non-embedded condition. This may suggest that inspiring
motivation by making users fall for phishing emails influences their retention of knowledge. We
also found that participants in the embedded condition were able to transfer their knowledge to
a situation different from the training situation better than participants in the non-embedded
condition. This suggests that when users receive frequent training on phishing emails, they should
be able to identify other types of phishing emails.

In the post-study discussion with participants, almost all participants liked the comic script inter-
vention design we used for this study. We attribute this to the learning science principles (learning-
by-doing, immediate feedback, contiguity, personalization, and story-based agent) we applied when
creating the design.

According to our analysis, users with high and low CRT scores were equally likely to click on links
in the phishing emails from organizations they had an account with. This analysis also found that
participants with high CRT scores were more likely to click on phishing emails from an unknown
source. This result indicates that it may be appropriate to train the high CRT score group to not
click on links from unknown sources.

In this chapter, using laboratory studies, we showed that PhishGuru effectively trains users to
identify phishing emails immediately after being trained and after 7 days. We also showed that
users retained more knowledge when they were trained with PhishGuru than when they were
trained with non-embedded training. Using the lessons learned from these two laboratory studies,
we conducted two real-world studies, which are discussed in the next chapter.
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Chapter 7

Real World Evaluation of PhishGuru

As discussed in Chapter 6, prior laboratory studies showed that PhishGuru, an embedded training
system, is an effective way to teach users to identify phishing scams. However, laboratory studies
are unable to fully replicate real world conditions: they may lack ecological validity and fail to
sufficiently approximate real-world situations. This in turn may impact external validity – that is,
the ability to make generalized inferences from the results [29].

Laboratory studies are very helpful to researchers who wish to understand user behavior in a
given situation. However, most laboratory studies have tradeoffs and face validity challenges: they
contend with both ecological (whether the methods, materials, and settings are similar to real life)
and external (whether the results are generalizable) validity issues [29]. Laboratory studies in the
context of phishing also grapple with ethical issues: how much the researcher should inform the
participant about the study and how much deception is acceptable [95, 100]. In one laboratory
experimental setup, researchers showed that people who role-play behave differently than people
who use their own credentials [173].

Few real world studies of users’ behavior in the context of phishing have been conducted; even fewer
real world studies have been conducted to evaluate the effectiveness of anti-phishing training. Real
world evaluations of anti-phishing training that have been conducted involved classroom and office
training as well as training delivered via an online game [181]. Real world studies have been used to
evaluate participants’ susceptibility to phishing, but not to evaluate the effectiveness of training [64,
90, 151]. To develop effective countermeasures for phishing, researchers must understand users’
behavior in real world settings. Even though real world studies provide richer data, it can be
difficult to control a real-world study setup due to the many sources of variability [168]. It can also
be difficult to make arrangements for a real-world study, especially when it requires a company to
cooperate by providing access to employees or customers. Companies may not grant desired access
or permit publication of study data or results. Real world studies also pose ethical challenges, as
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they must often be conducted without obtaining prior consent from individual participants [95,100].

The focus of this chapter is to build on earlier PhishGuru laboratory studies by conducting two
studies in a real world setting. In Section 7.1, we discuss a study conducted with employees of a
Portuguese company. In Section 7.2, we discuss a study administered among the staff, faculty, and
students of Carnegie Mellon University.

7.1 First evaluation: Portuguese company

This section is largely a reproduction of a paper co-authored with Steve Sheng, Alessan-
dro Acquisti, Lorrie Cranor, and Jason Hong and published at e-Crime Researchers
Summit 2008 [113].

In this section, we focus on the study conducted with a Portuguese company. The remainder of
this section is organized as follows: In Section 7.1.1, we describe the study setup and participant
demographics. In Section 7.1.2, we present the hypotheses that guided this study. In Section 7.1.3,
we present the results of the evaluation, demonstrating that PhishGuru effectively educates people
in the real world. In Section 7.1.4, we discuss the effect of training people in the real world.

7.1.1 Study setup and participant demographics

This study was conducted at a large Portuguese company. All emails and training materials were
translated into Portuguese. All participants in the study worked on the same floor of an office build-
ing, but came from different departments: administration, business, design, editorial, management,
technical, and others.

The study included three conditions: “control,” “generic training,” and “spear training.” Partic-
ipants in the control condition did not receive any training. Participants in the generic training
condition received a simulated spear phishing email (targeted phishing email) and saw generic phish
training material (Figure 7.1) when they clicked on a link in the email. Participants in the spear
training condition received a simulated spear phishing email and saw spear phish training material
(Figure 7.2) when they clicked on a link in the email. We assigned 111 employees to the control
condition, 100 to the generic training condition, and 100 to the spear training condition. Table 7.1
presents the demographics of the study participants.

The company we worked with was primarily interested in studying the vulnerability of their em-
ployees to spear phishing emails, so we used spear phishing emails for all simulated phishing emails
in this study. Targeted spear phishing attacks have been more successful than generic phishing
attacks at conning people and causing damage to companies and individuals.
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Figure 7.1: Generic intervention in Portuguese. English version presented in Figure 7.3.

Figure 7.2: Spear intervention in Portuguese. English version presented in Figure 7.4.
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Figure 7.3: Generic intervention. English version of Figure 7.1.

Figure 7.4: Spear intervention. English version of Figure 7.2.
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Table 7.1: Participant demographics.

Control
Condition
(N=111)

Generic training
condition
(N=100)

Spear training
condition
(N=100)

Gender
Male 77% 27% 67%
Female 23% 73% 33%
Areas of work
Administration 1% 1% 1%
Business 2.7% 5% 9%
Design 5.4% 3% 7%
Editorial 4.5% 5% 7%
Management 22.5% 19% 20%
Technical 39.6% 36% 35%
Others 24.3% 31% 21%

In total, participants received four emails during the study: three simulated spear phishing emails
and one legitimate email containing a link. The spear phishing emails and the legitimate email
were all based on actual emails that the company had received or the kind of emails that the system
administrators were worried about.

The first email employees received was a training email (Train) delivered on day 0 to employees in
the generic and spear conditions. It was a spear phishing email that asked employees to log into
the corporate network by clicking on a link and entering their user name and password. When
employees clicked on the link in this email, they were taken to the training material corresponding
to the condition they were in. Participants in the generic training condition saw the generic phish
training message shown in Figure 7.1, while participants in the spear training condition saw the
spear phish training message shown in Figure 7.2.

The second email (Test 1) was designed to measure the knowledge employees acquired through our
training materials. In order to compare trained and untrained employees, this email was sent to
employees in all conditions. To measure immediate effectiveness, this email was sent on day 2 of
the study. This simulated spear phishing email said that the recipient’s internal network password
had expired and asked them to click on a link and change their password. When employees clicked
on the link in this email, they were taken to a fake phishing website that looked the same as the
real website and was hosted on a similar-looking domain name.

The third email (Test 2), which was designed to measure retention, was sent on day 7. As in Test 1,
this email was sent to participants in all conditions to compare the trained and untrained employees.
This email asked employees to click on a link and update their communication information for
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internal corporate communication purposes. When employees clicked on the link they were taken
to a phishing website that looked the same as the real website and was hosted on a similar looking
domain name.

We also wanted to find out if training increases participants’ concern level to such a high degree
that they stop clicking on any links, even legitimate ones. Testing this possibility, we sent a
legitimate email with a link (Test 3) on day 10 to all participants in all conditions. This email
asked employees to click on a link to read the company’s updated security policy. When employees
clicked on the link, they were taken to a legitimate webpage with the updated security policy.
Table 7.2 summarizes all emails, email types, days on which the email was sent, conditions under
which the emails were delivered, and relevant features of the email.

The phishing websites that participants saw when they followed the links in the spear phishing
emails were exact replicas of real company websites. However, they were hosted on a domain that
looked similar to but not the same as the company’s domain. All replicated websites were completely
functional and allowed employees to submit information. So that only company employees could
access the training materials and fake phishing websites, these websites were hosted in a way that
only granted access to IP addresses coming from the company’s domain. This also helped us
identify the IP address and thereby the user from whose machine the request had come. The
company tracked all of this information; for privacy reasons, we did not receive specific details like
the IP address, etc. from the company. We tracked the clicks to the phishing websites and the
training materials, as well as the information submitted to the phishing websites.

To make sure the employees received the emails that were part of the study, system administrators
bypassed the corporate email filters and placed them in participants’ inboxes.

All participants were asked to complete a post-study survey on day 20. The survey consisted of
questions regarding (1) the interest level of participants in receiving such emails in future; (2)
participants’ feedback on the training; and (3) participants’ feedback on the instructions.

7.1.2 Hypotheses

In this section we introduce three hypotheses which informed the study.

Replicating laboratory study results

Earlier laboratory studies have shown that a large percentage of participants who click on links in
simulated emails proceed to give some form of personal information to the phishing website. As
seen in Chapter 6, this percentage was around 90% in laboratory studies. The goal here was to
investigate whether this holds true in a real world setting. This result may show that people have
to be trained to not click on links; otherwise, there is a low probability that they will click on links
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Table 7.2: Summary of emails sent to study participants.

Emails Type Day of
sending

Conditions Relevant features of the email

Train Spear
phishing

Day 0 Generic and
spear

Asked user to enter their user
name and password in order
to use the corporate network

Test 1 Spear
phishing

Day 2 All Told user their internal
network password had
expired; asked them to
change their password

Test 2 Spear
phishing

Day 7 All Asked user to update their
communication information

Test 3 Legitimate
with link

Day 10 All Asked user to read the
company’s updated security
policy

and not go on to give personal information to phishing websites.

Hypothesis 1: In the real world, a large percentage of people who click on links in
simulated emails go on to provide some form of personal information.

An earlier laboratory study (discussed in Section 6.2) showed that users learn, retain, and transfer
effectively when training materials are presented after they fall for a phishing attack. The goal here
was to investigate whether this was true in a real world setting.

Hypothesis 2: PhishGuru (embedded training) effectively trains people in the real
world.

To evaluate the effectiveness of PhishGuru, we calculated the following: (1) percentage of partic-
ipants who clicked on a link in phishing emails and gave information to fake phishing websites
immediately after training; (2) percentage of participants who clicked on a link in phishing emails
and gave information to fake phishing websites 7 days after training; and (3) percentage of partic-
ipants who clicked on a link in legitimate emails after training.

Generic and spear training instructions

The content of training materials affects the way people learn and reproduce knowledge. Re-
searchers have shown that people make better decisions if the testing situation is the same or
similar to the training situation and training materials than if the testing situation is different [44].
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To investigate the effect of this difference in the instructions, we developed one set of anti-phishing
instructions that were generic and another specific to spear phishing emails. Figure 7.1 and Fig-
ure 7.2 have the same content except for the instructions in the lower pane of the material. As
the training materials used in the study were in Portuguese, the translated English version of the
instructions is given in Table 7.3. The English version of the messages is given in Figure 7.3 and
Figure 7.4.

Hypothesis 3: People trained with spear training material can better identify spear
phishing emails than people trained with generic training material.

Table 7.3: Translated English version of the instructions in the training materials.

Generic training instructions Spear training instructions
1.Never click on links within emails. 1.Never click on links within emails that

appear to be requesting corporate or financial
information.

2.Never give out personal information
upon email request.

2.Never give your corporate or financial
information over the email, no matter who
appears to have sent it.

3.Find and call a real customer service
center.

3.If an email looks suspicious or you are
uncertain about whether to respond, call the
person who sent it.

4.Type in the real website address into
a web browser.

4.Report any suspicious email that could be
spear phishing to sysadmin@company.com.

5.Always be wary of suspicious web-
sites.

5.Type in the real website address into a web
browser.

7.1.3 Results

In this section we present the results of the study. The results from this study supported Hypotheses
1 and 2, but not Hypothesis 3. We found that a large percentage of the participants who clicked
on links in simulated emails gave away some form of personal information to the fake phishing
websites that were part of the study. We found that participants in the training conditions made
significantly better decisions after the training than they did before the training. Results from
this study suggest that users retained knowledge gained from PhishGuru for at least 7 days after
the training. However, the difference in the instructions in the training materials did not have a
significant effect on the participants’ ability to identify phishing emails. Surprisingly, the results
also suggest that PhishGuru training could effectively train other people in the organization who
did not receive training messages directly from the system. The complete decision tree for all three
conditions is given in Figure 7.5, Figure 7.6, and Figure 7.7.
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Table 7.4: Percentage of participants who clicked on the training link, only clicked, and clicked and gave
information on other emails.

Conditions Clicked on
link in
training
email on
day 0

Clicked on
link on day
2

Clicked on
link and
gave
information
on day 2

Clicked on
link on day
7

Clicked on
link and
gave
information
on day 7

Control N/A 20 % 19 % 17 % 15 %
Generic
training

42 % 17 % 15 % 14 % 12 %

Spear train-
ing

39 % 14 % 12 % 17 % 14 %

Giving away personal information

In this study, we found that a large percentage of participants who clicked on links in simulated
phishing emails went on to give some form of personal information to the phishing websites. The
system administrators in the company who helped us conduct the study had access to the infor-
mation that was entered into phishing websites. They were able to check the usernames and other
details that were entered. We found that 88% of the participants who clicked on links went on
to give some form of personal information to the fake phishing websites. In the earlier laboratory
studies, we found that 90 to 93 percent of participants who clicked on links gave their personal
information to fake phishing websites (Chapter 6). Table 7.4 gives the percentage of participants
in each condition who clicked on a link in phishing emails; it also lists the percentage who clicked
and gave information to fake phishing websites.

Phishing emails

We found that PhishGuru training led participants to make better decisions relating to phishing
emails they received as part of the study. Before training (see Table 7.4), there was no significant
difference between the generic (42%) and spear (39%) training conditions in the percentage of
participants who clicked on the link in the phishing email and gave information (two sample T-test,
p-value = 0.6). This shows that, before the training, participants were at the same level in both
conditions.

In both training conditions (generic and spear), participants made better decisions immediately
after training. We found that (see Table 7.4), in the generic condition, the percentage of participants
who clicked and gave information dropped significantly, from 42% on day 0 to 15% on day 2 (paired
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Figure 7.5: Decision tree for control condition. It presents the percentage of employees who clicked on links
in the email and gave information and the percentage of employees who did not click on links.

T-test, p-value < 0.01). In the spear training condition, the percentage also decreased significantly,
from 39% on day 0 to 12% on day 2 (paired T-test, p-value < 0.01).

Trained participants (who clicked on the link in the Train email and saw the training materials)
retained the knowledge gained from PhishGuru training for at least 7 days. Table 7.5 lists the
percentage of trained participants who clicked on the link and gave information. The untrained
group includes participants from both the generic training and spear training conditions who did
not see the training materials. As Table 7.5 shows, participants in the generic training (Paired T-
test, p-value = 0.55) and spear training (Paired T-test, p-value = 0.67) conditions did not perform
significantly worse on day 7 than they did on day 2.

We found that a significant number of trained participants correctly identified both test emails.
Table 7.6 shows the percentage of control, trained, and untrained participants who identified day
2 and day 7 emails correctly. The untrained group includes participants from both the generic
and spear training conditions who did not see the training materials because they did not click on
the link in the first phishing email. In the trained conditions, a significant number of participants
identified both emails correctly. We believe that additional training with a second training email
could further improve the percentage of participants able to correctly identify both emails. Results
also showed that untrained participants identified phishing emails better than trained participants.
This suggests that most of these untrained participants did not need the training they did not
receive.
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Figure 7.6: Decision tree for generic condition. It presents the percentage of employees who clicked on links
in the email and gave information and the percentage of employees who did not click on links.
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Figure 7.7: Decision tree for spear condition. It presents the percentage of employees who clicked on links
in the email and gave information and the percentage of employees who did not click on links.
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These results demonstrate that participants in the generic and spear training conditions were able
to make better decisions immediately after being trained and that they were able to retain the
knowledge for at least 7 days.

Table 7.5: Percentage of participants who clicked on link on day 0, and percentage who clicked on the link
and gave information on day 2 and day 7.

Day 0 Day 2 Day 7
Generic trained 100 % 19 % 12 %
Spear trained 100 % 18 % 15 %
Untrained 0 % 10 % 13 %

Table 7.6: Percentage of participants correctly identifying (who did not click on the link in the email) the
day 2 and day 7 emails. The untrained group includes participants from both training groups who did not
actually receive training.

Conditions Identified 2 emails
correctly

Identified 1 email
correctly

Identified 0 email
correctly

Control 58.2 % 32.8 % 8.9 %
Generic trained 70.4 % 18.5 % 11.1 %
Spear trained 65.2 % 30.4 % 4.3 %
Untrained 73.4% 22.8 % 3.8 %

Legitimate emails

We do not have enough data to conclude whether or not training increased the concern level of
the participants so much that they refrained from clicking on any email links, even legitimate ones.
Legitimate organizations and people often send legitimate links through emails; as such, not clicking
on legitimate links may inconvenience the user. Only three employees across all three conditions
clicked on the link in the legitimate email sent on day 10. To verify this behavior, we sent another
legitimate email on day 14 from the marketing team, with a link to a company sales report. Again,
only three employees across all conditions clicked on the link. There was no difference between the
control and training (generic and spear) conditions. This suggests that the behavior may not be
the effect of training, but rather the normal behavior of employees in this company towards such
corporate emails.

The content of the training and testing emails used in the study has to be properly designed to
provide incentives for the participants. Employees may not read email messages unless they are
very relevant or involve something with severe consequences. Since we do not have enough data on
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how participants respond to legitimate emails, we cannot support or reject this part of Hypothesis
2. We further investigated the effect of training on legitimate emails in the second real-world study
(Section 7.2). We found that training users to recognize phishing emails using PhishGuru does not
make them more likely to identify legitimate emails as phishing emails.

Generic vs. spear instructions

Results suggest that the difference in the instructions in the training materials did affect partici-
pants’ ability to identify phishing emails. Table 7.4 shows that the percentage of participants who
clicked on the link and gave information on day 2 differed non-significantly between the generic
training condition and spear training condition (two sample T-test, p-value = 0.53). The difference
on day 7 was also insignificant (two sample T-test, p-value = 0.67). In Table 7.5, we examine only
those participants in the generic and spear conditions who actually received training, finding that
there was no significant difference between the trained conditions for the test email on day 2 (two
sample T-test, p-value = 0.8) or day 7 (two sample T-test, p-value = 0.7). This suggests that
participants don’t gain anything by seeing specific instructions rather than generic ones.

Using both the total percentage of participants clicking on the link on day 0 (see Table 7.4) and
the percentage of employees who clicked on the link on day 2 and day 7 (see Table 7.5), we found
no significant difference between employees in the generic and spear conditions in their ability to
identify phishing emails. Thus, we must reject Hypothesis 3. However, we believe this hypothesis
warrants further investigation. A more substantial difference in the instructions between the generic
and spear training might produce a significant effect. In addition, because all of the participants in
this study worked on the same floor of an office building, we are concerned that participants across
conditions may have shared training materials with each other. Further investigation is needed to
understand the influence of interventions on decision making.

Observations

We have anecdotal evidence that employees discussed the study among themselves and with their
system administrators, and we believe this had an impact on the results. Although only 50 employ-
ees clicked on the training material link, the logs show that the material was downloaded 95 times
during the study (which means that some employees viewed the training material multiple times).
Some people may have shown the training to colleagues in other conditions. This likely caused par-
ticipants in the control condition to make correct decisions on day 2 and day 7, even though they
received no direct training. However, they may have received indirect training when participants
in the training conditions told them about their training or showed them the training messages.
We have anecdotal evidence that employees did not receive any other information about phishing
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from the company and that there was no drastic incident that could have influenced employees to
change their behavior during the study. This suggests that PhishGuru training can effectively train
people who are not part of the study — and that, in general, it may be good enough to train a
subset of employees who, in turn can influence other employees in the company. Researchers have
shown that physical proximity and social structure may trigger information flow [31]. We attribute
the study’s result to the way the employees were seated in the company – all employees were on
the same floor. Further investigation may explain this phenomenon better.

Job type did not have any influence on participants’ ability to identify phishing emails before
or after training. In particular, we compared technical and non-technical job types. Before the
training, the percentage of participants in the generic training condition who clicked on the link
and gave information was the same (42%) for technical and non-technical employees. For the spear
condition, this percentage was 48% for technical and 34% for non-technical participants. This
difference was statistically insignificant (two sample T-test, p-value = 0.16). Similarly, we found
no significant difference between technical and non-technical employees after the training.

We found no significant difference in susceptibility to phishing emails between male and female
employees (Two sample T-test, p-value = 0.76). Other researchers have found similar results
[53,110,181].

We circulated a post-study questionnaire to participants to get their feedback about PhishGuru
training and the training materials. Unfortunately, none of the employees turned in their completed
questionnaire. We addressed this in the real-world study discussed in Section 7.2 and got a good
response from the participants.

7.1.4 Discussion

The study results supported Hypothesis 1 and Hypothesis 2 (for phishing emails, with further
investigation needed for the legitimate emails). Further research is needed to investigate Hypothesis
3.

In this section, we have presented the first empirical evaluation of embedded training methods
that teach people about phishing during their normal use of email in the real world. We showed
that in the real world: (1) a large percentage of people who click on links in simulated emails
proceed to give some form of personal information; (2) PhishGuru training, a form of embedded
training, effectively trains people (3) users retain knowledge for at least one week when trained
with embedded training; (4) people trained with specific spear training instructions cannot identify
spear phishing emails any better than people trained with generic training instructions.

Results from this study were consistent with earlier laboratory studies that demonstrated the effec-
tiveness of the PhishGuru embedded training system. The results suggested that a large percentage
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of people who clicked on links in emails proceeded to give some form of personal information. We
found the same results in one of our laboratory studies (Section 6.1). The results also strongly sug-
gested that PhishGuru effectively trains employees in the real world. In earlier studies, we showed
that users are more motivated to learn when training materials are presented after they fall for
phishing emails (when users click on the link in the email) than when they are simply sent instruc-
tional materials through email (non-embedded). In this section, we showed that users’ ability to
identify phishing emails improved after training. Due to a lack of data, we were not able to conclude
anything about legitimate emails in this study, but, in our next real-world study, we addressed this
and were able to collect data for legitimate emails. Results also suggested that employees retain
the knowledge they gain by reading training material for at least 7 days. We found similar results
in earlier laboratory studies (Chapter 6). Results from this study showed that a significant number
of participants identified both testing emails correctly, as compared to participants who identified
one or none correctly.

Seventy nine percent of the participants clicked and gave information before training in a laboratory
study, while 41% clicked and gave information in the real world. Seven days after training, this
percentage fell to 35% in the lab study and 13% in the real world. The observed differences between
the laboratory and real world studies may be due to a difference in participant demographics,
difference in language of the study materials (English versus Portuguese), or difference in the type
of simulated phishing emails used. It may also be due to the fact that real world participants use
their own credentials while those in the lab use fictitious details. Despite the initial differences,
participants in both the laboratory and real world study were able to learn from the training
materials.

Results from this study suggested that there is no significant difference between employees trained
through generic training instruction and spear training instruction when it comes to identifying
phishing emails. This may be due to the small sample size of employees who were trained and
who clicked on the link and gave information for the testing emails; the results also may have been
influenced by employees discussing the study among themselves. Employees discussing the topic
among themselves might not have been good for the study, but it does suggest that, by training a
subset of employees, a company can expect these trained employees to influence other employees
who were not part of the training. It would have been useful if we had more data to show this
effect, but this may be a good starting point for further investigation on the topic.

7.2 Second evaluation: Carnegie Mellon University

This section is largely a reproduction of a paper co-authored with Justin Cranshaw,
Alessandro Acquisti, Lorrie Cranor, Jason Hong, Mary Ann Blair, and Ted Pham. It is
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under review at a conference [108].

Based on the limitations and lessons learned from the study discussed in Section 7.1, we designed a
field trial with Carnegie Mellon University; for this study, we had better control over the experiment
and collected richer data. Details and results of the study are discussed in this section.

The remainder of the section is organized as follows: in Section 7.2.1, we discuss the recruitment
of participants and participant demographics. In Section 7.2.2, we present the study setup and
in Section 7.2.3, we present the hypotheses that guided the study. In Section 7.2.4, we present
the results of the evaluation, demonstrating that PhishGuru effectively educates people in the real
world. In Section 7.2.5, we present the challenges of conducting a field trial to study the effectiveness
of phishing interventions and the ways in which we addressed them. Finally, in Section 7.2.6, we
discuss the effect of training people in the real world.

7.2.1 Recruitment and demographics

We sent a recruitment email to all active CMU students, faculty, and staff Andrew email accounts1

with the primary campus affiliation listed as “Pittsburgh.” The email subject line read “Volunteers
Needed: Help Us Protect the Carnegie Mellon Community from Identity Theft,” and the email
content described both what would be required of participants and what data would be collected
from them. In addition, they were told that volunteers would be entered into a raffle to receive one
of five $75 gift cards. Willing participants were instructed to reply to the recruitment email or go
to a web link to opt in to the study. We also added “To verify the authenticity of this message,
visit the ISO2 Security News & Events at https://www.cmu.edu/iso” so that users could check
the legitimacy of the message. In total, we sent 21,351 emails and recruited 515 volunteers. The
Human Resources department at CMU provided us with the participant demographics presented
in Table 7.7.

Every person in the university was assigned a primary department, even if they were students with
double-majors or faculty with joint appointments. For the purpose of this study and analysis, we
looked only at their primary departments (listed as department in Table 7.7). As shown in Table 7.7
we grouped the 26 different departments into 7 academic department clusters and 3 non-academic
department clusters. For example, we grouped the Entertainment Technology Center and School
of Computer Science together as Computer Science.

1The Andrew account is the main email account given to all CMU community members.
2Information Security Office at CMU.
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Table 7.7: Percentage of people in the three conditions and percentage of people who fell on day 0 in each
demographic (N = 515).

% of control % of
one-train

% of
two-train

% who fell for
day 0 phish

Gender
Female 44.8 48.8 39.8 48.5
Male 55.2 51.2 60.2 50.7
Affiliation
Faculty 7.0 8.7 7.0 38.5
Staff 36.0 38.4 30.4 37.8
Students 56.4 52.9 62.6 58.6
Sponsored 0.6 0 0 0
Student year
Doctoral 13.4 17.5 12.3 52.7
Masters 19.8 19.8 21.7 56.2
Undergraduate 20.9 18.6 28.0 62.9
Miscellaneous 2.3 1.1 0 66.7
None 43.6 43.0 38.0 37.9
Department type
Academic 72.7 73.9 78.4 53.1
Administrative 24.4 24.4 19.3 39.3
Unknown 2.9 1.7 2.3 41.7
Academic
departments
IS and Public Policy 8.7 12.2 12.8 50
Humanities & Social
Sciences

7.6 8.7 8.1 59.5

Engineering 16.3 14.5 14.6 57.7
Fine Arts 4.6 6.4 3.5 48
Computer Science 16.3 14.5 18.7 48.2
Business 8.7 5.8 10.5 51.2
Sciences 10.5 11.6 11.1 52.6
Non-academic
departments
Computing Services
and Research

5.8 5.8 5.2 34.5

Administration 18.6 18.0 13.6 41.2
Other 2.9 2.3 1.8 50
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Table 7.8: Schedule of the emails including day of study, calendar date (2008), and type of emails sent out
that day. For example, on day 0, we sent test and legitimate emails to all participants.
Study
day

Day 0 Day 2 Day 7 Day 14 Day 16 Day 21 Day 28 Day 35

Date Nov 10 Nov 12 Nov 17 Nov 24 Nov 26 Dec 1 Dec 8 Dec 15
Type of
Emails
Sent

Train
and test,
then le-
gitimate

Test Test,
then le-
gitimate

Train
and test

Test Test Test,
then le-
gitimate

Post-
study
survey

7.2.2 Study setup

Five hundred and fifteen participants were randomly assigned to three conditions: “control,” “one-
train,” and “two-train.” There were 172 participants in control, 172 in one-train, and 171 in two-
train. As shown in Table 7.8, all participants, regardless of condition, were sent a series of 3
legitimate and 7 simulated spear-phishing emails over the course of 28 days. In the body of each
email was a simulated phishing URL. Clicking on this link resulted in different scenarios depending
on the study day and the participant’s condition. Participants in the one-train condition who clicked
on the URL on day 0 and participants in the two-train condition who clicked on the URL on day
0 and/or day 14, saw one or both (one on each day) of the anti-phishing training interventions
depicted in Figure 7.8. For all other study days in the one-train and two-train conditions, clicking
on the URL led to a simulated phishing webpage where an HTML form asked users to provide
private credentials. Participants in the control condition did not receive any anti-phishing training
as part of the study. When they clicked on the URLs, they were directed to simulated phishing
webpages. We tested participants twice after each training email for immediate retention (2 days)
and short-term retention (7 days). This data also helped us confirm the immediate and short-term
retention results from earlier studies (laboratory and real-world).

Table 7.9 presents an overview of the 7 simulated phishing emails sent to participants. Except for
the “Community Service” email—which proved to be a much less effective phishing lure than the
other messages—we found no difference in the rate at which participants fell for each of the emails
on day 0. However, to ensure that the aggregate response rates per day were not confounded by
the potential difference in natural response rates for individual emails, or by the interdependence of
response rates among the emails, we developed a counterbalancing schedule. The counterbalancing
schedule avoided these confounding issues by dividing the 515 participants randomly and equally
per condition among 21 different viewing schedules for the 7 emails. The critical property of the
21 schedules was that, for any given day of the study, each of the 7 emails was sent out to an equal
number of participants. This allowed us to compute the aggregate response rate for an entire day
by summing the responses to each of the emails sent that day. Since the proportions were constant
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Table 7.9: Summary of emails sent to study participants. In all emails, when the user clicked on the link
in the email, she was taken to a page where her user name and password was requested. The “Bandwidth
Quota Offer” email gave users an opportunity to increase their daily wireless bandwidth limit. The “Plaid
Ca$h” email contained instructions to claim $100 in Plaid Ca$h (money to be used at CMU vendors). The
remaining emails are sufficiently explained by the subject line. The legitimate email had “https” while all
others had “http” in the URL.

Email
type

Subject line Domain name in URL

Test/Train Bandwidth Quota Offer cmubandwithamnesty.org
Test/Train Register for Carnegie Mellon’s annual

networking event
carnegiemellonnetworking.org

Test/Train Change Andrew password andrewpasswordexpiry.org
Test/Train Congratulation - Plaid Ca$h idcardsforcmu.org
Test/Train Please register for the conference studenteventsatcmu.org
Test/Train Volunteer at Community Service Links communityservicelinks.org
Test/Train Your Andrew password alert andrewwebmail.org
Legitimate Earn Bonus Points #1: Win a Nintendo

Wii, $250 Amazon Gift Card or other
great prizes

cmu.edu

for all study days, different aggregate response rates across different days were comparable. To
counterbalance the training materials, half of the participants in the one-train condition received
intervention A (see Figure 7.8) and the other half received intervention B (see Figure 7.8). Similarly,
in the two-train condition, half of the participants received intervention A first and intervention B
second while the other half received intervention B first and intervention A second. We found no
significant difference in response rates among participants who received the training materials in
different orders or among those who received different training material.

All emails constructed for the study were emails that the CMU community might normally receive,
though they were not based on any information that a phisher would be unable to obtain from
public webpages. Based on the headers of the email messages participants sent us to sign up for
the study, we determined that a large fraction of the participants used Squirrel Mail, which by
default strips HTML from email messages. Therefore, we did not replicate the common phishing
tactic of using HTML to hide phishing URLs from users. All of the phishing messages displayed
the phishing URLs in the body of the messages. Figure 7.9 (Top) shows an example of an email
that was used in the study. This particular example asks the study participant to click on the link
to change their Andrew password.

We registered all of the domain names in the simulated phishing emails using legitimate credentials
(Table 7.9)—that is, a query to the associated “whois” database would show valid CMU affiliated
contact information. In this way, if participants were skilled enough, they could easily infer that
these domains were part of the study. Besides those shown in Table 7.9, we also registered another
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Figure 7.8: Above: Intervention A. One of the two training interventions used in the study. One half of
the participants in the one-train and two-train conditions received this training intervention on day 0. The
other half of the two-train condition received this on day 14. Below: Intervention B. The second training
intervention used in the study. The instructions are the same as in Intervention A, but the characters and
the story are slightly different. One half of the participants in the one-train and two-train conditions received
this training intervention on day 0. The other half of the two-train condition received this on day 14.

115



Figure 7.9: A sample of simulated phishing emails and websites. Top: A sample of the simulated phishing
emails used in the study. The URL that appears in the email matches the target of the HREF statement.
Middle: One of the seven simulated websites. Using JavaScript, all of the form data the user submitted
was discarded prior to form submission. Bottom: “Thank you” webpage shown to the users when they gave
credentials on the webpage presented in Middle. Similar pages were presented for other simulated websites.
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10 similar-looking domains as backup.

Figure 7.9 (Middle) shows one of the simulated phishing websites. This example simulates the
standard password change scenario at CMU. The site asks participants to provide their User ID,
old password, and new password, and then to confirm their new password. All of the websites
used in the study collected some combination of user name and password in a similar fashion. As
shown in Figure 7.9 (Bottom), when participants submitted their information, they were taken to
a “thank you” page. Participants saw a similar sequence of webpages (“login” followed by “thank
you”) in all email scenarios.

To estimate the false positive rate, we measured the response rate to three legitimate emails sent
to study participants by the CMU Information Security Office (ISO). These messages were sent
to all participants on day 0, day 7, and day 28 after the test/training emails were sent. The
original recruitment email for this study was presented in the context of Cyber Security Awareness
Month. The three legitimate emails were announcements for an ongoing security related scavenger
hunt which had begun during Cyber Security Awareness Month and gave community members an
opportunity to gain points in return for specified security related tasks. The subject line of the first
email was “Earn Bonus Points #1: Win a Nintendo Wii, $250 Amazon Gift Card or other great
prizes.” The second and third emails had identical subjects, except that they were emails “#2” and
“#3,” respectively. The email itself indicated that the recipient needed to login with their Andrew
password to claim their bonus points. Clicking the link took them to the real “webiso login page”
(the standard log-in page for all CMU websites—the one that we spoofed in the phishing websites),
where they were asked to provide their username and password.

In order to track user responses, each participant was given a unique 4-character alpha-numeric
hash that was appended as a parameter to the URL of all emails participants received (e.g. in
one email, participant 9009 received a URL that ended with update.htm?ID=9009). The hash also
served as a mechanism to allow us to protect the identity of participants during data analysis. To
ensure that no sensitive data would be compromised, ISO did a complete penetration test on the
machine that was used to host the phishing websites. In addition, the simulated phishing webpages
were constructed so that no information was ever submitted to the webserver. Using JavaScript,
all of the form data the user submitted was discarded prior to form submission. To ensure that the
emails were not blocked by CMU spam filters, the machine from which the emails were sent was
put on a white list.

After all real and simulated phishing emails were sent, another email was sent to all participants
asking them to complete a post-study survey. The survey consisted of questions regarding: (1)
the interest level of participants in receiving such training in the future; (2) participants’ feedback
on the training methodology; (3) participants’ feedback on the interventions and instructions; (4)
whether participants remembered registering for the study; and (5) demographic information such
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Table 7.10: Percentage of participants who clicked and gave information on days 0 through 28. N is the
number of participants in each condition. Participants in the training conditions saw the interventions on
day 0 and therefore it is NA (not applicable) in the “G” column. We found no significant differences among
the click rates of participants across the three conditions on day 0 and among participants in the control
group on all days. C means “clicked” and G means “gave.”

Conditions N Day 0 Day 2 Day 7 Day 14 Day 16 Day 21 Day 28
C G C G C G C G C G C G C G

Control 172 52.3 40.1 51.2 39.5 48.3 40.7 54.1 41.3 44.1 30.8 41.3 25.0 44.2 30.8
One-train 172 51.7 NA 35.5 29.1 34.9 26.7 35.5 25.0 23.8 19.2 29.7 22.1 23.8 17.4
Two-train 171 45.0 NA 31.6 23.9 30.4 21.6 37.4 NA 29.2 21.6 26.9 18.1 25.6 17.5

as age. Two hundred and seventy nine of the participants completed the post-study survey. These
participants were distributed nearly equally across the three conditions (control = 31.5%; one-train
= 34.0%; two-train = 34.5%).

7.2.3 Hypotheses

In this section, we describe the hypotheses tested in this study. The goal in this study was to inves-
tigate whether PhishGuru helps people retain long term knowledge about phishing. In particular,
the aim was to study retention after 28 days.

Hypothesis 1: Participants in the training conditions (one-train and two-train) iden-
tify phishing emails better than those in the control condition on every day except day
0.

Earlier studies only tested the effectiveness of the training methodology when participants were
trained once. Learning science literature however, suggests that if people are provided with more
opportunities to learn, they tend to better remember instructions [59]. In PhishGuru, the simulated
email works for both training and testing purposes; people who continue to click on the simulated
phishing URLs can be presented with further training materials. The goal was to investigate
whether participants who read the training materials twice had any advantage over participants
who read the training materials only once.

Hypothesis 2: Participants who see the training interventions twice perform better
than participants who see the intervention once.

Earlier studies did not provide any conclusive evidence for whether training has any effect on false
positive errors (Section 7.1). We believe that it is very important to consider this criterion when
measuring training success. In this study, we sent legitimate emails to participants on day 0, day
7, and day 28 to measure the false positive error rate.
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Hypothesis 3: When asked to identify legitimate emails, participants who view the
training materials in the training conditions will perform the same as participants in
the control condition.

7.2.4 Results

In this section, we present the results of the study. The results of this study support Hypotheses
1, 2, and 3. In this study, we did not use any type of web bug or other method to determine how
many participants in the CMU study failed to click on links because they never opened the email.
However, we would expect this behavior to occur at similar rates across all conditions, so it does
not impact our conclusions.

Long-term retention

Results show that people in the one-train and two-train training conditions who fell for the first
phishing message performed significantly better when they received the second phishing message
than those in the control condition. In addition, we observed no significant loss in retention after 28
days. Table 7.10 presents the percentage of participants who clicked and gave information on day 0
through day 28. Approximately 52.3% (90 participants) in control, 51.7% (89 participants) in one-
train, and 45.0% (77 participants) in the two-train conditions clicked on the link in the email they
received on day 0. We found no significant difference among the click rates of participants across
the three conditions on day 0 (ANOVA, F(2,512) = 1.1, p-value = 0.3). This implies that, prior to
any influence from the study, participants in all three conditions were similar. We also found no
significant difference (ANOVA, F(6,1203)= 1.7, p-value = 0.3) in the click rate of participants in
the control group across study days (day 0 until day 28). This implies that there was no change in
the behavior of participants in the control group throughout the study.

On day 0, 48.4% of the participants in the training conditions viewed the PhishGuru intervention.
To determine the effectiveness of the training, we conditioned the click rates of days 2 through
28 on those participants across all conditions who clicked on the links in the email(s) on day 0.
This allowed us to compare the participants who actually received the training in the one-train
and two-train conditions to those in the control condition who took the analogous action on day
0. Figure 7.10 (Left) shows the percentage of these participants who clicked on links in emails
and gave information to the fake phishing websites from day 2 until day 28. There is a significant
difference (Chi-Sq = 14, p-value < 0.001) between the percentage of users who clicked in the control
condition (54.4%) and the percentage who clicked in the one-train condition (27.0%) on day 28.
Similarly, there is significant difference between the control and two-train (32.5%) conditions on
day 28 (Chi-Sq = 8.9, p-value < 0.01). We also found that, in the one-train condition, participants
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who gave information to fake phishing websites on day 2 were not significantly different on day
28 (Chi-Sq = 3.5, p-value < 0.1). Similarly, there is significant difference between the control and
one-train conditions and between the control and two-train conditions in the percentage of people
who clicked on days 2 through 28. This shows that users trained with PhishGuru retain knowledge
even after 28 days, supporting Hypothesis 1.

Multiple training

Results strongly suggest that users who saw the training intervention twice were less likely to give
information to the fake phishing websites than those who only saw the training intervention once.
Figure 7.10 (Right) shows the percentage of participants who clicked on links in emails from day
16 until day 28 conditioned on participants who clicked on the link on day 0 and those who clicked
on day 14. There is a significant difference (Chi-Sq = 5.4, p-value =0.01) between the percentages
of users who clicked in the one-train condition (42.9%) and those who clicked in the two-train
condition (26.5%) on day 16, and a similar difference on day 21 (Chi-Sq = 7.8, p-value < 0.01).
However, we did not find a significant difference between users who clicked in the one-train and
two-train conditions on day 28 (Chi-Sq = 0.3, p-value =0.6). In the tow-train condition, we also
did not find any significant difference (Chi-Sq = 1.1, p-value = 0.3) in clicking between day 21
(26.5%) and day 28 (35.3%).

Figure 7.10 (Right) also shows that participants who were trained twice did significantly better
than those who were trained once when it came to giving their personal information to fake phish-
ing websites. For example, on day 28, 31.4% of the participants in the one-train condition gave
information to the website, while only 14.7% did in the two-train condition. This is significantly
different (Chi-Sq = 7.3, p-value < 0.01), supporting Hypothesis 2.

We also found that 30 participants (17.5%) in the two-train condition who did not see the interven-
tion on day 0 saw the intervention on day 14. These are the people who probably needed training,
since they fell for the email on day 14. We saw no significant difference (t-test, t = 0.1, p-value
= 0.8) between people in the one-train condition who clicked on day 14 but were trained on day
0 and people in the two-train condition who clicked on day 28 but were trained only on day 14.
This suggests that multiple rounds of training is useful not only for re-inforcement, but also for
providing an additional opportunity for people who need training.

Legitimate emails

Results from this study indicate that training users to recognize phishing emails using PhishGuru
does not make them more likely to identify legitimate emails as phishing emails. Table 7.11 presents
the percentage of participants who clicked and gave information in response to legitimate emails
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Figure 7.10: Percentage of participants who clicked on phishing links and gave information. Left: Days 2
through 28 conditioned on those participants who clicked the link on day 0. N is the number of people who
clicked on day 0. Nobody gave information in the two-train on day 14 because it was a training email. There
is significant difference between the control and one-train and between the control and two-train conditions
in the percentage of people who clicked on days 2 through 28. Right: Days 16 through 28 conditioned on
those participants who clicked on both day 0 and day 14. N is the number of people who clicked on day 0 and
on day 14. There is significant difference between the one-train and two-train conditions in the percentage
of people who gave information to phishing sites on days 16 through 28.

out of those participants who clicked on day 0. We found no significant difference among the three
conditions on day 0 (ANOVA, F(2,512) = 2.7, p-value = 0.1). Similarly there was no significant
difference among the three conditions on day 7 and day 28. Since the legitimate email used in the
study was same on all three days, as expected, we see a natural decline in response rate over the
course of the study (Table 7.11). This shows that user behavior did not change with respect to the
legitimate emails tracked as part of the study, confirming that training people does not decrease
their willingness to click on links in legitimate email messages. This result supports Hypothesis 3.

Analysis based on demographics

Multivariate regression analysis did not find any significant relationship between susceptibility to
phishing on day 0 and gender (p-value = 0.9 for gender coefficient), student year (p-value = 0.5 for
student year coefficient), or department (p-value = 0.8 for department coefficient). However, we
did find significant difference based on affiliation. In particular, we found significant difference (Std.
error = 0.2, p-value < 0.05) between students and staff in falling for phishing on day 0. We found
that students were more vulnerable to phishing emails before receiving any training from the study.
We also found significant difference in the department type (different from primary department). In
particular we found significant difference (Std. error = 0.2, p-value < 0.05) between the academic
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Table 7.11: Percentage of participants who clicked and gave information to the legitimate emails out of those
participants who clicked on day 0. N is the number of participants in each condition. There is no significant
difference between the three conditions on any given day.

Condition N Day 0 Day 7 Day 28
Clicked Gave Clicked Gave Clicked Gave

Control 90 50.0 42.2 41.1 37.8 38.9 35.6
One-train 89 39.3 38.2 42.7 37.1 32.3 30.3
Two-train 77 48.1 36.3 44.2 36.4 35.1 32.5

and administrative department types, with academics being more susceptible to falling for the
phishing email. Investigating further, we found that the difference could be attributed to the
fact that all students are in the academic department type, making this group as a whole more
vulnerable than others.

We investigated this difference between students and staff further to see if age was a factor in
susceptibility to phishing. We used the age data collected through post-study surveys. Two hundred
and sixty-seven participants provided their age in the survey. The minimum age in years was 18
and the maximum age was 77 (avg. = 32.3, SD = 12.8). We found a significant difference (Chi-Sq
= 8, p-value < 0.01) in the likelihood of clicking on links on day 0 between 18 - 25 age group and
those in all of the older age groups (Shown in Table 7.12). This shows that, prior to any training,
those participants in the 18-25 age group are more likely to click on links in phishing emails than
any other age group.

Among the participants who were trained on day 0, again, multivariate regression analysis did not
find any significant relationship between susceptibility to phishing on day 28 and gender (p-value =
0.4 for gender coefficient), student year (p-value = 0.9 for student year coefficient), and department
(p-value = 0.7 for department coefficient). We did find difference (Std. error = 0.3, = p-value <

0.001) between the academic and administrative department types, which was again attributable to
students falling for phishing after training. As with day 0, on day 28 we found that the age group
18 - 25 was significantly (Chi-Sq = 10.5, p-value < 0.01) more likely to fall for phishing than other
age groups (Table 7.12). We found that participants in the 18-25 age group were consistently more
vulnerable to phishing attacks on all days of the study than older participants. These results are
in line with risk averse literature, which says that younger people are more likely to be impulsive,
while older people are risk averse and less impulsive [147]. We were not able to draw any concrete
conclusions about faculty because the sample sizes were too small.

Computer savvy technical people (Software Engineering Institute, Computing Services) were less
likely than others to fall for phishing emails. In general, however, participants in Computer Science
and Computing Services and Research department clusters did not perform significantly differently
than participants in any other group on day 0.
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Table 7.12: Percentage of participants who clicked on the link in the emails by age group. N = 267 people
responded to the post-study survey with their age. These results show that the 18 - 25 age group behaves
in a significantly different way from all of the other age groups.

Age group Day 0 Day 28
18 - 25 62.3 35.7
26 - 35 47.5 15.8
36 - 45 33.3 18.2
46 and more 42.5 10

Observations

In this section, we describe the data collected in the study and through the post-study survey, as
well as other observations from the data.

Results indicate that any participant who will eventually click on the link in an email will do so
within 8 hours from the time the email is sent. To estimate the distribution of how long people
took to read emails, we used the time at which a participant clicked on the phishing link as a
proxy for the time the email was read. Figure 7.11 presents the cumulative number of emails that
were clicked on for each study day from the day the study email was sent out. This shows that,
2 hours after the emails were sent, at least half of the people who eventually clicked on the link
had already done so; after 8 hours, nearly all people (90%) who clicked had already done so. This
suggests that anti-phishing methods that rely on black-lists should aim to update their lists before
this window has passed; otherwise, users will click on the link and become a victim for phishing.
This further supports the effectiveness of methodologies such as PhishGuru that work from the
start of a phishing attack.

Some of the post-study survey questions were designed to gauge the receptiveness of the CMU
community to PhishGuru training. Participants generally liked the idea of conducting such campus
studies at regular intervals (Question 1 in Table 7.13). One participant wrote, “I really like this
study, and I should have this kind of program every year to increase the awareness.” Another wrote,
“This should be one of the first things that incoming CMU students learn.” Some participants liked
the idea of being reminded of the instructions periodically. One participant wrote, “It is always
good to be reminded. Sometimes you forget, so I think getting reminders once a month is a good
way of helping us to remember.” Table 7.13 (Question 2) also shows that few participants were
unwilling to recommend such training to their friends. We were also interested in finding out how
often the emails should be sent to the participants. We asked, “How often would you like to receive
educational materials like this picture(s) in your email inbox?” Eighty five participants responded
to the question; forty percent answered “Once a month,” while 22.3% said they would never want
to see such training emails.

When asked to give an open-ended comment about the study, one of the participants said “One
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Figure 7.11: Cumulative number of emails clicked since the email was sent out. This shows that study
participants who clicked on the links in emails did so within 8 hours of the time the email was sent out.
Because of a technical error, we were not able to capture the data for day 14. The day 16 time-window spans
the Thanksgiving holiday, with the second peak coinciding with the Monday after Thanksgiving.

Table 7.13: Post study questions. Participants enjoyed receiving training materials and recommended that
CMU perform such studies regularly. N = 85.

Questions/responses Response in
%

(1) Would you recommend
that CMU continue doing
this sort of training or study
in the future?

Yes 80
Not sure 17.6

No 2.4
(2) How likely are you to
recommend this type of
training to a friend?

Definitely 38.8
Maybe 51.8

Will not 9.4
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thing I did not like about the study is that I was tricked by one email that was part of the study,
but I had to call to be reassured that I did not have to change my Andrew password.” Since we
were working with the ISO team, they presented a canned response to inquiries from participants.
We believe this mitigated potential backlash to the study. We also believe that, when it comes to
training emails, participants who click on the link should be quickly and courteously alerted to the
fact that they have been tricked. We incorporated such friendly alerts into the training messages.
In the case of testing emails, it is important to debrief people about the study and provide them
with opportunities to give their feedback. In the study, we debriefed participants through an email
and plan to conduct a university-wide presentation about the results.

Unlike the previous PhishGuru field study, we found little interaction between participants dis-
cussing the study. Only 13% of participants indicated that they had talked about the tips presented
in the PhishGuru training with other members of the CMU community in the last 30 days. Six of
the participants who said they had discussed the training provided information about their discus-
sions. A typical response was: “Just talked about the fact that I fell for one scam that offered $100
prize” or “I did talk about how I was tricked VERY easily into giving away my username/password
to my andrew account.” To further understand potential contamination across study conditions,
we asked “How did you get to see the picture(s)?” in the post-study. Of those who responded, 87%
reported seeing the training cartoons through a link in an email from the study. Only 5% reported
seeing the training through a link in an email that was forwarded by a friend or a colleague at CMU,
and 5% reported that a friend or a colleague at CMU showed them the training. The remaining
participants said they couldn’t remember how they got to the training. These results show that
most of the participants received the training material through the emails sent through the study;
therefore, there was little chance for interaction among participants regarding the study, and so
little chance of the conditions being contaminated.

Some participants were interested in knowing more about phishing. Our log files indicate that
12.2% of the participants who got trained on day 0 (one-train and two-train) visited phishguru.org,
the website that Phishguru cites as a source for more information in the intervention (Figure 7.8).

Analyzing PhishGuru using a formal framework

We also used Cranor’s Human-in-Loop framework to analyze the PhishGuru training intervention.
Cranor developed a framework that accounts for the role of humans in any security system [50]. This
framework can be used to analyze different communication devices (warning, notice, status indica-
tor, policy, and training). Researchers have performed similar analyses to study the effectiveness or
ineffectiveness of their secure email system [124]. The framework includes many components to an-
alyze the security system and observe human behavior, the system itself, and the way humans and
systems work together. Researchers use this framework to determine which aspects of a particular
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system is good and which are bad.

Using this framework to analyze PhishGuru, we identified the areas where PhishGuru faces signifi-
cant challenges. We inferred that organizations cannot send fake phishing emails to their customers.
Given the fair business practices that organizations have to follow and their relationship with cus-
tomers, they do not have the liberty and flexibility to train their customers by sending them fake
phishing emails. These organizations may be ready to do this type of training with their employees,
but not with their customers. However, the lack of willingness to send emails to customers is more
prevalent in the US than other countries. We have heard anecdotally that organizations in other
countries, where customer privacy awareness is not as prevalent, have been willing to send such
training materials to their customers.

From the studies discussed in this thesis, we also found that people are able to process the infor-
mation presented by PhishGuru and apply that information to future scenarios that are similar
or quite different. Results from the studies also showed that people trained by PhishGuru behave
differently and are able to identify phishing emails much better after PhishGuru training than they
could before. From the analysis, it appears that the training is most effective when presented in a
setting where the most possible people will see it [70]. In this case, PhishGuru is the ideal set-up,
making perfect use of the“teachable moment” – users see the PhishGuru intervention right after
they click on a link in a fake phishing email. Table 7.14 presents the results of other components
of the framework for PhishGuru intervention.

7.2.5 Challenges in administering real-world phishing studies

We have taken measures in this study to address many lessons learned from earlier work. Real-
world studies can provide more ecological validity and richer data than laboratory studies, but
are often difficult to conduct. The challenges we faced included making sure the study emails
reached participants’ inboxes, maintaining participants’ privacy, avoiding contamination between
study conditions, and coordinating with relevant third parties.

Simulated emails may get deleted before they reach the user’s inbox if, for instance, filters determine
that the message is spam. Additionally, since many web-browsers come equipped with anti-phishing
tools, one has to be careful that the study material isn’t blocked. In particular, one should be aware
of the possibility that study websites might end up on a black-list. To be prepared for problems
of this nature, we registered multiple dummy domains and prepared multiple sets of emails as
backup. Furthermore, since email reading behavior may be different over university holidays than
it is during the regular semester, we carefully timed the study schedule so that the study emails
were not sent during university holidays.

In order to maintain the privacy of the participants, study administrators should not/cannot col-
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Table 7.14: Human-in-the-loop analysis. We used the framework developed by Cranor to analyze the
PhishGuru intervention [50]. We found that people are able to process the information presented by
PhishGuru and apply that information to identify future phishing emails.

Component Outcome
Communication Training, active, this may be the best moment for the

communication (teachable moment)
Communication
impediments

Environmental
stimuli

Users just want to get to the website

Interference It is difficult for organizations to send fake phishing
emails to their customers

Personal variables Demographics
and personal
characteristics

The system should work for everyone

Knowledge and
experience

The system should work for everyone

Intentions Attitudes and
beliefs

Users like the PhishGuru concept and the intervention
(as seen in the feedback from the studies)

Motivation Since the intervention is presented at the teachable
moment, users read the intervention and not fall for
phishing attacks in the future

Capabilities Not beyond the capability of users
Communication
delivery

Attention switch Since it is active training, users notice the communi-
cation

Attention
maintenance

Users read the PhishGuru intervention completely,
reasons: it is fun, story based, and presents action-
able items. From walkthroughs and focus group stud-
ies, we found that users of all age read the complete
intervention

Communication
processing

Comprehension From the data collected, participants who saw the
training are less likely to fall for phishing attacks in
future. Thus they appear to comprehend it. However,
we haven’t specifically tested comprehension

Knowledge
acquisition

All studies show that people were able to process and
extract knowledge from PhishGuru intervention

Application Knowledge
retention

All studies show that people retain the concepts and
procedures from PhishGuru intervention and make
better decisions in identifying the emails

Knowledge
transfer

All studies show that people transfer the concepts and
procedures from PhishGuru intervention to other sit-
uations and make better decisions in identifying the
emails. However, we only tested near transfer

Behavior From both real-world and laboratory studies, it is clear
that PhishGuru training results in behavior change
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lect any personal information. Furthermore, to understand the users’ behavior over time, users’
responses must be tracked in a way that respects their privacy. We accomplished this in the study
by assigning each participant an anonymous hash and using only that hash to track them.

To avoid subject contamination, study designers should try to minimize the chance that participants
in different conditions will interact with each other; such interactions may invalidate the study
data. Working to prevent these interactions, study designers must ensure that the study sample is
embedded within a large, geographically separate population. In the previous field study, significant
contamination occurred because study participants all worked on one floor of an office building.
In the current study, even though all participants were from the same university campus, they
represented a small fraction of the campus population and were spread across 26 departments and
many buildings, which limited contamination.

It is important to coordinate with any relevant third parties that might be affected by the study.
We worked very closely with ISO in both the design and implementation stages of this study. In
addition, ISO helped us get permission from the Institutional Review Board (IRB), coordinate
with campus help desks, and get permission from all campus offices spoofed in the study. As a
courtesy and to minimize accidental external interference in the study, researchers should work
with system administrators and help desk officials of the organization to inform them about the
study. If possible, researchers should also provide system administrators with a “canned” response
they can use to respond to any inquiries from participants. This helps minimize the chance that
system administrators will send an email to the entire population warning them to avoid opening
an email that is actually part of the study (we have seen this happen in a prior study). Finally, it is
essential that any university phishing study go through the university’s IRB. Having a well-defined
plan to address the challenges mentioned here can help prevent potential difficulties in the review
process.

7.2.6 Discussion

In this section, we investigated the effectiveness of PhishGuru, an embedded training methodology
that teaches people about phishing during their normal use of email. We showed that, even 28 days
after training, users trained by PhishGuru were less likely to click on a link in a simulated phishing
email than those who were not trained. Furthermore, users who saw the training intervention twice
were less likely to give information to fake phishing websites than those who only saw the training
intervention once. Additionally, results from this study indicate that training users to recognize
phishing emails using PhishGuru does not increase their concern towards email in general or cause
them to make more false positive mistakes. Another surprising result was that around 90% of the
participants who eventually clicked on the link in an email did so within 8 hours of the time the
email was sent. We believe this behavior extends to other university populations, though non-
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university populations may behave quite differently when reading emails. A demographic analysis
showed that young people (in the 18-25 age group) were more likely than older participants to
consistently fall for phishing emails on all days of the study. This suggests a need for: (1) training
before college; and (2) training that specifically targets high school and college students.

The study presented in this section addresses some of the limitations of earlier laboratory (Chap-
ter 6) and real-world (Section 7.1) studies of PhishGuru. To address these limitations, we employed
a larger sample size, extended the study duration, counterbalanced the email and training interven-
tions, minimized the chance of contamination from participants talking about the study amongst
themselves, and provided good incentives for participants to complete the post-study survey. In
the process of addressing these limitations, we successfully showed that PhishGuru can be deployed
both on a large scale and in the real world as an embedded training system that educates users
about phishing during their regular use of email. This study included only a small fraction of the
campus population due to IRB requirements that participants opt in to the study before receiving
any study emails. However, if this deployment had been done as a real training exercise—that
is, without an academic IRB requirement—we believe it would have been easy to train the entire
campus with only minimal changes to the study setup.

This study affirms prior research suggesting that the PhishGuru methodology is an unobtrusive way
to train users about phishing. Some comments from the post-study survey include: (1) “I really
liked the idea of sending CMU students fake phishing emails and then saying to them, essentially,
HEY! You could’ve just gotten scammed! You should be more careful – here’s how....” (2) “I think
the idea of using something fun, like a cartoon, to teach people about a serious subject is awesome!”
(3) “Pictures and short examples are the best way for me not to ignore these kinds of messages.”

Furthermore, the fact that knowledge gained from the training materials is retained for at least 28
days suggests that very frequent interventions, which could annoy users, are not necessary. In prac-
tice, this should be balanced with the fact that repeated training does improve user performance;
a proper trade-off between usability and accuracy can and should be optimized.

In addition to increasing user awareness about phishing emails, there was evidence that the study
had the unintended consequence of assessing both the users’ awareness of proper response channels
for phishing attacks and the ability of the ISO to react to phishing attacks. Many users properly
contacted the ISO help desk to alert them of the emails, either by phone or through the official email
address. However, some were apparently unaware of the ISO’s role in protecting the campus, and
instead contacted some other “trusted source” like a professor or departmental system administrator
to seek advice. This suggests that the ISO may want to explore ways to increase awareness of the
proper channels for reporting phishing attacks and other cyber security related issues. In a real
deployment of PhishGuru, training interventions could be one way to distribute this information
to the public.
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This study, along with the study discussed in Section 7.1, is proof that it is possible to effectively
educate users about security in the real world and on a large scale. Findings from this study suggest
that security researchers and practitioners should implement user training as a complementary
strategy to other technological solutions for security problems.
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Chapter 8

Other Implementations of Phishing

Education

In addition to PhishGuru, we have also developed two other approaches to phishing education: (1)
the Anti-Phishing Working Group (APWG) landing page, where a training intervention is presented
to users who go to a phishing website that has already been taken down; and (2) Anti-Phishing
Phil, an online game that teaches people how to identify phishing URLs. We discuss the details of
the APWG landing page in Section 8.1 and the evaluation of Phil in Section 8.2.

8.1 Anti-Phishing Working Group landing page

In Section 8.1.1, we discuss the concept of the landing page and how it evolved from the PhishGuru
results. In Section 8.1.2, we present the infrastructure we developed to collect data on people
accessing the landing page. In Section 8.1.3, we discuss the design evolution of the landing page
and results from the focus group studies we conducted to design the landing page. In Section 8.1.4,
we present results from the data we collected. In Section 8.1.5, we discuss some implications of the
results.

8.1.1 Landing page concept

Most phishing websites are taken down sooner or later. Brand owners, takedown vendors, or law
enforcement get the phishing sites taken down. Figure 8.1 illustrates a common scenario; when
users click on a phishing link in an email that takes them to a website that has already been
taken down, they are directed to a 404 error or told that “the page cannot be found.” At the 2007
APWG eCrime Researchers Summit, researchers and industry representatives discussed how the
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Figure 8.1: The current situation. Users are presented with “The page cannot be found” message when they
click on a link to a phish site that has been taken down.

Figure 8.2: APWG landing page. Users are presented with a version of the PhishGuru intervention when
they click on a link to a phish site that has been taken down.

results of the study presented in Section 6.2 could be applied to this scenario. A Bank of America
representative mentioned that they were also working internally to present a warning page to users
who clicked on a link to a site that had already been taken down [22].

Following the Summit, we started working with the APWG-IPC (Internet Policy Committee) to
apply the PhishGuru results to the creation of a solution the industry could use. We designed a
landing page that used the PhishGuru intervention instead of the 404 error message. Figure 8.2
shows how the new landing page appears to users. We started working on both the infrastructure
and content of the intervention.

8.1.2 Infrastructure

In order to make this an industry-wide initiative which any organization could use, a publicly
available sub-domain was set up on the APWG website – http://education.apwg.org/. Informa-
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tion about the project was posted on this website. The English version of the landing page was
hosted at http://education.apwg.org/r/en/. Since this page was going to be translated into many
other languages, it was decided that users would be redirected to a specific language depending
on the default language of their web browser. As of March 29, 2009, people had volunteered to
translate the landing page into Arabic, Bulgarian, Catalan, Danish, Dutch, French, German, He-
brew, Japanese, Korean, Romanian, Spanish, and Swedish. The French landing page is available
at http://education.apwg.org/r/fr/.

The success of this implementation depended on brands adopting the landing page as their redirect
page. To that end, we created a “how to” file that provided information about redirecting sites to
the landing page. In particular, the document included information about redirecting in Apache
and Microsoft Internet Information Services (IIS). We suggested that, while doing the redirect, the
ISP or registrar should add the URL in the URL request to the landing page. This is achieved by
adding the phishing URL after a “?” in the HTTP request to the landing page. This redirect can
be done in Apache and IIS in the following ways:

• Apache

– Create a .htaccess file in the directory where the phishing site was stored. Note the
leading dot on the .htaccess filename.

– The .htaccess file should contain the text:
Redirect 301 /the-phishing-page.html http://education.apwg.org/r/en?

www.phishsite.com/the-phishing-page.html

– In the above text, “the-phishing-page.html” should be replaced with the filename of the
phishing webpage that was taken down. “www.phishsite.com/the-phishing-page.html”
should be replaced by the full URL of the phish site that was taken down. Note that
there are two things that need to be replaced by the full URL of the phish site. For
example, “the-phishing-page.html” could be “signin.html” and “www.phishsite.com/the-
phishing-page.html” could be “yourcompany.com/update/signin.html”

• IIS

– Change the HttpRedirect property for the resource to:
http://education.apwg.org/r/en?the-phishing-page.html, PERMANENT

– Note that “the-phishing-page.html” should be replaced with the filename of the phish-
ing webpage that was taken down. For example, “the-phishing-page.html” could be
“signin.html.”

Since we have access to the log files of the landing page, we can create a list of phishing URLs.
Using RSync, the APWG webserver for http://education.apwg.org/ replicates the logs onto the
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CUPS (CyLab Usable Privacy and Security) laboratory server once a week. If registrars and ISPs
implement the changes discussed above, the log entries will capture the link users click before they
are redirected to the landing page.

Table 8.1 includes one sample log entry. The number 74.276.172.102 represents the IP address of
the client which made the request for the landing page. Next is the time [03/Oct/2008:01:11:57
-0500] the server finished processing the request. After that is the request line, which sits be-
tween the quotes; this includes the method used by the client (in this example GET), the re-
quest URL (/r/en?mail.millenniumantenna.com/icons/image.htm/), and the protocol the client
used (HTTP/1.1). The entry then provides the status code the server sends back to the client.
Codes beginning with 2 are successful responses, while codes beginning with 4 are errors. Next, the
entry lists the site the client was referred from; in this example, it is mail.yahoo.com. Finally, the
entry lists the user-agent HTTP request header, which contains identifying information the client
browser reports about itself.

Table 8.1: Sample of the APWG landing page log entry.

74.276.172.102
[03/Oct/2008:01:11:57 -0500]
“GET /r/en?mail.millenniumantenna.com/icons/image.htm/ HTTP/1.1”
200 283
“http://us.mg2.mail.yahoo.com/dc/blank.html?bn=1096.40&.intl=us”
“Mozilla/5.0 (Windows; U; Windows NT 5.1; en-US; rv:1.8.1.17)
Gecko/20080829 Firefox/2.0.0.17”

The CUPS server also receives APWG’s feed of reported phishing emails (emails sent to report-
phishing@antiphishing.org). We correlated this data with the log data to find out which emails led
most users to visit the landing page. The email feed from APWG contains the entire email with all
of the headers. This data gave insight into the most vulnerable emails; that is, those emails that
contained links leading users to phishing websites.

8.1.3 Design evolution and evaluation

In this section, we discuss intervention design challenges, design decisions, design iterations, and
two focus group studies conducted to revise the interventions.

There were some challenges in developing the landing page content. One challenge, which we had
also faced when designing PhishGuru, was to limit the content to one browser page. This makes it
so users don’t have to scroll to read the instructions. When designing the landing page, we also had
to consider the fact that users access it from hand held devices. This means that the content has
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to be really light weight, with as few images as possible. We worked to find a compromise between
these challenges and the factors needed to produce a useful final product.

The APWG Internet Policy Committee provided suggestions on what instructions needed to be in
the intervention. The first design the committee suggested is provided in Figure 8.3 and Figure 8.4.
This design was two pages long. We reviewed the design and suggested some changes in the
intervention (Figure 8.5 presents the revised version of the intervention). The main things we
removed were instructions not relevant to phishing and some information on available resources.

Focus group studies

We conducted two focus group studies to evaluate the effectiveness of the content in the intervention.
In this section, we discuss each study’s setup and results. We explain how the results guided us in
developing an effective landing page.

Focus group study I: The first focus group we conducted was a 2-hour session at Carnegie
Mellon University with nine participants. There were 5 females and 4 males. The average age of
participants was 26 years (min: 18, max: 53). Participants received an average of 20 emails per
day (min: 5, max: 35). None of the participants knew what phishing was. Participants came from
a variety of backgrounds – business, arts and science, social work, fine arts, nursing, music, and
psychology. Two of the participants had only a high school degree. Using a wall projector, we began
the focus group by demonstrating how someone might click on a link in a phishing email and arrive
at the landing page. We then showed them what they might see on a landing page. We discussed
details of 3 versions of the intervention: (1) the committee draft (Figure 8.3 and Figure 8.4); (2)
a condensed draft (Figure 8.5); and (3) PhishGuru (Figure 8.6). We provided participants with a
color printout of the designs and gave them pencils so they could provide feedback on the printouts.
We also voice recorded the entire session.

1. Committee draft: Participants felt that the committee draft was too much to read. Most
participants said they would not read past the “Help Protect Yourself” headline because there
were too many things for them to parse and understand. Due to the length of the text, six
of the nine participants said they would only read until the first instruction. Two said they
would read the entire intervention, while only one was willing to read the additional resources.

Participants had difficulty navigating through the intervention (i.e. participants read down
the left column and then down the right rather than reading across). Participants were
confused by the browser images; some participants thought they were text entry forms, while
others had trouble understanding the DANGER! text above the images.

All of the participants wanted information about what to do after reading the landing page.
Since this page warns users about links in emails or instant messages, participants were
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Figure 8.3: IPC committee version page 1. This design was created by the IPC at APWG. This has
information about phishing but also information about software updates and viruses. Participants in the
study felt that this design was too long. They also had difficulty navigating through the intervention.
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Figure 8.4: IPC committee version page 2. Participants in the focus group studies liked the phisher character,
but did not understand the meaning of “Enterprise Users.” Participants also did not like the idea of links to
other sources.
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Figure 8.5: This is the revised version of Figure 8.3 and 8.4. To make it short, we removed the phisher
image, links to other sources, and a few instructions. Participants in the studies liked that it was short, but
wished the phisher was in the design.
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Figure 8.6: One version of the PhishGuru intervention. We used a standard comic strip font. Participants in
the studies did not like the font or the phisher character. Most of them said the phisher looked like Batman.

concerned about clicking links on this page to get more information.

Participants liked some of the visual features of the page, particularly the owl. Participants
thought the phisher character was very appropriate and wanted to see him at the top of the
page.

2. Condensed version: Participants felt that even though this intervention (see Figure 8.5)
was short, it was also too long to read it completely. Only three of the nine participants said
they would read the entire intervention, while the rest said they would only read until the
first instruction.

Participants recognized the same problems in this version as in the committee version. Since
navigation in this page was the same as in the committee version, participants felt it was not
easy to navigate through the instructions. Participants were also confused by the browser
images.

Participants noted that the phisher was removed in this intervention. Participants suggested
bringing the phisher back and putting him at the top. One participant mentioned “Put the
scary guy back.”

3. PhishGuru: Most participants said they would be much more likely to read the PhishGuru
version (see Figure 8.6) of the intervention completely. Participants found it both entertaining
and informative, and they liked the PhishGuru gold fish character. One participant said, “I
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really enjoy it and I would probably read it because it is entertaining, but people wouldn’t take
it seriously.” One participant exclaimed: “Exactly what we were looking for” after looking at
the PhishGuru version. Some had concerns about the perceived credibility of a comic strip.
Participants also raised concerns that the comic book font was hard to read and didn’t look
very official. All participants liked the fish character; some said, “I like this gold fish” and “It
is just cute.” All of the participants agreed that they would definitely read the PhishGuru
intervention, adding that the comic script would appeal to their parents and grandparents.
One participant mentioned “I think my grandma would get the comic spot on.” Participants
mentioned that “Guru” sounds very official, as it refers to some knowledgeable person.

Participants stated that having “Carnegie Mellon” in the intervention added credibility to
the presented information. This sentiment could have been more prevalent because all of the
participants were from Pittsburgh.

Although participants liked the PhishGuru gold fish character, they complained that the
phisher character looked like batman. They mentioned that the phisher character was not
evil enough or scary.

To test whether it really would appeal to older people, we conducted a second focus group study,
which is discussed below.

Focus group study II: The second focus group we conducted was a 2.5 hour session with six
participants at The Jewish Community Center of Greater Pittsburgh. We worked with AgeWell’s
Independent Adult Services Department to recruit participants who were more than 65 years old.
This study involved 3 females and 3 males. The average age of the participants was 76 years (min:
66, max: 83), with one participant declining to give her age. Participants received an average of 7.3
emails per day (min: 2, max: 15). None of the participants knew what phishing was. Participants
had a variety of educational backgrounds – business, english, architecture, medical, and engineering.
One participant had a high school degree. As with the first focus group study, we began this focus
group by demonstrating how someone might click on a link in a phishing email and arrive at the
landing page; we then showed the group what they might see on the landing page. None of the
participants knew how easy it is to spoof an email address and send fake emails pretending to come
from legitimate organizations.

Using feedback from the first focus group study, we revised the condensed and PhishGuru versions
of the landing page. In the revised condensed version, the instructions were made exactly the same
as the PhishGuru version, but the rest was kept the way it was in the earlier condensed version.
In the PhishGuru version, we changed the comic font to Helvetica and cleaned up some text. In
focus group study II, we discussed details of 3 versions of the intervention: (1) the committee
draft (Figure 8.3 and Figure 8.4); (2) the revised condensed draft (Figure 8.7); and (3) PhishGuru
(Figure 8.8). We provided color printouts of these designs to participants and gave them pencils
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so they could provide feedback on the printouts. We also voice recorded the entire session.

1. Committee draft: Participants in this study, like in the first study, responded negatively to
the committee draft. Most of the participants said they would not read the complete page.
Since the page was long, most of the participants mentioned that they would only scan the
whole intervention, while two said they would read it completely.

Participants in this study also were confused by the browser images. Some participants
thought “http://www.abcbankexample.com” in second instruction (see Figure 8.3) was a
link to click.

Participants had mixed reactions about the characters in this intervention. Almost all partic-
ipants liked the phisher character, saying “He looks like a thief or a criminal.” Most did not
like the owl character. Some were confused by the owl’s magnifying glass and mortar board
hat; others thought the owl’s hand was a duck’s head.

2. Revised condensed version: Participants liked the fact that the revised condensed version
(see Figure 8.7) was short and had less text. Some participants mentioned even though it is
shorter than committee version, it is still long and therefore would not read it completely.

Participants enjoyed the images in the instructions in this version. Participants liked the
emphasis on things with the “DANGER” symbol; they said that this would get their attention
and get them to read it. All participants liked the fact that the instructions had pictures
they could understand. One participant said “This is more pictorial than the first one . . . so
much better.”

As in the previous focus group study, almost all participants liked having the Carnegie Mellon
name in the intervention. This could again be due to the fact that all of the participants were
from Pittsburgh.

One instruction generated a lot of discussion, most of the participants did not know that
calling a phone number in a phishing message could be dangerous. One participant mentioned
“I didn’t know that – even if you call a company phone number you will get into trouble.”

3. PhishGuru: Participants were attracted to the PhishGuru intervention, stating that it was
fun to read and that people of all ages would read it. Participants were interested in the
cartoon format and characters. All participants liked the fish character. Some reactions from
the participants about the interventions were: “I like this one . . . I really do,” “eye catchy,”
and “1 [the committee version] & 2 [the condensed version] are business like and 3 is fun.”
All participants said they would read the complete intervention. All participants agreed
that having characters is good and likely to attract readers’ attention. Some participants
did not think the phisher character looked evil enough, preferring the phisher in the revised
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Figure 8.7: Second revised version of the landing page. We made the instructions look exactly the same as
in the PhishGuru design (Figure 8.6). We made the phisher more prominent in this design and added the
email address where any complaints or reports could be sent.
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Figure 8.8: PhishGuru revised version. This is a revised version of Figure 8.6, with new fonts and cleaned-up
text. Participants in the studies enjoyed reading this version and also suggested that all age groups would
read this intervention in its entirety.

committee version (Figure 8.7). No participants had concerns about people not taking the
revised PhishGuru intervention seriously.

Overall, these focus group studies showed that people in both younger and older age groups like the
PhishGuru intervention and would be likely to read it. The main reasons people liked PhishGuru
was its character style, pictorial representation, use of narrative, and comic format. Using the
results of the focus group studies, the IPC at APWG was convinced to make an intervention for
the landing page that is more like PhishGuru.

We used the focus group results to start developing the intervention for the landing page. One
constraint was that, in the real world, people might access the landing page from a variety of
devices, such as desktop PCs, hand held devices like PDAs, or mobile phones. This basically meant
that the entire intervention needed to be in plain html, with as few images as possible. This would
make loading of the page easier for all types of devices. Based on the feedback from the focus
group studies and these constraints, we developed the intervention shown in Figure 8.9. This is the
version available to users as of Jan 16, 2009.

144



Figure 8.9: Final version of the landing page. This is the final version available online at
http://education.apwg.org/r/en/. We are analyzing the logs for this page.
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8.1.4 Results

In this section, we discuss some of the analyses performed with the data from the logs and email
feeds. All data we received from APWG was ported to MySQL; analyses were done using MySQL
statements, perl scripting, and R 1.24 on Mac OS X. Not all data from the logs was directly usable
for analysis. We filtered out entries using the logic presented in Table 8.2 to get unique URLs from
the logs. We used these unique URLs to get all other data discussed in this section.

In this section, we present: (1) the complete analysis of the logs we collected and (2) results of the
feature analysis performed on the emails retrieved from the email feed, which were done using the
URLs in the logs.

Aggregate view of the data

To analyze the results from the logs, we used the pseudocode presented in Table 8.2. The idea was
to use only log entries that contained ‘/r/en/?’, as these entries were created because users clicked
on links in emails to websites that had been taken down. We removed entries which contained the
terms ‘ORIGINAL PHISH URL’ or ‘www.phishsite.com’ or ‘the-phishing-page.html.’ These are
involved in the documentation on how to implement the landing page; therefore, these may be hits
by organizations or vendors testing the landing page. The data we used for this analysis was from
Oct 1, 2008 to March 1, 2009. After filtering the entries, we viewed three segments of the data: (1)
the whole—to see the total number of hits the landing page was getting; (2) only those URLs with
more than 5 hits; and (3) only those URLs with less than or equal to 5 hits. We analyzed the data in
different approaches (e.g. looking at the frequency distribution of hits corresponding to the URLs,
getting the IP ranges/subnets from take down vendors and organizations and removing them from
logs). We found that there was a significant jump in hits after 5 as compared to less than or equal to
5. We experimented with varying the cutoff, but found that 5 point mark provided us with reliable
data to analyze end-users viewing the landing page against organizations or take down vendors
testing the page. We also vetted this approach with a couple of take down vendors that we interact
with. We also confirmed that the IPs that are in greater than 5 set did not have large number of
hits. This verifies that the data in greater than 5 set does not have hits from organizations or take
down vendors but people actually viewing the landing page. We believe that URLs with less than
or equal to 5 hits are mostly takedown vendors or organizations testing their implementation of
the landing page or checking whether the landing page is active. The organizations and takedown
vendors we worked with have said anecdotally that they check the phished URLs for the redirect
at least a couple times. We believe that URLs with greater than 5 hits are real users clicking
on links that have been taken down. One can argue that this list may include some hits from
organizations or takedown vendors, but this will be hard to detect empirically with our current
methods. Table 8.2 also presents the number of entries at every given stage of the pseudocode.
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This shows that many hits are not relevant to the data analysis (i.e. about 46,283 hits are removed
between step 2 and step 7).

Table 8.2: Pseudocode for getting unique URLs from the log entries. Values presented are for Oct 1, 2008
to March 1, 2009. The entries column presents the log entries available until that time.

Step Pseudocode for getting unique URLs from the log entries Entries
1 Push the log entries into MySQL database 2,489,667
2 Extract entries which have ‘/r/en?’ in the request URL 109,005
3 Remove entries with ‘ORIGINAL PHISH URL’ in the re-

quest URL
96,217

4 Remove entries with ‘www.phishsite.com’ in the request
URL

64,162

5 Remove entries with ‘the-phishing-page.html’ in the request
URL

63,729

6 Remove entries that have information only like ‘http:/’ or
‘section=SiteKey&amp’ in the request URL

62,722

7 Analyze the entire data set for different statistics 62,722
8 Analyze URLs which has less than or equal to 5 hits for

different statistics
5,973

9 Analyze URLs which has greater than 5 hits for different
statistics

56,699

We believe the landing page has created many teachable moments in which users have been trained
to avoid falling for future phishing attacks. Table 8.3 presents statistics for the hits on the landing
page. From the entire data, there were 62,722 total hits on the page; among these hits, there were
3,763 unique URLs. These statistics suggest that at least 56,699 “teachable moments” have been
created using the landing page.

Table 8.4 shows statistics for how long people are clicking on these URLs in emails. Column 4
shows that people click on links an average of 34.9 days from the first time the URL appeared in
the logs. Researchers and organizations should develop tools to help lower this average and protect
users from phishing emails.

Using the IP addresses from the log entries, we identified the country of origin for users viewing
the landing page. We saw that most hits (87.8%) came from the United States (see Table 8.5).
This may be due to the fact that, at least for the time being, the brands who have adopted the
landing page are mainly from the US. This also may be because the organizations being phished
are mostly from the US [15]. This result may change as more brands around the world start using
the landing page. We also found that around 98% of the total hits on the landing page were from
the top 10 countries on the list.
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Table 8.3: Comprehensive view of the APWG landing page logs for the period Oct 1, 2008 to March 1, 2009.

Statistics Whole data
set

Less than or
equal to 5 hits

Greater than 5
hits

Number of unique URLs 3,763 3,639 124
Total Hits for all unique URLs 62,722 6,023 56,699
Maximum number of hits for
a single URL

3,875 5 3,875

Minimum number of hits for a
single URL

1 1 6

Average number of hits per
URL

16.7 1.7 457.25

Median number of hits for the
URLs

2 2 149

Standard deviation for the
URLs

158.6 0.6 752.9

Table 8.4: Days between the first time a URL appears and the last time it appears for the period Oct 1,
2008 to March 1, 2009. Values presented in parentheses are in minutes.

Statistics Whole data Less than or
equal to 5 hits

Greater than 5
hits

Maximum number of days 145.8 73.7 145.8
Minimum number of days 0 0 0.01 (19)
Average number of days 6.4 5.5 34.9
Median number of days 0 0 25.5
Standard deviation 16.9 15.0 35.7

Email feature analysis

To study the emails that correspond to the URLs we retrieved from landing page logs, we compared
the unique URLs from the logs to the URLs in the APWG email feed. We retrieved emails with the
unique URL (from the logs) that were embedded in the emails. Using all of the data from the logs
and the email feed from Oct 1, 2008 to March 1, 2009, we found 67 URL matches. We manually
went through the 67 emails and analyzed the features in the emails. Around 95% of the emails
were from Bank of America; the rest were from other popular financial institutions and goverment
agencies.

Most of the emails had features similar to legitimate emails. Ninety-one percentage of the emails
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Table 8.5: Percentage of hits from the top 10 countries. Analysis was performed on the entire data set.

S.No. URL Percentage of hits
1. United States 87.8
2. United Kingdom 5.9
3. Japan 1.5
4. Canada 1.4
5. Israel 1.0
6. Hong Kong 0.6
7. Brazil 0.6
8. Netherlands 0.5
9. Australia 0.5
10. Europe Union 0.4

had some form of logo or banner at the top of the email. As Dhamija et al. showed [53], the fact
that these logos and banners look legitimate is one of the main reasons why people fall for phishing
emails. Seventy-three percentage of the emails had some sort of footer with logos; in particular,
Bank of America emails had an Olympics logo in the bottom right corner (See Figure 8.10). In
some cases phishers used an exact replica of the legitimate emails. Figure 8.10 presents both the
legitimate and the phishing email (found in the email feed) for the same scenario–“Online Banking
Sign-in Error” for Bank of America.

Most of the emails provide compelling scenarios why people should click on the link in the emails.
Seventy-seven percentage of the emails had some form of urgent actionable message in their subject
line (e.g. “Online Banking Alert - Your Online Banking Account is Locked” and “Your Account
Has been Temporarily Suspended”). Most of the emails (85%) asked users to click on the link
and update or verify their account information. Only a few of the emails presented a scenario
in which users were told that they had a new message in their “secure message” inbox and that
they should click on the enclosed link to view the message. Most of the emails requested account
information, but some explicitly asked recipients to provide “your username or SSN and your
password.” Many scenarios were presented in these emails; one of the common ones was “We
recently have determined that different computers have logged in your Bank of America Online
Banking account, and multiple password failures were present before the logons.” Most of the
emails mentioned some form of consequence (e.g. account suspension), and 13% of the emails
suggested that there would be consequences if the recipient failed to act within a given time frame.
Almost all of these emails mentioned a deadline of 2 days or 48 hours from the time the email was
sent. One common message regarding the timeline was “Please update your records on or before
48 hours, a failure to update your records will result in a temporary hold on your funds.”
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Figure 8.10: Top: Phishing email from the APWG email dump that pretends to come from Bank of America.
Bottom: A real email from Bank of America to their customers. All information with “%” are used to
customize the emails with personal information.
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We found that the emails contained many formatting and grammatical errors. Some errors in the
emails were: “If this is not completed by octobre 03, 2008,” “If we do no receive,” and “check
you account profile.” Another error was that one email said “please supply all of the following
information,” but it offered no list of what information the recipient should provide. One email was
entirely center aligned to the page; this email also presented many telephone numbers in a table
format. Some numbers were 1-800 and some were non 1-800 numbers. Some emails contained text
in an entirely bold font, some had text that was all blue, and some contained a combination of
black, blue, and red text. Again, results from Chapter 4 show that non-experts do use font color
as a signal to make their decision.

We found that phishers are still using traditional techniques to con people. Some of the domain
names used for sending these phishing emails look similar to legitimate ones (e.g. onlinebank-
ing@alert.bank0famerica.com, where the ‘o’ in ‘of’ is replaced with ‘0’). Around 76% of the emails
have text like “Click here to continue” or “Signin” or “click here” as a link in the email. These
sentences are linked to the phishing websites. The rest of the emails had some sort of disguised
link leading to the phishing website.

We also found that, in some emails, there was a mismatch between the subject line and the content
of the email. For example, in one email, the subject line was “Online Banking Alert,” but the
email content scenario was “Online Banking Sign-in Error.” In another email, the subject line
was “online Banking Sign-in Error,” but the content of the email was about verifying account
information. There were also a mismatch between brands in the sender address and the content in
the email. For example, the content of one email was for Bank of America, while the From address
was from a different well-known financial institution.

Ninety-six percentage of the emails were not customized for the recipient with any form of personal
information. Three of the emails included some form of personal information: (1) customer ID,
(2) account type and ending number, and (3) account type. It is not clear whether this was really
customized for the recipient or not.

To increase the chances of people falling for these attacks, phishers are also using other techniques
to con people. Twenty-one percent of the emails invited readers to call for clarification or assistance.
A typical example was “If you are not aware of this situation, please contact us immediately at
1.800.123.456.” As expected, most of those numbers don’t match real numbers. We also found that
the phone numbers were different in many of the emails. In its legitimate emails, Bank of America
uses different phone numbers depending on the location of the customer or the nature of the email.
It looks like, as in other respects, phishers are emulating what legitimate organizations are doing.
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8.1.5 Discussion

In this section, we discussed a real-world implementation of PhishGuru. In general, we found that
a majority of the phishing emails we found from the APWG feed are using the same phishing
kits to generate these emails. Since most phishing emails replicate legitimate emails, researchers
and industry could reap substantial benefits by creating a corpus of legitimate emails, studying
their features, and incorporating these features into email filters. Phishing emails haven’t changed
much over time, remaining relatively unsophisticated and containing a great number of errors in
grammar and formatting. Most of the emails in the log analysis contained information relating to
the account details, asking users to click on a link in the email to update their account details.

The results of this analysis confirm that the instructions in the PhishGuru and the landing page
cover features contained in most phishing emails. Users who know these cues will be better able
to identify phishing emails and avoid being victims of phishing. In particular: (1) we found that
all emails had disguised links; this relates to the PhishGuru instruction – “Don’t trust links in an
email.” (2) We found that most of the emails ask for account details; this relates to the PhishGuru
instruction – “Never give out personal information upon email request.” (3) Most URLs in the
emails look similar to legitimate ones; this relates to the PhishGuru instruction – “Look carefully
at the web address.” (4) Some emails lure people into calling a fake number; this relates to the
PhishGuru instruction – “Don’t call company phone numbers in emails or instant messages.”

8.2 Anti-Phishing Phil

This section is largely a reproduction of a paper co-authored with Steve Sheng, Alessan-
dro Acquisti, Lorrie Cranor, and Jason Hong and accepted at TOIT [111]. An earlier
version of the paper was co-authored with Steve Sheng, Bryant Magnien, Alessandro
Acquisti, Lorrie Cranor, Jason Hong, and Elizabeth Nunge and published at SOUPS
2007 [181].

As another implementation of phishing training, we used learning science principles to develop
Anti-Phishing Phil,1 an educational game. Phil was designed to train users about phishing attacks,
motivating them to learn by embedding training into a fun activity. The highly interactive nature of
the game allows it to teach users to distinguish legitimate links from fraudulent ones; it also provides
users with immediate opportunities to practice this procedure multiple times. Anti-Phishing Phil
complements PhishGuru by providing an entertaining platform for the rapid repetition and feedback
needed to teach more difficult anti-phishing procedures. Phil is currently being commercialized by

1http://cups.cs.cmu.edu/antiphishing phil/
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Wombat Security Technologies.2 In this section of the chapter, we will discuss the design and
evaluation of Phil. In Section 8.2.1, we present the design of Anti-Phishing Phil and describe the
ways in which we applied instructional design principles to the design of the game. In Section 8.2.2,
we present a laboratory study evaluation. In Section 8.2.3, we present results from a field study.

8.2.1 Design of Anti-Phishing Phil

The main character of the game is a young fish named Phil. Phil wants to eat worms so he can
grow up to be a big fish, but has to be careful of phishers who try to trick him with fake worms
(which represent phishing attacks). Each worm is associated with a URL, and Phil’s job is to eat
all of the real worms (which have URLs of legitimate websites) and reject all of the bait (which
have phishing URLs) before running out of time. The other character is PhishGuru, who is an
experienced fish. He helps Phil out by providing tips on how to identify fake worms (and hence,
phishing websites).

The game is split into four rounds, each two minutes long. Before each round begins, users view
a short tutorial that provides anti-phishing tips, as shown in Figure 8.11. In each round, Phil is
presented with eight worms, each of which carries a URL that is displayed when Phil moves near
it, as shown in Figure 8.12. The player can move Phil around the screen and “eat” the real worms
or “reject” the bait. Phil is rewarded with 100 points if he correctly eats a good worm or correctly
rejects a bad one. He is slightly penalized for rejecting a good worm (false positive) by losing 10
seconds from the clock for that round. He is severely penalized if he eats a bad worm and is caught
by phishers (false negative), losing one of his three lives. Players have to correctly recognize at
least six out of eight URLs within two minutes to move on to the next round. As long as they still
have lives, they can repeat a round until they are able to recognize at least six URLs correctly. If a
player loses all three lives the game is over. At the end of every round, a review screen shows all of
the URLs from that round and provides tips for identifying them correctly, as shown in Figure 8.13.

The game is implemented in Flash 8. The content for the game, including URLs and training
messages, is loaded from a separate data file at the start of the game. This makes it easy to quickly
update the content. In each round of the game, four good worms and four phishing worms are
randomly selected from the twenty URLs in the data file for that round. Sound effects are used to
provide audio feedback, and background music and underwater background scenes help keep users
engaged.

Educational action design methodology is used to design the game. In this method, the learner
is given a stipulated time in which they have to perform (and thereby learn) the things that are
presented in the game [20]. Table 8.6 summarizes the ways instructional design principles were
applied to the design of Anti-Phishing Phil.

2http://wombatsecurity.com/
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Figure 8.11: Screen shot from Anti-Phishing Phil. The screen shows part of one of the tutorials that occur
before the beginning of each round.

Figure 8.12: Screen shot from Anti-Phishing Phil. The screen shows a URL being displayed as Phil swims
by a worm; the lower right corner features a tip from the PhishGuru fish.
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Figure 8.13: Screen shot from Anti-Phishing Phil. The screen shows the end of round summary.

8.2.2 Anti-Phishing Phil lab study

Study design

Using the protocol introduced in Section 5.1, we conducted a study to measure how much knowledge
participants acquired by playing Anti-Phishing Phil. Participants were asked to examine 10 websites
and determine which were phishing websites. After 15 minutes of training, they were asked to
examine 10 more websites and determine which were phishing websites. Half of the websites were
phishing websites based on popular brands, while the other half were legitimate websites from
popular financial institutions, online merchants, and other random sources.

As this research was also focused on educating novice users about phishing attacks, participants
with little technical knowledge were recruited. Fliers were posted around our university and local
neighborhoods; users were then screened through an online survey. Twenty-eight participants were
recruited and assigned randomly to either a “tutorial” condition or “game” condition. In the
tutorial condition, participants were asked to spend up to fifteen minutes reading an anti-phishing
tutorial based on the Anti-Phishing Phil game. The tutorial included 17 pages of color printouts
containing all of the between-round training messages and URL lists used in the game. These lists
included explanations of which were legitimate URLs and which were phishing URLs, similar to
the game’s end-of-round screens. In the game condition, participants played the Anti-Phishing Phil
game for fifteen minutes.

The results of the Anti-Phishing Phil lab study were compared with the data from the existing
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Table 8.6: Applying the instructional design principles in Phil design.

Principle Way(s) in which we applied the principle to our design
Learning-by-
doing

Users identify real and fake websites while playing a game

Conceptual-
procedural

Applied in the between-round tutorials, for example, we provide
information about how to search for a brand or domain and how
to decide which of the search results are legitimate (procedu-
ral knowledge) after mentioning that search engines are a good
method to identify phishing websites (conceptual knowledge)

Contiguity Applied in the between-round tutorials
Personalization Applied in the messages from the father fish
Story-based
agent
environment

Applied by having the user control a young fish named Phil
(agent), who has to learn anti-phishing skills to survive in the
water among sharks and big fishes (story)

Reflection Applied at the end of each round by displaying a list of websites
that appeared in that round and an indication as to whether the
user correctly or incorrectly identified each one

training material evaluation presented in Section 5.1. Table 8.7 shows the demographic details of
the participants in both studies.

Results

The study measured how much knowledge participants acquired by playing Anti-Phishing Phil. It
did so by examining false positives, false negatives, and the total percentage of correct websites
identified before and after playing the game. A false positive occurs when a legitimate website
is mistakenly judged to be a phishing website. A false negative occurs when a phishing website
is incorrectly judged to be a legitimate website. As shown in Figure 8.14, the game condition
performed best overall. It performed roughly as well as the existing training material condition
in terms of false negatives, and better on false positives. The tutorial condition also performed
better than the existing training material in terms of false positives, but this was not statistically
significant.

Post-test false negative rates in all three groups decreased significantly from the pre-test values. For
the existing training materials condition, the false negative rate fell from 0.38 to 0.12 (paired t-test,
p-value = 0.01). For the tutorial condition, it changed from 0.43 to 0.19 (paired t-test, p-value <

0.03). For the game condition, it changed from 0.34 to 0.17 (paired t-test, p-value < 0.02). There
was no statistical difference between the groups in either the pre-test (oneway ANOVA, p-value
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Table 8.7: Participants for the Anti-Phishing Phil study.

Conditions
Characteristics Existing

training
material

Tutorial Game Control

Sample size 14 14 14 14
Gender

Male 29% 36% 50% 33%
Female 71% 64% 50% 67%
Age

18 - 34 93% 100% 100% 93%
> 34 7% 0% 0% 7%
Education

High School 14% 7% 7% 9%
College Undergrad 51% 79% 51% 48%
College graduate 14% 7% 21% 22%
Post. Graduate school 21% 7% 21% 22%
Years on the Internet

3- 5 years 23% 23% 15% 15%
6-10 years 69% 70% 78% 70%
> 11 years 8% 7% 7% 15%

= 0.60), or post-test (oneway ANOVA, p-value = 0.45). Post-test false positive rates decreased
significantly in the game condition (p-value < 0.03). A one-way ANOVA revealed that false positive
rates differed significantly in the post-test (paired t-test, p-value < 0.02). The Tukey post-hoc test
revealed that the game condition had significantly lower false positives than the existing training
materials. No other specific post-hoc contrasts were significant.

The results demonstrate that users showed significant improvements in their ability to identify
phishing links correctly after 15 minutes of training with Anti-Phishing Phil, the tutorial, or ex-
isting online training materials. However, participants in the game condition were better able to
distinguish between phishing and legitimate links than those in the other conditions, and were thus
less likely to incorrectly identify legitimate links as phishing links.

8.2.3 Anti-Phishing Phil field study

In this section, we discuss results from data collected in a real-world deployment of Anti-Phishing
Phil. Results provide more evidence that Anti-Phishing Phil is effective for knowledge acquisition
and knowledge retention [111].
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Figure 8.14: False negatives and false positives on pre-test and post-test. The differences in false negatives
between groups are not statistically significant. The game condition has significantly lower false positives
than the existing training materials.

Study design

Participants were recruited for an online study through online mailing list postings offering partic-
ipants a chance to win a raffle for a $100 Amazon gift certificate. A between-subjects design was
used to test two conditions. In the control condition, participants saw 12 websites and were asked
to identify whether each website was a phishing site or not. After doing this, the participants were
taken to the game. In the game condition, participants were shown six websites before playing the
game (pre-test) and another six websites after they finished playing the game (immediate post-test).
To measure retention, we emailed participants seven days later and asked them to take a similar
test (delayed post-test). In total, each participant in the game condition was tested on 18 websites
divided into three groups with each group containing three phishing websites and three legitimate
websites. The order of websites within each group and the order in which the groups were shown
to each participant was randomized.

Participants

Over the course of two weeks (Sep 25, 2007 to Oct 10, 2007), 4,517 people participated in the study.
In the game condition, 2,021 users completed both the pre-test and immediate post-test, 674 of
whom came back one week later for the delayed post-test. In this analysis, we focus on people who
completed the pre-test, immediate post-test, and delayed post-test. We had 2,496 participants in
the control condition. Among the total participants, 78% were male, and 15.6% female, with 6.4%
declining to give their gender; 4.8% were 13 - 17 years old, 43.7% 18 - 34 years old, 44.3% 35 - 64
years old, and 0.5% more than 65 years old, with 6.8% declining to provide their age.
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Figure 8.15: False negative and false positive rate for Anti-Phishing Phil in the real-world. Novice users
showed the greatest improvement in false negative and false positive rates.

Results

The results demonstrated that users are able to more accurately and quickly distinguish phishing
websites from legitimate websites after playing the game, and that users retain knowledge learned
from the game for at least one week.

The game condition participants were classified into three categories based on their pre-test scores:
novice (0 - 2 correct), intermediate (3 - 4 correct) and expert (5 - 6 correct). As illustrated in
Figure 8.15, novice users showed the greatest improvement, with the false positive rate decreasing
from 42% to 11.2% (paired t-test, p-value < 0.0001) and the false negative rate decreasing from
28.3% to 11.2% (paired t-test, p-value < 0.0001). The intermediate group also showed statistically
significant improvement, though it was not as large as the novice group. Finally, we did not
observe any statistically significant improvement in the expert group. Delayed post-test scores
did not decrease from immediate post-test scores, demonstrating that participants retained their
knowledge after one week.

Participants were able to determine website legitimacy more quickly after playing the game. The
mean time users in the game group took to determine a website’s legitimacy before the game was
21.2 seconds. After the game, it decreased to 11.2 seconds (paired t-test, p-value < 0.0001). The
mean scores for the control group did not change in a statistically significant way (pre - 18.5 seconds,
post - 18.6 seconds).

Those who did not come back for the delayed post-test performed slightly worse than those who
did come back. The immediate post-test score was 83.8% for those who did not come back and
89.1% for those who did come back one week later (two sample t-test, p < 0.001). One possible
explanation is that those who were more confident in their performance were more likely to come
back. To validate this hypothesis, we conducted a Chi-square test of the percentage of novice,
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intermediate and expert users who completed the immediate post-test, or delayed post-test. We
found that there were more experts and fewer intermediate and novices in the delayed post-test
group (p < 0.001).

Before playing the game, the mean accuracy scores for males were significantly higher than those
for females (males = 75.5%, females = 64.4%, two sample t-test, t = 8.48, p < 0.0001). However,
the two groups improved similarly after playing the game (two proportion test, 14.2% versus 12.4%,
p = 0.192). There was also a significant difference in pre-test performance between different age
groups (one way ANOVA F = 7.29, p < 0.01). A Tukey simultaneous 95% confidence interval
test revealed that participants whose age was less than 18 performed worse than those between 18
and 64 years old. There was no statistical difference in performance between the age groups 18-35
and 36-64. We observed similar trends in immediate post-test performance (one way ANOVA, F =
23.05, p < 0.01). These results suggested that teenagers may be particularly susceptible to phishing
attacks. The mean scores for the age group 13-17 years was 3.9 while the mean score was 4.6 for
both the 18 - 34 and 35 - 64 age groups.

The data from the game was used to determine which types of URLs are most difficult for people
to identify correctly. Especially challenging URLs included those longer than the address bar and
deceptive URLs that look similar to legitimate URLs but with added text (e.g. http://www.msn-
verify.com/). The more challenging the URL, the more likely game players were to use the
game’s help feature (r = -0.645, p < 0.001). From the game data, it was found that users
were most confused by long URLs. This confusion makes them susceptible to sub-domain at-
tacks such as (https://citibusinessonline.da-us.citibank.com/cbusol/signon.do). Users are also con-
fused by very similar URLs. For example, www.citicards.net (as opposed to www.citicards.com),
www.eztrade.com (as opposed to www.etrade.com). Further investigation should explore ways to
alleviate this confusion among users.

8.2.4 Discussion

Security education plays an important role in increasing users’ alertness to security threats. Alert
users are cautious, and therefore less likely to make mistakes that will leave them vulnerable to
attack (false negatives). However, cautious users tend to misjudge non-threats as threats (false
positives) unless they have learned how to distinguish between the two. Good security user educa-
tion should not only increase users’ alertness, but also teach them how to distinguish threats from
non-threats. In this section, signal detection theory (SDT) [119,169] is used to quantify the ability
to discern between signal (phishing websites) and non-signal or noise (legitimate websites).

Two measures–sensitivity (d’) and criterion (C)–are used in the user studies. Sensitivity is defined
as the ability to distinguish phishing websites from legitimate websites; it is measured by the
distance between the mean of signal and non-signal distributions. The larger the value of d’, the
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Figure 8.16: Applying signal detection theory (SDT) to anti-phishing education. Legitimate websites
are treated as “non-signal,” and phishing websites as “signal.” Sensitivity (d’) measures users’ ability to
distinguish signal from non-signal. Criterion (C) measures users’ decision tendency (C < 0 indicates cautious
users , C = 0 indicates neutral users, C > 0 indicates liberal users). As a result of training users may a)
become more cautious, increasing C; b) become more sensitive, increasing d’; or c) a combination of both.

better the user is at separating signal from noise. Criterion is defined as the tendency of users to
exercise caution when making a decision. More cautious users are likely to have few false negatives
and many false positives, while less cautious users are likely to have many false negatives and
few false positives. Figure 8.16 shows example distributions of user decisions about legitimate
and phishing websites. The criterion line divides the graph into four sections representing true
positives, true negatives, false positives, and false negatives. Training may cause users to become
more cautions, increasing C and moving the criterion line to the right. Alternatively, training may
cause users to become more sensitive, separating the two means. In some cases, training may result
in both increased caution and increased sensitivity, or in decreased caution but increased sensitivity.

C and d’ were calculated for the evaluation of existing online training materials, the Anti-Phishing
Phil laboratory study, and the Anti-Phishing Phil field study, as summarized in Table 8.8. It
was found that, after reading existing training materials, users became significantly more cautious
without becoming significantly more sensitive. Thus, these materials serve to increase alertness, but
do not teach users how to distinguish legitimate websites from fraudulent ones. After playing Anti-
Phishing Phil, users became significantly more sensitive and liberal, indicating that performance
improvements from playing the game were due to learning. (Note: we observed the Criterion change
in the field study and not in the laboratory study.)

Results from the Anti-Phishing Phil studies demonstrate that participants who played the game
were better able to identify phishing websites than participants who completed two other types of
training. In the evaluation of both approaches, it was found that people could retain what they
learned for at least one week without significant degradation in performance.
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Table 8.8: Signal Detection Theory analysis. Anti-Phishing Phil increased users’ sensitivity, while existing
training materials made users more cautious. * indicates statistically significant differences (p <0.05).

Sensitivity (d’) Criterion (C)
Pre-
test

post-
test

Delay Pre-
test

post-
test

Delay

Existing training
materials

0.81 1.43 – 0.03 -0.51* –

Anti-Phishing Phil
laboratory study

0.93 2.02* – 0.06 0.06 –

Anti-Phishing Phil
field study

1.49 2.46* 2.47 -0.35 0.02* 0.0
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Chapter 9

Conclusions, Recommendations and

Future Work

In this chapter, we present conclusions from this thesis work, insights from our research, some
recommendations for security education, and future plans we have in this line of research.

9.1 Conclusions

In this thesis, we have systematically studied the problem of educating users about phishing (a se-
mantic attack). Through well-designed studies, we have shown that users can be trained effectively
if training materials are presented when users “fall” for phishing attacks. Through this thesis work,
we have created effective training interventions and developed a novel approach (delivery mech-
anism) for their presentation. With PhishGuru, we address the three challenges of security user
education by: (1) motivating users to read the training interventions; (2) making training part of
the primary task itself (through emails); and (3) ensuring that PhishGuru training does not increase
users’ tendency to misjudge non-threats as threats. In this thesis work, we have also developed and
evaluated interventions grounded in learning science principles. We evaluated both the delivery
mechanism and content through laboratory and real world studies. PhishGuru effectively trains
people; furthermore, people trained with PhishGuru retain knowledge even after four weeks. We
believe the success of PhishGuru is due to the fact that its methodology and content are grounded
in theory.

Through laboratory and real-world studies, we have shown that:

Computer users trained using an embedded training system grounded in

learning science theory are able to make more accurate online trust decisions
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than those who read traditional security training materials distributed via

email or posted on web sites.

The results of this thesis are not only applicable to education specifically centered on phishing,
but also security education in general. The design principles established in this thesis will help
researchers develop systems that can train users in other risky online situations.

9.2 Recommendations for security education

Researchers tend to agree that no system will ever be completely accurate at detecting phishing
attacks, especially when detection requires contextual information. By training users to make better
decisions, we offer a complementary approach that can be put into immediate practice. Based on
the lessons learned from the laboratory and real-world studies, the following design principles should
inform the design of any security user-education system:

• Integrate security education into users’ primary tasks. For most users, security
is a secondary task (e.g. one does not go to an online banking website to check the SSL
implementation of the website, but rather to perform a banking transaction). Also, since
users are not motivated to read about security in general, they do not take the time to
educate themselves about security. Therefore, making education part of a primary task is
essential to motivating people to read training materials. People reading training materials
as part of the primary task may remember the instructions better than people who read the
training materials in an isolated fashion.

• Interventions should apply instructional design principles. Educational researchers
have developed and evaluated instructional design principles; these principles should be ap-
plied to the design of interventions and training materials. Some principles are very easy to
apply and can quite effectively help people remember instructions. Those designing instruc-
tions in the future should consider the following principles in particular:

– Present the instructions in a comic strip format. One reason PhishGuru has been
effective is that the instructions are presented in a comic strip format. Participants in
all of our studies mentioned that instructions presented in a comic strip format are very
effective and likely to be read by people of all ages. Therefore, we think the comic strip
format should be used to develop security training materials. However, it may be worth
testing other formats, such as video.

– Make the training materials fun and interactive. Another reason both PhishGuru
and Phil have been effective is that the training materials are presented in a fun and
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interactive manner. Both PhishGuru and Phil use stories populated by characters. Phil
is more interactive in the sense that users have to do certain things in order to learn;
in PhishGuru, the interaction between the learner and the intervention is through text
presented in the form of dialogue between characters. Based on our research and the
results of our studies, future developers of security training material should make training
more fun and interactive for the users.

– Present the instructions in a story format. PhishGuru and Phil have been effective
because both systems make use of an underlying story. In the PhishGuru intervention,
PhishGuru tries to stop the victim from falling for phishing by presenting tips on how to
protect oneself and information about how phishers scam victims. In the Anti-Phishing
Phil game, Phil learns how to identify phishing URLs through PhishGuru. Based on our
research, training materials using a narrative format effectively help users understand
and retain important information.

• Format the instructions as a list of actionable items. People don’t want to have to read
long text blocks to find important information, so format instructions as a list of actionable
items (procedural knowledge). Users tend to learn these actionable items and remember them
for at least a few weeks.

• Make the training repetitive. According to results from this thesis, people who are
trained twice do better than people trained only once. This suggests that security training
education should be repeated every once in a while.

• Keep the training messages short and simple. In our studies, traditional security
notices fared poorly because they contained too much text and technical jargon. In both
PhishGuru and Phil, instructions are limited to one page and presented succinctly. Based on
our research, security training materials should be kept short and simple.

9.3 Future work

• Apply embedded training in other scenarios. Throughout this thesis work, we have
applied the embedded training concept to materials exclusively about Phishing. However,
this methodology can be extended to many other interesting scenarios, embedding training
materials into things like an instant message link or email attachment. Future research should
work to determine the effectiveness of embedded training in other scenarios.

• Test other mediums of training. Throughout this thesis, we have used still images in
the PhishGuru intervention. We believe that it would be worthwhile to investigate if other
media–such as a short narrative video—might be more effective than still images.
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• Study longer retention and the effect of more training. In this thesis, the maximum
retention time studied was 28 days. It would be interesting to study longer periods of reten-
tion, like 6 months. We have also only studied the effect of one and two training messages. We
found that, even after people saw two training messages, many still fell for phishing attacks.
It would be interesting to study the effect of more training messages on peoples’ tendency
to fall for attacks. In addition, it would be worthwhile to study why people fall for phishing
attacks even after they see the training interventions twice. It would also be worthwhile to
investigate how often people should be trained for training to be most effective.

• Build a system that can automate the entire process from email creation to data

analysis. As part of this thesis, we have built a prototype of PhishGuru that is semi-
automatic in nature. To aid the process of setting up an implementation of PhishGuru
and beginning data collection, it would be useful to develop a system that is completely
automatic.1

• Leverage PhishGuru to convince people for more training. In this thesis, we used the
teachable moment – the moment when users click on a link and fall for fake phishing emails
– to present training materials to users. We believe that this moment can also be used to
convince users to sign up for more extensive training on phishing and other security-related
concepts.

• Cost-benefit analysis. The costs of PhishGuru are three-fold: one development and im-
plementation of the PhishGuru infrastructure along with the interventions; second, the time
investment of end users; and third, the analysis of collected data. The main benefit (from all
of the studies we have done) is around 50% improvement in the behavior (identifying phishing
emails correctly) of the users. It will be worthwhile to develop an economic cost-effectiveness
model for PhishGuru.

1I am currently helping Wombat Security Technologies build the entire system.
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