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support multiple platforms in their analytic pipelines is critical to this style of analysis, 
and the potential utility reaches far beyond what was shown in this small case study. 
  

































































































































































































�1�t�T�2�`�B�K�2�M�i���H �.�2�b�B�;�M�XWe chose a within-subjects design, with participants using both GILT
��treatment��and a search engine ��control�� for code understanding, but they did so on different
tasks. This allowed us to ask participants to rate both conditions and provide comparative
feedback about both treatments.

The control-condition participants were not allowed to use our prototype, but they were free to
use any search engine to find the information they needed. The treatment-condition participants
were encouraged to primarily use our prototype for information support. However, if they could
not find a specific piece of information using our prototype, we allowed them to use search engines
to find it. This was to prevent participants from being entirely blocked by the LLM. We expected
that this was a realistic use case of any LLM-based tool, but it rarely happened during the study.
Only 2 participants ended up using search engines during the treatment condition, but they could
not complete the tasks even with the search engines.

We counterbalanced the tasks and the order they were presented to participants to prevent
carryover effects, resulting in four groups ��2 conditions x 2 orders����We used random block as-
signments when assigning participants to each group. Participants were assigned to each group
to balance the self-reported programming and domain experience ��data visualization and 3D
rendering����For every new participant, we randomly assigned them to a group that no previous
participant with the same experience level had been assigned. If all groups had previous partici-
pants with the same experience level, we randomly assigned the participant to one of them.
�a�i�m�/�v �S�`�Q�i�Q�+�Q�H�XWe conducted the study via a video conferencing tool and in person, with each
session taking about 90 minutes; in-person participants also used the video conferencing tool, for
consistency. At the beginning of the study, we asked participants to complete a pre-study survey,
collecting their demographic information, background knowledge, and experience with LLMs.
We also estimated their general information processing and learning styles using a cognitive style
survey �>92�@categorizing participants into two groups per dimension: comprehensive / selective
information processing and process-oriented learning / tinkering. The participants were then
asked to join our web-based VS Code IDE hosted on GitHub CodeSpaces �>3�@, which provided a
realistic IDE inside a web browser with edit, run, test, and debug capabilities, without requiring
participants to install any software locally �>58�@. We then showed them a demo task description
and explained what they would be working on during the real tasks. Before their first task in
the treatment condition, we provided a tutorial for our plugin using the demo task, introducing
each feature and giving three example prompts for the LLM. For the control condition, we did
not provide any demo, as we expected every participant to be able to use search engines fluently.
For each task, we gave participants 20 minutes to complete as many sub-tasks as they could.
During the task, we did not use the think-aloud protocol because we wanted to collect timing
data. Instead, we collected qualitative data in the post-survey with open-ended questions. We
also collected extensive event and interaction logs during the task. After each task, we asked
participants to complete a post-task survey to measure their understanding of the provided code
and the API calls therein. At the very end, we asked them to complete a post-study survey
where we asked them to evaluate the perceived usefulness and perceived ease of use of each
code understanding approach and each feature in GILT. We based our questionnaire on the
Technology Acceptance Model ��TAM�� �>130�@��NASA Task Load Index ��TLX�� �>95�@��and pre- and
post-study questionnaires that were previously used in similar studies �>219��245�@.

We conducted 33 studies in total, with 33 participants. The initial 18 studies were conducted
on a one-on-one basis, while some studies in the latter half ��involving 15 participants��were carried
out in group sessions, with two to five participants simultaneously and one researcher serving as
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the moderator. We took great care to ensure that participants did not interrupt each other
or share their progress. As mentioned before, we excluded one participant��s data and used 32
participants�� for the analysis. We discovered this issue after the study, as this participant was
part of the largest group session ��with five participants����

7.4 RQ 7.1: Effects of GILT
In this section, we report on the effectiveness of using GILT in understanding unfamiliar code.

7.4.1 Data Collection
�*�Q�/�2 �m�M�/�2�`�b�i���M�/�B�M�;�XTo evaluate the effectiveness of each condition, we used three measure-
ments: ��1��Task completion time: to complete each sub-task; ��2��Task progress: we rated the
correctness of the participants��solution to each sub-task and measured how many sub-tasks they
correctly implemented; and ��3��Understanding level: we cross-checked participants��general un-
derstanding of the starter code by giving them sets of quiz questions about the APIs included in
the starter code. Each set contained three questions, requiring an in-depth understanding of the
functionalities of each API call and the application domains. To measure the effect of using GILT
and search engines, we excluded the sub-tasks data if participants �;�m�2�b�b�2�/the solution without
using the tool ��i.e., zero interaction with the tool��or search engines before completing it ��i.e., no
search queries����
�S�`�B�Q�` �F�M�Q�r�H�2�/�;�2�XTo control for prior knowledge, we used self-reported measures of participants��
programming and domain experience. We expected more programming experience, especially in
the specific domain, to lead to a faster understanding of code.
�1�t�T�2�`�B�2�M�+�2 �B�M ���A �/�2�p�2�H�Q�T�2�` �i�Q�Q�H�b�XCrafting effective prompts for LLM-based tools requires
trial and error, even for NLP experts �>59��280�@. Therefore, we asked participants about their
experience with LLM-based developer tools. We expected participants�� familiarity with other
AI tools to affect their usage of the LLM-based information support tool, especially the use of
free-form queries, and lead to more effective use of the extension than participants without such
experience.

7.4.2 Methodology
To answer RQ7.1, we compared the effectiveness of using a GILT with traditional search engines
for completing programming tasks by estimating regression models for three outcome variables.
For task progress and code understanding, we used quasi-Poisson models because we are modeling
count variables, and for the task completion time, we used a linear regression model.

To account for potential confounding factors, we included task experience, programming ex-
perience, and LLM knowledge as control variables in our models. Finally, we used a dummy
variable ���m�b�2�b�n�:�A�G�h��to indicate the condition ��using GILT vs. using search engines����We consid-
ered mixed-effects regression but used fixed effects only, since each participant and task appear
only once in the two conditions ��with and without GILT����For example, for the task completion
time response, we estimate the model:
�+�Q�K�T�H�2�i�B�Q�M�n�i�B�K�2� �/�Q�K���B�M�n�2�t�T�2�‘�B�2�M�+�2 �Y �T�‘�Q�;�‘���K�K�B�M�;�n�2�t�T�2�‘�B�2�M�+�2

�Y ���A�n�i�Q�Q�H�n�7���K�B�H�B���‘�B�i�v �Y �m�b�2�b�n�:�A�G�h
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�h���#�H�2 �d�X�k�, �a�m�K�K���‘�B�2�b �Q�7 �‘�2�;�‘�2�b�b�B�Q�M�b �2�b�i�B�K���i�B�M�; �i�?�2 �2�z�2�+�i �Q�7 �m�b�B�M�; �i�?�2 �T�‘�Q�i�Q�i�v�T�2�X �1���+�?
�+�Q�H�m�K�M �b�m�K�K���‘�B�x�2�b �i�?�2 �K�Q�/�2�H �7�Q�‘ �� �/�B�z�2�‘�2�M�i �Q�m�i�+�Q�K�2 �p���‘�B���#�H�2�X �q�2 �‘�2�T�Q�‘�i �i�?�2 �+�Q�2�{�+�B�2�M�i
�2�b�i�B�K���i�2�b �r�B�i�? �i�?�2 �b�i���M�/���‘�/ �2�‘�‘�Q�‘�b �B�M �T���‘�2�M�i�?�2�b�2�b�X

Progress T ime(s) Underst�X �S�‘�Q�;�‘�2�b�b
(1) (2) (3) Pros Students

�*�Q�M�b�i���M�i 0:41 312:65 � 1:81�� � 0:38 1:82��
(0:49) (185:33) (0:89) (0:68) (0:83)

�.�Q�K���B�M 0:13� 23:14 0:41��� 0:16 0:04
�2�t�T�2�‘�B�2�M�+�2 (0:07) (25:40) (0:12) (0:09) (0:11)

�S�‘�Q�;�‘���K�K�B�M�; � 0:10 � 23:67 0:20 0:01 � 0:37�
�2�t�T�2�‘�B�2�M�+�2 (0:12) (43:53) (0:22) (0:17) (0:21)

���A �i�Q�Q�H � 0:01 7:70 � 0:09 0:07 � 0:10
�7���K�B�H�B���‘�B�i�v (0:07) (27:04) (0:14) (0:11) (0:10)

�l�b�2�b �:�A�G�h 0:47��� � 9:10 0:29 0:57�� 0:29
(0:16) (57:26) (0:28) (0:22) (0:25)

R2 0:173 0:022 0:202 0:341 0:137
���/�D�XR2 0:117 � 0:046 0:148 0:243 0:010

Note: *p ��0.1; **p ��0.05; ***p ��0.01.

The estimated coefficient for the �m�b�2�b�n�:�A�G�hvariable indicates the effect of using GILT while
holding fixed the effects of programming experience, domain experience, and LLM knowledge.

7.4.3 Results
Table 7.2 columns ��1��-��3��display the regression results for three response variables. The task
progress model ��Table 7.2-��1����shows a significant difference between the two conditions, with
participants in the GILT condition completing statistically significantly more sub-tasks ��0.47
more, p < 0:01��than those who used search engines, controlling for experience levels and AI tool
familiarity. This indicates that GILT may assist users in making more progress in their tasks
compared to search engines.

On the other hand, models ��2��and ��3�� fail to show any significant difference in completion
time and code understanding quiz scores between conditions. This suggests that users in the
GILT condition do not complete their tasks at a sufficiently different speed or have a sufficiently
different level of understanding than those in the control group, given the statistical power of our
experiment.

In summary, the results suggest that GILT may help users make more progress in their tasks
without changing, for better or worse, their speed and code understanding abilities.

7.4.4 Additional Analysis
After observing the significant effect of GILT on task progress, we dove deeper to examine whether
all participants benefited equally from the tool. To do this, we divided the participants into two
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distinct groups based on their self-reported occupations ��professionals and students��and estimated
the effects of GILT usage in each group.�k�R We opted for these groups as we did not have any
prior theoretical framework to guide our grouping choices, and it provided a simple yet effective
approach to group participants with multiple dimensions, including programming experience,
skills, and attitude toward programming.

Although both groups were more successful when using the tool, there were notable differences
in their performance gains. To better understand these variations, we estimated coefficients for
each group ��Table 7.2-Pros and -Students��and observed that the impact of GILT was significant
only in the Pros group model. Specifically, professionals completed 0.57 more sub-tasks with
GILT support compared to when they used search engines, whereas students did not experience
significant gains. These findings suggest that the degree of benefit provided by GILT may vary
depending on participants��backgrounds or skills.

7.5 RQ 7.2: GILT Usage
In this section, we focus on how participants interacted with GILT, their perception of the
importance of different features, and how different factors correlate with the feature usage.

7.5.1 Usage of Features
To analyze in more detail how participants actually used the tool, we instrumented GILT and
recorded participants��event and interaction logs. The logs allowed us to count the number of
times participants triggered each feature, and in what order. To supplement the usage data,
participants were asked to rate the importance of each feature in a post-task survey. We used
these ratings to triangulate our findings from the usage data.

Figure 7.3 summarizes the sequences of GILT features used by participants in the treatment
condition. On average, to complete their tasks in this condition, participants interacted with the
LLM via GILT 15.34 times. The number of interactions per participant ranged from a minimum
of 5 to a maximum of 23. The �P�p�2�‘�p�B�2�rfeature was the most frequently used method to interact
with the LLM, with an average of 4.76 activations per participant. Many participants also used
�P�p�2�‘�p�B�2�ras their first feature, possibly because it requires minimal effort, with just a single
click, in contrast to other features that necessitated the formulation of queries by participants,
and perhaps also because some of the buttons ��e.g., �*�Q�M�+�2�T�i��required first using the �P�p�2�‘�p�B�2�r
feature. Participants also frequently used �S�‘�Q�K�T�i�@�+�Q�M�i�2�t�i��4.12 times��and �S�‘�Q�K�T�i�@�7�Q�H�H�Q�r�m�T
��2.88 times���� General prompting without code context was used less frequently ��1.27 times����
While participants generally used buttons less frequently, some used them more frequently than
queries ��e.g., P29����indicating personal preferences in prompt-based and prompt-less interactions.
Specifically, the ���S�Abutton was used 1.24 times, the �*�Q�M�+�2�T�ibutton 0.45 times, and the �l�b���;�2
button 0.24 times on average.

The reported importance of the features by participants ��see Figure 7.4��generally corresponds
to the observed usage data. Most of the participants ��97%��responded that the ability to directly
ask questions to the LLM was extremely/very important, whereas their reported usefulness of the
buttons varied. The reported importance of the overview feature ��53% extremely/very important��

�k�RWe considered but decided against modeling interaction effects as they would have required more
statistical power.
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�m�b�2�‘�b �B�M�i�2�‘���+�i�2�/ �r�B�i�? �‘�2�b�T�2�+�i�B�p�2 �7�2���i�m�‘�2�b�- ���M�/ �2���+�? �2�/�;�2 �B�M�/�B�+���i�2�b �i�?�2 �+�Q�m�M�i�2�/ �M�m�K�#�2�‘ �Q�7
�i�‘���M�b�B�i�B�Q�M�b �#�2�i�r�2�2�M �i�?�2 �+�Q�M�M�2�+�i�2�/ �7�2���i�m�‘�2�b�X �6�Q�‘ �b�T���+�2 ���M�/ �‘�2���/���#�B�H�B�i�v �‘�2���b�Q�M�b�-�S�‘�Q�K�T�i�-
�S�‘�Q�K�T�i�@�*�Q�M�i�2�t�i�- ���M�/�S�‘�Q�K�T�i�@�6�Q�H�H�Q�r�m�T���‘�2 �K�2�‘�;�2�/ �B�M�i�Q�T�‘�Q�K�T�i�- ���M�/���S�A�- �*�Q�M�+�2�T�i�- ���M�/
�l�b���;�2���‘�2 �K�2�‘�;�2�/ �B�M�i�Q�#�m�i�i�Q�M�b�X �*�Q�m�M�i�b �H�Q�r�2�‘ �i�?���M �8 ���‘�2 �Q�K�B�i�i�2�/ �2�t�+�2�T�i �7�Q�‘ �i�?�2 �2�/�;�2�b
�+�Q�M�M�2�+�i�2�/ �i�Q �i�?�2���a�m�+�+�2�b�b�����M�/���6���B�H���M�Q�/�2�b�X

was relatively low compared to the actual use, suggesting that participants may not have used
the summary description provided by the overview but instead used it as context for further
prompting or to activate buttons.

To further investigate participants�� interaction with the tool, we created transition graphs
��Figure 7.5��using sequences of feature-use events for each sub-task, using both the sub-tasks suc-
cessfully completed by participants and those that resulted in failure ��due to incorrect answers or
timeouts����Out of the potential total of 128 sub-tasks ��32 participants × 4 sub-tasks����98 sub-tasks
were started before the time ran out. In understanding the transition graph, we focused on the
last feature in each participant��s sequence, with an assumption that when a participant completes
a task, it is likely that the information from the last interaction satisfied their information needs.
Among the sub-tasks they successfully completed, a substantial majority ��75%��originated from
prompt-based interactions. At the same time, 83% of the failed tasks were also preceded by
prompt-based interactions, so prompt-based interactions were not particularly likely to result in
successful information seeking.
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7.5.2 Professionals v.s., Students
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�H�Q�;�B�+���H�H�v�X

To better understand the experiences
of professionals and students ��see Sec-
tion 7.4.4����we compared the transition
graphs for both groups ��Figure 7.5 ��b��
and ��c������Notable distinctions emerged in
terms of the features more likely influenc-
ing the success and failure of sub-tasks.
Specifically, for professionals, a majority
��86%�� of successful sub-tasks originated
from �T�‘�Q�K�T�i, whereas for students, this
percentage ��62%��was statistically signifi-
cantly lower ��� 2��1, 66����p < : 05����The suc-
cess rate of prompt-based interaction was
also higher among professionals ��71%: 32
out of 45��compared to students ��58%: 18
out of 31����Conversely, the success rate of
the overview and buttons for profession-
als ��56%: 5 out of 9��was lower than that
of students ��85%: 11 out of 13���� These
results may indicate that students, pos-
sibly with less experience in information
seeking for programming, encounter chal-
lenges in formulating effective prompts
compared to the professionals, and rely
more on prompt-less interaction. How-
ever, we can also infer that prompt-less
interaction is still not sufficient to com-
pete with the benefits of prompt-based in-
teraction with the current design, as they
only accounted for less than 40% of the
completed tasks.

To further investigate the differences
in the two groups��prompt engineering, we
analyzed the text of the prompts they wrote, by comparing the frequencies of bi-, tri-, and
quadrigrams in the prompts. Table 7.3 presents the list of n-grams that showed divergent usage
between the two groups. One notable observation is that the n-grams used by the professional
group include more effective keywords, or they revise the prompts to incorporate such keywords.
For instance, in the bokeh-3 sub-task, none of the participants in the student group used the
critical keyword ��annular wedge,��which is essential for generating the information needed to solve
the task, although it was used multiple times in the provided starting code. Instead, students
tended to use more general keywords or keywords that had a different concept in the library ��e.g.,
��legend����and faced difficulties in effectively revising the prompts. In addition, more participants
in the professional group demonstrated proficiency in refining their prompts by providing further
specifications. For example, one participant revised the prompt from ��How to change the position
of the bunny to 180 degrees�� to ��How to transform the bunny_mesh to 180 degrees.�� We infer
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�h���#�H�2 �d�X�j�, �6�‘�2�[�m�2�M�+�B�2�b �Q�7 �M�@�;�‘���K�b �m�b�2�/ �/�B�z�2�‘�2�M�i�H�v �B�M �T�‘�Q�K�T�i�b �#�v �T�‘�Q�7�2�b�b�B�Q�M���H�b ���M�/ �b�i�m�/�2�M�i�b�X
�6�Q�‘ �+�H���‘�B�i�v�- �r�2 �Q�M�H�v �B�M�+�H�m�/�2 �M�@�;�‘���K�b �m�b�2�/ �m�M�B�[�m�2�H�v �#�v �Q�M�2 �Q�7 �i�?�2 �i�r�Q �;�‘�Q�m�T�b�- �r�B�i�? ��
�7�‘�2�[�m�2�M�+�v �/�B�z�2�‘�2�M�+�2 �Q�7 �K�Q�‘�2 �i�?���M �k�X �A�7 �K�m�H�i�B�T�H�2 �M�@�;�‘���K�b �b�?���‘�2 �i�?�2 �b���K�2 �H�Q�M�;�2�‘ �M�@�;�‘���K�- �r�2
�‘�2�T�Q�‘�i �Q�M�H�v �i�?�2 �b�m�T�2�‘�b�2�i�X

�a�m�#�@�i���b�F �M�@�;�‘���K �S�‘�Q�X �a�i�m�X

�#�Q�F�2�?�@�k�������H�B�;�M���� ���i�2�t�i���� �j �y
�����~�B�T���� ���H���#�2�H���� �y �j

�#�Q�F�2�?�@�j�������M�M�m�H���‘���� ���r�2�/�;�2���� �e �y
�����;�‘�B�/���� �����M�M�m�H���‘���� ���r�2�/�;�2���� �j �y
�����}�‘�b�i���� ���T�B�2���� �j �y
�����T�B�2���� ���+�?���‘�i���� �j �y
�������/�/���� ���H�2�;�2�M�/���� �y �9
�����i�2�H�H���� ���H�B�M�2���� ���M�2�2�/����
���+�?���M�;�2���� �y �j

�Q�j�/�@�j �����b�B�i���� ���m�T�‘�B�;�?�i���� ���+�?���B�‘���� �9 �y
�����K���F�2���� ���#�m�M�M�v���� ���b�B�i����
���m�T�‘�B�;�?�i���� ���+�?���B�‘���� �j �y

that the difference in the benefit received from GILT by the two groups can be at least partially
attributed to their proficiency in prompt engineering.

7.5.3 Other Factors Associated with Feature Use
During the pilot studies, we observed that participants approached the tasks differently depending
on their familiarity with other LLM-based tools, and styles of information processing and learning
as observed in many previous studies on software documentation and debugging �>29��158��159�@.
Thus, we tested whether the GILT feature use correlates with factors other than their experience.
�>�v�T�Q�i�?�2�b�2�b�XOut of two information processing styles �>39��56��88�@, people who exhibit a ��selective
information processor�� tendency focus on the first promising option, pursuing it deeply before
seeking additional information. On the other hand, people who are ��comprehensive information
processors�� tend to gather information broadly to form a complete understanding of the problem
before attempting to solve it. Based on these processing styles, we hypothesized that selective
processors would utilize GILT��s �S�‘�Q�K�T�i�@�7�Q�H�H�Q�r�m�T, as they would prefer to use a depth-first
strategy.

In terms of learning styles �>39��193�@, ��process-oriented learners�� prefer tutorials and how-to
videos, while ��tinkerers�� like to experiment with features to develop their own understanding of
the software��s inner workings. Consequently, we hypothesized that tinkerers would use GILT less
often, as they would prefer to tinker with the source code rather than collect information from
the tool.

We also expected that participants who were already familiar with LLM-based tools would
use prompt-based interaction in general ���S�‘�Q�K�T�i����especially the chat feature, more frequently, as
they would already be accustomed to using chat interfaces to interact with LLMs. Conversely,
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�h���#�H�2 �d�X�9�, �a�m�K�K���‘�B�2�b �Q�7 �‘�2�;�‘�2�b�b�B�Q�M�b �i�2�b�i�B�M�; �7�Q�‘ ���b�b�Q�+�B���i�B�Q�M�b �#�2�i�r�2�2�M �i�?�2 �m�b�2�‘ �7���+�i�Q�‘�b ���M�/
�i�?�2 �7�2���i�m�‘�2 �m�b���;�2 �+�Q�m�M�i�b�X �1���+�? �+�Q�H�m�K�M �b�m�K�K���‘�B�x�2�b �� �‘�2�;�‘�2�b�b�B�Q�M �K�Q�/�2�H�B�M�; �/�B�z�2�‘�2�M�i �Q�m�i�+�Q�K�2
�p���‘�B���#�H�2�b�X �q�2 �‘�2�T�Q�‘�i �i�?�2 �+�Q�2�{�+�B�2�M�i �2�b�i�B�K���i�2�b �r�B�i�? �i�?�2�B�‘ �b�i���M�/���‘�/ �2�‘�‘�Q�‘�b �B�M �T���‘�2�M�i�?�2�b�2�b�X

�S�‘�Q�K�T�i �6�Q�H�H�Q�r�m�T ���H�H
���R�� ���k�� ���j��

�*�Q�M�b�i���M�i 1:39� � � � 0:82 2:43� � � 
(0:31) (0:69) (0:27)

���A �i�Q�Q�H 0:19� � 0:38� � 0:11
�7���K�B�H�B���‘�B�i�v(0:07) (0:15) (0:06)
�A�M�7�Q�K���i�B�Q�M� 0:04 0:44 � 0:04
�*�Q�K�T�‘�?�X (1:15) (0:30) (0:13)
�G�2���‘�M�B�M�; 0:19 0:60� � � 0:12
�S�‘�Q�+�2�b�b (1:14) (0:29) (1:13)

R2 0:262 0:283 0:165
���/�D�XR2 0:184 0:206 0:075

Note: *p ��0.1; **p ��0.05; ***p ��0.01.

we posited that participants with less experience with such tools would use the buttons more, as
prompt engineering might be less familiar to them and place greater cognitive demands on them.

�J�2�i�?�Q�/�Q�H�Q�;�v�XTo test for associations between GILT features used and the factors above
we again used multiple regression analysis. We estimated three models, each focused on one
particular feature. For each model, the dependent variable was the feature usage count, while
participants��information processing style, learning style, and familiarity with AI developer tools
were modeled as independent variables to explain the variation in usage counts.

�_�2�b�m�H�i�b�XTable 7.4 presents the results of the regression analysis conducted for three response
variables. The first model ��Prompt ��1������which uses the total count of prompt-based interactions
���T�‘�Q�K�T�i+ �T�‘�Q�K�T�i�@�+�Q�M�i�2�t�i+ �T�‘�Q�K�T�i�@�7�Q�H�H�Q�r�m�T����reveals that developers who are more familiar
with other AI developer tools are more likely to prompt the LLMs using natural language queries.
This result confirms our hypothesis that the AI tool familiarity level influences developers��use of
queries. The familiarity level also has a statistically significant impact on �T�‘�Q�K�T�i�@�7�Q�H�H�Q�r�m�T, as
shown in the Followup model ��2����However, we did not find any significant impact of participants��
information processing style on their use of GILT. This means that selective processors and com-
prehensive processors probed the LLMs similarly, as far as we can tell. The model, however, shows
a statistically significant correlation between participants��learning styles and �T�‘�Q�K�T�i�@�7�Q�H�H�Q�r�m�T
feature usage. Specifically, process-oriented learners tend to probe LLMs more frequently than
tinkerers. This result might indicate that process-oriented learners are more likely to learn thor-
oughly before proceeding to the next step, while tinkerers tend to tinker with the code after
getting the minimum amount of direction from GILT. Finally, the All model ��3����which uses the
total count of all GILT interactions, indicates that there is no statistically significant difference
between the information styles, learning styles, and familiarity levels in terms of overall feature
usage counts.
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7.6 RQ 8.3: User Perceptions
In this section, we investigate how participants perceived their experience of using GILT. Specifi-
cally, we examine their perceived usefulness, usability, and cognitive load in comparison to search-
based information seeking. Additionally, we explore the pros and cons participants reported, and
suggestions for improving the tool.

7.6.1 Comparison with Web Search
We employed two wildly-used standard measures, TLX and TAM, in our post-task survey and
compared them using two-tailed paired t-tests. TAM ��Technology Acceptance Model�� �>130�@is a
widely used survey that assesses users��acceptance and adoption of new technologies, and TLX
��Task Load Index�� �>95�@is a subjective measure of mental workload that considers several dimen-
sions, including mental, physical, and temporal demand, effort, frustration, and performance.
The summaries of TAM and TLX comparisons can be found in Appendix D.

The average scores for the �>perceived usefulness, perceived ease of use�@in TAM scales were
�>27.3, 29.75�@for the control condition, and �>33.49, 34.2�@for the treatment condition. The paired
t-tests on the TAM scores indicated that there were significant differences in perceived usefulness
and perceived usability scores between the two conditions ��p < 0:001����Specifically, participants
rated GILT higher on both dimensions than they did search engines.

For TLX items �>mental demand, physical demand, temporal demand, performance, effort,
frustration�@��the average scores were �>3.8, -2.1, 4.0, 1.6, 3.4, -0.1�@for the control condition and
�>3.3, -2.5, 2.6, 3.3, 3.3, 1.0�@for the treatment condition. Paired t-tests on the TLX scores re-
vealed statistically significant differences between the tool and search engines in temporal demand
��p < 0:05��and performance ��p < 0:05��but not in other items. These results indicate that the
participants felt less rushed when using GILT than when using search engines, and they felt more
successful in accomplishing the task with the tool than with search engines, but there were no
significant differences in other dimensions.

7.6.2 User Feedback
In the post-task survey, we asked open-ended questions regarding ��i��their general experience with
using GILT, ��ii��the tool��s fit with the participants��workflow, ��iii��comparison with other tools,
and ��iv��opportunities for improvement. Two researchers conducted a thematic analysis �>50�@to
analyze the answers. Initially, two researchers separately performed open coding on the same
set of 8 responses ��25% of the entire data����and convened to discuss and merge the codes into a
shared codebook. I coded the rest of the responses and discussed with the rest of the researchers
whenever new codes needed to be added. The codebook is available in Appendix D, and we
discuss some of them here.

The participants in this study reported several positive aspects of the tool, with the most
notable being context incorporation. Participants valued the ability to prompt the LLM with their
code as context, which allowed them to tailor the LLM��s suggestions to their specific programming
context, e.g., ��the extension generated code that could easily be used in the context of the task I
was performing, without much modification.�� ��P5��Participants also found it extremely useful to
prompt the LLM with just code context, as it allowed them to bypass the need to write proficient
queries, a well-known challenge in search-based information seeking �>116��270�@. P15 mentioned
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���A�i���b �M�B�+�2 �M�Q�i �i�Q �M�2�2�/ �i�Q �F�M�Q�r ���M�v�i�?�B�M�; ���#�Q�m�i �i�?�2 �+�Q�M�i�2�t�i �#�2�7�Q� �̀2 �#�2�B�M�; �2�z�2�+�i�B�p�2 �B�M �v�Q�m�` �b�2��� �̀+�?
�b�i� �̀��i�2�;�v�X��

Many participants reported that using the tool helped them speed up their information seek-
ing, by reducing the need to forage for information, e.g., ��Stack Overflow or a Google search would
require more time and effort in order to find the exact issue and hence would be time-consuming.��
��P27��

Some participants, however, reported having a hard time finding a good prompt that could
give them the desired response. Combined with the need for good prompts and the limitations
of LLM, this led some participants to report that the responses provided by the tool were occa-
sionally inaccurate, reducing their productivity. P28 summarized this issue well: ���>�T� �̀Q�i�Q�i�v�T�2�@�r���b
�M�Q�i ���#�H�2 �i�Q �;�B�p�2 �K�2 �i�?�2 �+�Q�/�2 �i�?���i �A �r���b �H�Q�Q�F�B�M�; �7�Q�`�- �b�Q �B�i �i�Q�Q�F �m�T ���H�H �K�v �i�B�K�2���r�?�B�+�? �A �;�Q�i �p�2�`�v
���M�M�Q�v�2�/ ���#�Q�m�i�����A �i�?�B�M�F �A �D�m�b�i �/�B�/�M���i �r�Q� �̀/ �i�?�2 �[�m�2�b�i�B�Q�M �r�2�H�H�X��

Participants had mixed opinions on the different features of the tool, especially the buttons.
Some preferred to use ���/�B�z�2� �̀2�M�i �#�m�i�i�Q�M�b �7�Q�` �/�B�z�2� �̀2�M�i �i�v�T�2�b �Q�7 �B�M�7�Q�`�K���i�B�Q�M �b�Q �A �/�B�/�M���i �?���p�2 �i�Q
� �̀2���/ �� �H�Q�i �Q�7 �i�2�t�i �i�Q �}�M�/ �r�?���i �A �r���b �H�Q�Q�F�B�M�; �7�Q�`�� ��P7����while others thought that was overkill and
mentioned ���� �b�B�K�T�H�2�` �p�B�2�r �r�Q�m�H�/ �#�2 �M�B�+�2�X�� ��P8��

Compared to ChatGPT, 17 participants ��out of 19 who answered��mentioned advantages of
GILT, with the �S�‘�Q�K�T�i�@ �+�Q�M�i�2�t�ifeature being one of the main ones. Participants expressed
positive feelings about CoPilot but acknowledged that the tool had a different role than CoPilot
and that they would be complementary to each other, e.g.: ���*�Q�T�B�H�Q�i �B�b �� �i�Q�Q�H �i�?���i �A �+���M �+�Q�K�T�H�2�i�2
�K�2�+�?���M�B�+���H �r�Q�`�F�b �[�m�B�+�F�H�v�- �#�m�i�>�:�A�G�h�@�Q�z�2�`�b �B�M�b�B�;�?�i �B�M�i�Q �K�Q� �̀2 �+�?���H�H�2�M�;�B�M�; �i���b�F�b�X�� ��P29��

Many participants reported that the tool would be even more useful when combined with
search engines, API documentation, or CoPilot,�k�kas they provide different types of information
than the tool. Having the ability to choose sources based on their needs would enhance their pro-
ductivity by giving them control over the trade-offs, such as speed, correctness, and adaptability
of the information.

7.7 Threats to Validity
One potential concern with our study design is the task and library selection. We only used tasks
that show visible outputs, which might have led participants to detect potential errors more easily,
compared to other tasks, such as optimization or parallel programming. However, we believe
that the tasks we chose are representative of common programming errors that would need to
be identified in real-world programming situations. Indeed, when we asked the participants in
the post-task survey, both data visualization and 3D rendering tasks were reported to very or
extremely closely resemble real-world tasks by 82% and 73% of the participants.

Similarly, the selection of libraries might have biased the study results. However, in selecting
libraries for our study, we avoided using popular libraries that could unintentionally give an
advantage to LLMs. We believe that the libraries we chose are of medium size and quality, and
therefore represent a fair test of the LLM tools. However, it is possible that different libraries or
larger codebases could produce different results.

Despite our efforts to create a controlled experience, several factors differentiate our in-IDE
extension from search engines, aside from the inclusion of LLMs. For example, although previous

�k�kNotably, GitHub independently announced these enhancements to Copilot already, after we conducted
our study: �?�i�i�T�b�,�f�f�r�r�r:�i�?�2�p�2�‘�;�2:�+�Q�K�f�k�y�k�j�f�d�f�k�y�f�k�j�3�y�R�9�N�3�f�;�B�i�?�m�#�@�+�Q�T�B�H�Q�i�@�t�@�+�?���i�@�+�Q�/�2�@�+�?���i�#�Q�i�@
�T�m�#�H�B�+�@�#�2�i��
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research investigating the incorporation of search into IDE did not find a statistically significant
difference between the control and treatment groups �>35��134�@, the in-IDE design itself may have
been more helpful than access to LLMs, as it potentially reduced context-switching. Thus, further
studies are needed to gain a better understanding of the extent to which each benefit of our
prototype can be attributed to these differences.

Additionally, the laboratory setting may not fully capture the complexity of real-world pro-
gramming tasks, which could impact the generalizability of our findings. Also, the time pressure
participants could have felt, and the novelty effect in a lab setting could have changed how users
interact with LLMs. Our sample size, 32, was relatively small and skewed towards those in
academia. This may also limit the generalizability of our findings to more professional program-
mers. Thus, future research with larger, more diverse samples is necessary to confirm and expand
upon our results.

Our analysis also has the standard threats to statistical conclusion validity affecting regression
models. Overall, we took several steps to increase the robustness of our estimated regression
results. First, we removed outliers from the top 1% most extreme values. Second, we checked for
multicollinearity using the Variation Influence Factor ��VIF��and confirmed that all variables we
used had VIF lower than 2.5 following Johnston et al. �>111�@.

Another potential threat to the validity of our findings is the rapid pace of technological
development in the field of LLM tools. Despite our efforts to use the most up-to-date LLM
available at the time of the submission, it is possible that new breakthroughs could render our
findings obsolete before long.

7.8 Discussion and Implications
�*�Q�K�T�`�2�?�2�M�b�B�Q�M �Q�m�i�b�Q�m�`�+�B�M�;�XOur analysis revealed an intriguing finding regarding partici-
pants��behavior during the study, where some of them deferred their need for code comprehension
to the LLM, which was well described by one participant as �+�Q�K�T� �̀2�?�2�M�b�B�Q�M �Q�m�i�b�Q�m� �̀+�B�M�;. These
participants prompted the model at a higher level directly and did not read and fully comprehend
the code before making changes. As one participant commented, ���A �r���b �b�m�`�T�`�B�b�2�/ �#�v �?�Q�r �H�B�i�i�H�2 �A
�?���/ �i�Q �F�M�Q�r ���#�Q�m�i���Q�` �2�p�2�M � �̀2���/�� �i�?�2 �b�i���`�i�2�` �+�Q�/�2 �#�2�7�Q� �̀2 �A �+���M �D�m�K�T �B�M ���M�/ �K���F�2 �+�?���M�;�2�b�X�� This
behavior might be attributed to developers��inclination to focus on task completion rather than
comprehending the software, as reported in the literature �>151�@. Or, participants may have also
weighed the costs and risks of comprehending code themselves, and chosen to defer their compre-
hension efforts to the language model. While this behavior was observed in the controlled setting
of a lab study and may not fully reflect how developers approach code comprehension in their
daily work, it does raise concerns about the potential impact of such a trend ��or over-reliance on
LLMs �>261�@��on code quality. This highlights the importance of preventing developers who tend
to defer their comprehension efforts to the LLM from being steered in directions that neither they
nor the LLM are adequately equipped to handle. Studies showing developers��heavy reliance on
Stack Overflow, despite its known limitations in accuracy and currency �>269��281�@, further empha-
size the need for caution before widely adopting LLM-based tools in code development. Research
on developers��motivations and reasons for code comprehension when LLMs are available will be
valuable in informing future tool designs.
�l�i�B�H�B�x�2 �K�Q�`�2 �+�Q�M�i�2�t�i�XOne of the main advantages of GILT reported by the participants is
its ability to prompt the LLM with the code being edited as context. We believe that additional
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types of context can be leveraged to improve the tool��s utility, including project context ��e.g.,
project scale and domain����system context ��e.g., programming languages and target deployment
environments����and personal context ��e.g., programming expertise in libraries, and domains����By
combining these contexts with proper back-end engineering, we believe that GILT, or other LLM-
powered developer tools, will be able to provide relevant information to developers with even less
prompt engineering efforts of the users.
�L�2�2�/ �7�m�`�i�?�2�` �b�i�m�/�B�2�b �B�M �`�2���H�@�r�Q�`�H�/ �b�2�i�i�B�M�;�b�XOne possible explanation for some of the models
with null results from RQ7.1 and RQ7.2 is the artificial setting of the lab study, where participants
were encouraged to focus on small, specific task requirements instead of exploring the broader
information dimension. For example, participants prioritized completing more tasks rather than
fully understanding the code, as reported by participant P18 in their survey response: �� �>�:�A�G�h�@
���������r�?�B�+�? �+�Q�m�H�/ �/�2�}�M�B�i�2�H�v �?�2�H�T �Q�M�2 �i�Q �i���+�F�H�2 �i�?�2 �i���b�F �#�2�i�i�2�` �B�7 �i�?�2� �̀2 �r�2� �̀2�M���i �m�M�/�2�` �i�?�2 �i�B�K�2�/�@�b�2�i�i�B�M�;�b�X��
Thus, although our first study shed some light on the potential challenges and promises, to fully
understand the implications of deploying this tool into general developer pipelines, it is necessary
to observe how programmers use it in real-world settings with larger-scale software systems, less
specific goals, and over a longer time frame. Given that GitHub recently launched CopilotX �>83�@,
a tool that offers a comparable set of features to our prototype to enhance developer experience,
such research is urgently needed. We believe that our findings are a timely contribution and a
good first step for researchers and tool builders in designing and developing developer assistants
that effectively use LLMs.

7.9 Summary
The user study results have demonstrated that GILT significantly enhances developers��ability to
complete tasks compared to traditional information-seeking methods. Participants also expressed
positive experiences while using GILT, especially on the ability to incorporate their task context.
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Chapter 8

Towards Building Personalized
Information Support

In evaluating user-centered information support tools, we have demonstrated that user-centered
design can meaningfully improve programmers��information seeking. Specifically, the qualitative
analysis of user responses in Chapter 7 has shown that incorporating the code context improves
their information-seeking. In this final chapter, we test the potential value of incorporating an
even broader user context, and eventually �T�2�`�b�Q�M���H�B�x�2�/generation-based information support by
automatically augmenting the user context.

8.1 Introduction
Developing a software system requires developers to consider numerous dimensions, ranging from
its architecture to implementation bugs. Each dimension demands information of varying scopes
and abstractions, making software engineering highly information-intensive. Thus, developers
spend 35% of their time on the foraging itself �>117�@, and 50% when other aspects of foraging are
taken into account �>197�@. This intensive search for information is driven by the need to evaluate
multiple viable solutions, taking into account their constraints and the trade-offs involved. In-
adequate or missing information can lead to suboptimal design decisions, adversely affecting the
quality of the software product. Therefore, timely access to all necessary information is crucial for
enhancing developers��productivity and, consequently, the quality of the final software products.

However, information seeking is still not easy in software engineering �>14��205��270�@. Much
information about software and systems is not properly documented �>255�@or it is spread across
varying mediums in different formats, often getting outdated as software evolves �>55�@. Developers
have used search engines as a major way of information seeking ��e.g., they issue more than 20
search queries every day �>270�@����which many developers find challenging because they may not
know, or may forget to include, the right keywords �>65��116��147�@. Even when they retrieve a
promising page, they still need to evaluate the relevance of the information �>80��116�@, which is
itself challenging, especially to those who are new to the API, or programming in general �>116�@.

The emergence of generative models and large language models ��LLMs��has introduced new
avenues for satisfying programmers��information needs, offering some advantages over traditional
methods �>138��176��219�@. However, the effectiveness of these models is still contingent upon
the ability to write effect prompts, a task that often requires trial and error, even for NLP
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experts �>59��280�@. While LLMs can process complex queries, allowing users to provide rich clues
for search, as users often receive a response from LLMs instead of having the opportunity to browse
through multiple potential solutions as in conventional information retrieval approaches, it poses
a challenge for discovering suitable solutions when queries fail to direct the LLM effectively.

In this chapter, we posit that considering developer �+�Q�M�i�2�t�ican alleviate the challenges asso-
ciated with software information seeking, as it can explain some of the programmers��information
needs, even when not explicitly expressed in their queries. Context is defined as ��everything that
affects a computation except the explicit input and output�� �>139�@��or, more specifically for the in-
formation retrieval system, as ��everything that a perfect information retrieval system would need
to know about the user, their situation, the domain, and anything else in order to return exactly
the results relevant to the user��s stated query�� �>67�@��Leveraging context has proven beneficial in
other domains, such as search engines and assistance systems, which have successfully utilized
spatiotemporal context and interaction history to provide personalized results �>48��67��82�@. Al-
though mostly imagined to operate without considering the software development context, thus
serving as a ��one size fits all�� solution, there is already a vision in our community that contextual
search would be useful in supporting developers��information seeking �>13��215�@.

We argue that the time is ripe to begin developing �T�2�`�b�Q�M���H�B�x�2�/information support. The
personalization of information support for programming might have not seemed to be feasible,
as most of the general information seeking was done at search engines, which can only retrieve
information from existing documents, providing a limited level of personalization. However, since
LLMs generate information, they can further personalize the information support, by suggesting
or skipping information at a granularity finer than a document level, which retrieval mechanisms
like search engines are limited to, and LLMs can even format the information as the programmer
would want it. Furthermore, LLMs can accept a much richer request than a single search query
that programmers often use for information retrieval with search engines, enabling the user to
provide even broader contextual information.

As an initial step towards providing personalized information support, this chapter focuses on
identifying the categories of context that may enhance information support and testing the fea-
sibility of measuring the impact of including such contextual factors on developers��productivity,
especially when working with unfamiliar code. Through the examination of ChatGPT prompts in
software engineering artifacts and an experimental ablation study, this research aims to address
the following questions:

• RQ8.1: What are the contextual factors programmers use in information seeking?

• RQ8.2: Does providing contextual factors enhance the quality of generated information?

8.2 RQ8.1: Understanding Context for Information
Support

We conducted an empirical study to understand what type of contextual factors can be useful
in satisfying the information needs of programmers in the context of LLM-based information
support.
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8.2.1 Study Design

We analyzed the DevGPT dataset �>271�@. DevGPT comprises mentions of ChatGPT conversations
in software development artifacts, including GitHub commits, issues, pull requests, discussions,
files, and Hacker News. The dataset �k�j contains 4,733 shared ChatGPT links, a total of 29,778
prompt/answer-pairs, sourced from 3,559 GitHub or Hacker News references.

First, as we have little prior understanding of how programmers express their information
needs to LLM-powered generation-based information support tools, we performed open coding.
For the initial analysis, we randomly selected 10 conversations per source type ��e.g., GitHub
issues����resulting in 60 conversations. We excluded the ChatGPT conversations that contained
dead links ��i.e., 404����or the ones containing prompts written in languages other than English.
We also excluded the conversations that are not relevant to Software Engineering tasks, such as
��what��s the real Netflix idea origin story?�� The open coding was conducted at a phrase level,
where a phrase can be a sentence ��e.g., ��What is immutability?����or a part of a sentence ����������expert
python programmers������������

The open coding process yielded 39 distinct codes, encompassing various information needs,
relevant contextual information provided, and some guidelines for directing LLMs. A significant
observation from the initial coding phase was the substantial overlap among many codes with pre-
existing categories and dimensions identified in the studies of programmers��information-seeking
behavior �>79�@.

�P�p�2�`�H���T �r�B�i�? �2�t�B�b�i�B�M�; �F�M�Q�r�H�2�/�;�2 �Q�M �B�M�7�Q�`�K���i�B�Q�M �M�2�2�/�b�XThe initial coding revealed that
the types of contextual information programmers supply are very similar to what they have
provided as part of their Stack Overflow questions �>146�@. Specifically, we observed that the
information needs we coded overlap with the seven-question types from Beyer et al. �>31�@: API
usage, Conceptual, Discrepancy, Errors, Review, API change, and Learning. Beyer et al. �>31�@
studied and merged the taxonomies of prior studies �>16��252�@on information needs and created
a new taxonomy of information needs shown in Stack Overflow questions. As the taxonomy is
broad enough to cover the general information seeking in software engineering, although the focus
was API-related questions, we found that it can explain more general information needs expressed
in the DevGPT dataset.

�P�p�2�`�H���T �r�B�i�? �2�t�B�b�i�B�M�; �F�M�Q�r�H�2�/�;�2 �Q�M �+�Q�M�i�2�t�i�m���H �7���+�i�Q�`�b�XThe initial coding also revealed
some overlap with the varied contextual factors influencing developers�� information seeking be-
havior in conventional setting, studied by Freund �>79�@: Personal factors, Project factors, Work
task factors, and Information task factors. The list was created before the advent of LLM-
powered information seeking, from a semi-structured interview study conducted between 2004
and 2005, where programmers relied heavily on conventional information seeking, using search
engines, documentation, and communication with colleagues. Although numerous studies have
explored programmers��information foraging strategies and how these strategies vary with differ-
ent programmer backgrounds �>126��151�@����the differences were mostly discussed as implications
from studies on documentation or program comprehension, providing more in-depth, but not
extensive lists of contextual factors influencing programmers��information-seeking behaviors.
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8.2.2 Results: Contextual Factors Used by Programmers
We conducted a second round of coding, using the two taxonomies discussed above ��information
needs, and contextual factors���� The closed-coding round resulted in 6 codes for information
needs ��Table 8.1����and 5 codes for contextual factors ��Table 8.2����The codes from the existing
two taxonomies could cover multiple codes, reducing the number of codes, from 39 to 11. For
example, both phrases coded as ��context: repo��and ��context: environment�� in the previous open
coding fell under the ��Project Factors�� in this round of coding.

�h���#�H�2 �3�X�R�, �.�2�b�+�‘�B�T�i�B�Q�M�b ���M�/ �2�t���K�T�H�2�b �Q�7 �B�M�7�Q�‘�K���i�B�Q�M �M�2�2�/�b �i�v�T�2�b�X

�*�Q�/�2 �.�2�b�+�`�B�T�i�B�Q�M �� �_�2�T�`�2�b�2�M�i���i�B�p�2 �Z�m�Q�i�2

�A�K�T�H�2�K�2�@
�M�i���i�B�Q�M

Needs information to implement specific functionality
���>�Q�r �+���M �A �m�b�2 �+�2�7 �i�Q �K���F�2 �*�?� �̀Q�K�2 �/�2�p�i�Q�Q�H�b �Q�T�2�M �Q�M �b�2�H�2�+�i�2�/ �b�+� �̀2�2�M�\��

�*�Q�M�+�2�T�i�m���HNeeds information about conceptual knowledge, such as design patterns or
architectural styles
���q�?���i �B�b �B�K�K�m�i���#�H�B�i�v�\��

�.�B�b�+�`�2�T���M�+�vNeeds information to understand and resolve unexpected behavior
���q�?�v �B�b �K�v � �̀2�/�B� �̀2�+�i �M�Q�i �r�Q�`�F�B�M�;�\��

�1�`�`�Q�` Needs information to resolve exceptions and errors
���i�?���i �T� �̀Q�/�m�+�2�b �i�?�B�b �2�`� �̀Q�`�- �?�Q�r �/�Q �r�2 �}�t �B�i�\��

�_�2�p�B�2�r Needs information to find for better solutions, best practice approaches, or
verification of the program.
���A�b �i�?�2� �̀2 ���M�v�i�?�B�M�; �v�Q�m �b�m�;�;�2�b�i ���b ���M ���H�i�2�`�M���i�B�p�2�\��

�G�2���`�M�B�M�; Needs resources to learn a tool, language, or concept.
���*�Q�m�H�/ �v�Q�m �;�2�M�2� �̀��i�2 �� �/�2�b�+�`�B�T�i�B�Q�M �Q�7 �?�Q�r �B�i �r�Q�`�F�b �i�?���i �� �R�y�@�v�2���` �Q�H�/ �K�B�;�?�i
�m�M�/�2�`�b�i���M�/�X��

The information needs articulated in the prompts were closely aligned with the taxonomy of
Beyer et al. �>31�@. Our analysis of the sampled ChatGPT prompts revealed the presence of six out
of the seven categories in the original taxonomy.

Many prompts contained phrases such as how to implement something or ways of using
something, initially suggesting an alignment with the ��API usage�� category. However, to more
accurately encapsulate the broader scope of information needs beyond just API knowledge ex-
pressed in these how-to inquiries, we revised this category to ��Implementation����This adjustment
better reflects the varied implementation-related questions found in the prompts. We observed
an absence of prompts explicitly seeking information on ��API changes����indicating a potential
area of lesser concern or different information-seeking behavior among ChatGPT users.

Out of the four categories identified by Freund �>79�@, ��Personal factors���� ��Project factors����
��Work task factors����and ��Information task factors���� ��Information task factors��were excluded in
our final codebook as they cover the same dimension as the information needs, which was covered
in our previous codebook. ��Work task factors�� was further divided into ��Task Requirement����
��Status Description����and ��Software Artifact�� as the task factors were specified in detail in the
majority of the prompts. In the end, contextual information in the prompts resulted in five codes:
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�h���#�H�2 �3�X�k�, �.�2�b�+�‘�B�T�i�B�Q�M�b ���M�/ �2�t���K�T�H�2�b �[�m�Q�i�2�b �Q�7 �+�Q�M�i�2�t�i�m���H �7���+�i�Q�‘�b

�*�Q�/�2 �.�2�b�+�`�B�T�i�B�Q�M �� �1�t���K�T�H�2

�h���b�F
�_�2�[�m�B�`�2�K�2�M�i

Descriptions of the functional and non-functional requirements of the task
���A �r���M�i �i�Q �/�2�p�2�H�Q�T ���M �2�t�i�2�M�b�B�Q�M �i�?���i �M�2�2�/�b �i�Q �F�2�2�T �i� �̀��+�F �Q�7 ���H�H �i���#�b�- �2�p�2�M
�r�?�2�M �i�?�2 �#� �̀Q�r�b�2�` � �̀2�b�i���`�i�b�X��

�a�i���i�m�b
�.�2�b�+�`�B�T�i�B�Q�M

Descriptions on the current status of the task, including the functionality
that has been implemented or the actual undesirable results obtained
���A�i �b�2�2�K�b �i�?�2 �b�+�`�B�T�i �B�b �M�Q�i �}�M�/�B�M�; �* �+�Q�H�m�K�M �B�M �.���b�?�#�Q��� �̀/ �b�?�2�2�i��

�a�Q�7�i�r���`�2
���`�i�B�7���+�i

Products or by-products of software systems, including source code, error
messages, or runtime outputs
���h�v�T�2�1�`� �̀Q�`�, �*���M�M�Q�i � �̀2���/ �T� �̀Q�T�2�`�i�B�2�b �Q�7 �m�M�/�2�}�M�2�/��� �̀2���/�B�M�;���B�K�T�Q�`�i�E�2�v������

�S�`�Q�D�2�+�i
�6���+�i�Q�`�b

Factors relevant to the software engineering projects, including a range
of characteristics of the technical infrastructure or project scope, plan, or
application domain
���S���+�F���;�2�b�, �K�T�H���v�2�`�- �p�H�+�- ���H�H �i�?�2 �T���+�F���;�2�b �7� �̀Q�K �#���b�2�@�/�2�p�2�H �X�X�X��

�S�2�`�b�Q�M���H
�6���+�i�Q�`�b

Programmers��personal backgrounds including expertise in programming,
familiarity with application domains, and roles
- familiarity: ���u�2�b�- �A ���K �7���K�B�H�B���` �r�B�i�? �b�i���i�B�+���H�H�v �i�v�T�2�/ �H���M�;�m���;�2�b�- ���M�/ �i�?�2
�?���x��� �̀/�b �Q�7 �D���p���b�+�`�B�T�i �H�Q�Q�b�2�H�v �i�v�T�2�/ �p���`�B���#�H�2�b��
- role: ���q�2 ��� �̀2 �2�t�T�2�`�i �T�v�i�?�Q�M �T� �̀Q�;� �̀��K�K�2�`�b ���M�/ �/���i�� ���M���H�v�b�i�b�f�/���i�� �b�+�B�2�M�@
�i�B�b�i�b�f� �̀2�b�2��� �̀+�?�2�`�b��
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�h���b�F �_�2�[�m�B�`�2�K�2�M�idescribes the goal and the constraints of the software engineering tasks
programmers are working on. This code includes the desired functionality, type of functional
improvement ��e.g., ���A �M�2�p�2�` �r���M�i ���M�v �/�Q�r�M�i�B�K�2 �r�?�B�+�? �r�Q�m�H�/ �+���m�b�2 �i�?�2 �B�K���;�2�b �i�Q �M�Q�i �/�B�b�T�H���v�X����
or non-functional improvement to make ��e.g., ���S� �̀Q�p�B�/�2 �b�2�p�2� �̀��H �b�m�;�;�2�b�i�B�Q�M�b �7�Q�` �T�Q�i�2�M�i�B���H �B�M�/�2�t�2�b
�i�?���i �K�B�;�?�i �b�T�2�2�/ �m�T �i�?�2 �[�m�2�`�v�X�X�X������and some constraints like �����H�H �/�B�p�b ���T�T�2�M�/�2�/ �i�Q���i�?�2�:�`�B�/�A�i�b�2�H�7��
�K�m�b�i �#�2 �Q� �̀;���M�B�x�2�/ �b�m�+�? �i�?���i �2���+�? � �̀Q�r �+�Q�M�b�B�b�i�b �Q�7���b�[�m��� �̀2�a�B�/�2�a�B�x�2�� �M�m�K�#�2�` �Q�7 �/�B�p�b�- �M�Q �K�Q� �̀2 ���M�/
�M�Q �H�2�b�b����
�a�i���i�m�b �.�2�b�+�`�B�T�i�B�Q�Mdescribes the less-desired current status, such as implemented functionality
that requires further work or that does not meet certain functional or non-functional requirements,
such as ���L�Q�r�- �B�i �B�;�M�Q� �̀2�b �v�Q�m�` �/�2�7���m�H�i �#� �̀Q�r�b�2�` ���M�/ �Q�T�2�M�b �H�B�M�F�b �B�M �1�/�;�2 �#�v �/�2�7���m�H�i�X��
�a�Q�7�i�r���`�2 ���`�i�B�7���+�iincludes source code, error messages, runtime outputs, and test cases that are
generated during the software development life cycle. This is provided to incorporate a detailed
context of the software systems and the status.
�S�`�Q�D�2�+�i �6���+�i�Q�`includes meta-information of the software engineering projects programmers
work on, including the technical infrastructure of the system they are working on, the program-
ming languages, platforms, tools, packages, operating systems, and devices.
�S�2�`�b�Q�M���H �6���+�i�Q�`is related to the individuals, describing their professional expertise ��e.g., ���A ���K
�� �#�2�;�B�M�M�2�`������familiarity with application domains ��e.g., ���A �/�Q�M���i �?���p�2 �K�m�+�? �2�t�T�2�`�B�2�M�+�2 �r�Q�`�F�B�M�;
�r�B�i�? �;�Q�Q�;�H�2 �/�`�B�p�2�X������libraries, frameworks, or programming languages, and programmers�� roles
��e.g., software architect����This is often provided to set the depth of the information generated by
LLMs.

8.3 RQ8.2: Experimental approach to measuring the
value of providing additional contextual factors

From our qualitative analysis, we identified various contextual factors that programmers consider
when seeking information using large language models ��LLMs����This observation aligns with em-
pirical evidence from our previous study detailed in Chapter 7, which indicated a preference among
programmers to integrate their context into such systems. Despite these findings, the direct im-
pact of these contextual factors on the effectiveness of information generation remains uncertain,
primarily due to challenges in quantitatively assessing the benefits of context integration. To
address this gap, we have designed a novel experimental ablation study. This experimental study
aims to quantitatively measure and compare the influence of different contextual factors, thereby
elucidating their specific contributions to enhancing the quality of information support provided
by LLMs.

8.3.1 Study Design
LLM-as-a-judge
The most straightforward way of measuring the usefulness of adding contextual factors is to com-
pare the quality of information generated with and without specific contextual factors. Ideally,
evaluating the quality of responses would involve consultations with human experts or conducting
A/B tests with actual programmers. However, such evaluations can be very expensive, partic-
ularly because evaluating the quality of information for real-world software engineering tasks
demands extensive technical expertise.
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�h���#�H�2 �3�X�j�, �a�m�K�K���‘�v �b�i���i�B�b�i�B�+�b �Q�7 �G�G�J �+�Q�/�B�M�;

�O �S�‘�Q�K�T�i �h���b�F �_�2�@
�[�m�B�‘�2�K�2�M�i

�a�i���i�m�b
�.�2�b�+�‘�B�T�i�B�Q�M

�a�Q�7�i�r���‘�2
���‘�i�B�7���+�i

�S�‘�Q�D�2�+�i
�6���+�i�Q�‘

�S�2�‘�b�Q�M���H
�6���+�i�Q�‘ �h�Q�i���H

�9�8�3 �j�e�9 �e�e �k�8�8 �R�d�N �9�d �N�R�R

To mitigate this challenge, we propose an experimental evaluation approach, using to the
��LLM-as-a-judge�� framework �>284�@. This method offers a cost-effective and scalable alternative
for evaluating various LLMs. In this setup, a robust base LLM, serving as the ��judge,�� is presented
with corresponding outputs from two different LLMs, and a specific problem description to be
used to ground its evaluation. The judge LLM is then tasked with selecting the preferred answer
based on certain criteria, and with providing rationale behind the comparison.

For our study, we compare responses from the same LLM, GPT-4, generated with and without
a particular contextual factor. We utilize a prompt template designed by Zheng et al. �>284�@, which
instructs the LLM to evaluate responses based on criteria such as helpfulness, relevance, accuracy,
depth, creativity, and detail. In this experiment, we choose GPT-4 as the judge, following findings
by Zheng et al. �>284�@that it exhibits the highest agreement level with human evaluations at 85%,
surpassing even the between-human agreement rate of 81%.

Data Collection

To compare the responses generated with and without specific contextual factors, it is essential
to include user prompts that incorporate additional contextual factors identified previously. As
manually coding the dataset is impractical, especially given the technical complexity, and thus
the long conversations, included in DevGPT dataset, we decided to employ an LLM for automatic
coding. We utilized a GPT model, following Chew et al. �>47�@, which involves instructing an LLM
to perform deductive coding using a predefined codebook. We adopted their prompt template,
utilized the codebook from the previous section, and employed the GPT-4-turbo-preview model
for this task.

To accurately assess the impact of contextual factors, we only included conversations that
consisted of a single user prompt and a single response, with the prompt length limited to 4,096
characters. The LLM coder was allowed to apply the same code ��e.g., ��project factor����multiple
times within a single prompt, but each segment of text was assigned only one code.

The results of LLM coding are detailed in Table 8.3. In our analysis, the LLM coder processed
458 ChatGPT prompts from the DevGPT dataset, assigning a total of 911 codes. A substantial
majority of the prompts ��79.47%�� included task requirements, and over half ��55.68%��contained
software artifacts such as code snippets or error messages. The most common of the other
contextual factors were project factors ��e.g., programming languages in use����while personal factors
��e.g., programmers��experience level��were the least common.

Although LLM coding facilitated large-scale analysis, the accuracy of the coding was insuf-
ficient for direct use in further steps. For instance, the model struggled with personal factors,
often confusing context related to the prompt writer ��e.g., ���q�2 ��� �̀2 �2�t�T�2�`�i �T�v�i�?�Q�M �T� �̀Q�;� �̀��K�K�2�`�b
���M�/ �/���i�� ���M���H�v�b�i�b�f�/���i�� �b�+�B�2�M�i�B�b�i�b�f� �̀2�b�2��� �̀+�?�2�`�b����with hypothetical scenarios ��e.g., ���A�K���;�B�M�2 �#�2�B�M�;
�� �/�2�p�2�H�Q�T�2�` ���/�p�Q�+���i�2 �r�B�i�? �8 �v�2���`�b �Q�7 �2�t�T�2�`�B�2�M�+�2������
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We also discovered that some contexts, particularly task requirements or status descriptions,
were critical to the prompts, which posed challenges for our ablation experiment. In many cases,
prompts were entirely coded as task requirements or status descriptions, such as ���*� �̀2���i�2 �� �T�v�i�?�Q�M
�b�+�`�B�T�i �i�Q �b�2�M�/ �� �.�L�a �T���+�F�2�i �m�b�B�M�; �b�+���T�v �r�B�i�? �� �b�2�+� �̀2�i �T���v�H�Q���/�X�� As excluding these contextual
factors would leave insufficient information in the prompts to generate meaningful responses for
the experiment, we refined our focus to software artifacts, project factors, and personal factors,
which were less intertwined with the essential content. We also encountered prompts where
software artifacts were pivotal, such as those containing solely an error message, but decided to
keep software artifacts as one of the context categories for ablation study, because there were
still many prompts adding software artifacts to enhance LLM responses even when they were not
pivotal.

To address issues arising from coding accuracy and to filter cases where the context was critical
in the prompts, we conducted a manual review of the LLM coding before proceeding with the
ablation experiment. Starting with personal factors, due to their fewer instances, we identified 12
suitable for the ablation experiment. We then randomly sampled instances of software artifacts
and project factors and continued filtering until we had 12 suitable instances from each of the
three other categories to balance the category distribution in the experiment.

Experiment Protocol

For an ablation study, for each prompt, we requested LLM to generate responses for the original
prompt ��e.g., ��������Assume I am a beginner and have no git and node installed. ...���� in the dataset,
and the prompt after excluding the contextual factors ��e.g., ��������Assume I have no git and node
installed.�� ����We then provided the two responses to the LLM evaluator to attain verdicts. The
prompt template for the LLM evaluator consisted of a problem description, explaining the user��s
request, and two responses to compare. For both LLM generator and LLM evaluator, we used
the same model, GPT-4. This consistency helps minimize any potential self-enhancement bias,
where evaluators might prefer responses from the same model used for generating answers.

To quantify the impact of context on response quality, we introduced two metrics: score-
original and score-removed. The score-original was calculated by providing the evaluator with the
original, context-rich prompt as the problem description alongside the two different responses to
compare. Conversely, the score-removed was derived by providing the modified, context-reduced
��i.e., de-contextualized��prompt, with the two responses. These metrics are intended to reveal the
importance of contextual information at different perspectives, with score-original highlighting
the importance of �M�Q�i �K�B�b�b�B�M�;certain context, and score-removed assessing the effectiveness of
augmenting ���/�/�B�i�B�Q�M���Hcontext in prompt.

To compensate for randomness and evaluator bias, each evaluation was repeated four times.
We also counterbalanced the presentation order of the responses to remove positional bias, where
the evaluator might favor the first-presented answer. We computed the scores by counting how
many times the response generated with the original, context-rich prompt wins, making the
possible range of both scores -4 to 4. A positive score means that the response generated with
the prompt with contextual information was judged to be better, a negative score means the
opposite, and 0 means the two responses are similar ��i.e., tie����

The example original prompt, de-contextualized prompt, LLM generator��s responses gener-
ated with the two different prompts, the LLM evaluator��s comparisons with the rationales, and
how we calculated the scores can be found in Table 8.4.
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User Prompt
�J�2�M�i�B�Q�M
�G�B�M�F

�?�i�i�T�b�,�f�f�;�B�i�?�m�#:�+�Q�K�f�o���M�/�B�p�B�2�‘�f���B�@�b�M���+�F�b�f�#�H�Q�#�f
�+�d�j�k���k�#�/�8�j�/���R�j�9���/�7�+�8�2�#�R�7�+�/�y�2�N�d�k�2�N�/�j�8�2�+�8�j�f�i�B�K�2�@�i�Q�@�H�2���‘�M�@�+�Q�/�B�M�;�@
�i�r�B�i�i�2�‘�@�i�?�‘�2���/�f�_�1���.�J�1:�K�/
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�S�‘�Q�K�T�i
��context
�‘�2�K�Q�p�2�/
�7�Q�‘ �T�‘�Q�K�T�i�@
�‘�2�K�Q�p�2�/��

ROLE: We are expert python programmers and data analysts/
data scientists/researchers
�*�P�L�h�1�s�h�, �i�?�2 ���i�i���+�?�2�/ �‘���r�@�i�?�‘�2���/�@�i�2�t�i�X�i�t�i �}�H�2 �+�Q�M�i���B�M�b �� �‘���r ���M�/
�m�M�b�i�‘�m�+�i�m�‘�2�/ �i�2�t�i �/�m�K�T �#���b�2�/ �Q�M �� �h�r�B�i�i�2�‘ �i�?�‘�2���/�X �A�M �i�?�B�b �i�?�‘�2���/�- �B�M�@
�/�B�p�B�/�m���H�b �/�B�b�+�m�b�b �?�Q�r �H�Q�M�; �B�i �i�Q�Q�F �i�?�2�K �i�Q �H�2���‘�M �i�Q �+�Q�/�2�X �X�X�X

LLM Responses
�_�2�b�T�Q�M�b�2�,
�Q�‘�B�;�B�M���H

�h�Q ���+�?�B�2�p�2 �i�?�2 �i���b�F �Q�7 ���M���H�v�x�B�M�; �i�?�2 �i�B�K�2 �B�i �i�Q�Q�F �7�Q�‘ �B�M�/�B�p�B�/�m���H�b �i�Q �H�2���‘�M
�+�Q�/�B�M�; ���b �� �b�F�B�H�H ���M�/ �i�?�2�M �H���M�/ �� �T�‘�Q�7�2�b�b�B�Q�M���H �T�‘�Q�;�‘���K�K�B�M�; �D�Q�# �7�‘�Q�K ��
�‘���r �X�X�X

�_�2�b�T�Q�M�b�2�,
�‘�2�K�Q�p�2�/

�:�B�p�2�M �i�?�2 �i���b�F ���i �?���M�/�- �r�2���H�H �M�2�2�/ �i�Q �2�t�2�+�m�i�2 �� �7�2�r �b�i�2�T�b �i�Q �2�{�+�B�2�M�i�H�v
�+�‘�2���i�2 �� �b�i�‘�m�+�i�m�‘�2�/ �/���i���b�2�i �7�‘�Q�K �i�?�2 �‘���r�- �m�M�b�i�‘�m�+�i�m�‘�2�/ �i�2�t�i �/�m�K�T�X�X�X

LLM-as-a-judge Evaluation & Rationale - Score-original: 4
�S�‘�Q�#�H�2�K
�.�2�b�+�X

�_�P�G�1�, �q�2 ���‘�2 �2�t�T�2�‘�i �T�v�i�?�Q�M �T�‘�Q�;�‘���K�K�2�‘�b ���M�/ �/���i�� ���M���H�v�b�i�b�f�/���i�� �b�+�B�@
�2�M�i�B�b�i�b�f�‘�2�b�2���‘�+�?�2�‘�b �*�P�L�h�1�s�h�, �i�?�2 ���i�i���+�?�2�/ �‘���r�@�i�?�‘�2���/�@�i�2�t�i�X�i�t�i �}�H�2�X�X�X

�Q�‘�;�@�R���� �� �X�X�X ���b�b�B�b�i���M�i �����b �B�M�+�H�m�b�B�Q�M �Q�7 �� ���M�i�B�+�B�T���i�Q�‘�v �;�m�B�/���M�+�2 �Q�M �T�Q�i�2�M�i�B���H �+�?���H�@
�H�2�M�;�2�b �‘�2�H���i�2�/ �i�Q �/���i�� �2�t�i�‘���+�i�B�Q�M ���M�/ �i�?�2 �M�2�2�/ �7�Q�‘ ���/�p���M�+�2�/ �L�G�S �i�2�+�?�@
�M�B�[�m�2�b�- �X�X�X
�6�B�M���H �o�2�‘�/�B�+�i�,�>�>A�@�@ ��+1��

�Q�‘�;�@�k���� �� �X�X�X �6�B�M���H �o�2�‘�/�B�+�i�, � � �>�>A�@�@� � ��+1��
�Q�‘�;�@�j���" �� �X�X�X �6�B�M���H �o�2�‘�/�B�+�i�,�>�>B�@�@ ��+1��
�Q�‘�;�@�9���" �� �X�X�X �6�B�M���H �o�2�‘�/�B�+�i�, � � �>�>B�@�@� � ��+1��

LLM-as-a-judge Evaluation & Rationale - score-removed: 2
�S�‘�Q�#�H�2�K
�.�2�b�+�X

�*�P�L�h�1�s�h�, �i�?�2 ���i�i���+�?�2�/ �‘���r�@�i�?�‘�2���/�@�i�2�t�i�X�i�t�i �}�H�2 �+�Q�M�i���B�M�b �� �‘���r ���M�/
�m�M�b�i�‘�m�+�i�m�‘�2�/ �i�2�t�i �/�m�K�T �#���b�2�/ �Q�M �� �h�r�B�i�i�2�‘ �i�?�‘�2���/�X �X�X�X

�‘�K�@�R���� �� �X�X�X ���b�b�B�b�i���M�i �� �?���b �� �b�H�B�;�?�i �2�/�;�2 �/�m�2 �i�Q �B�i�b �/�2�i���B�H�2�/ �i�2�+�?�M�B�+���H �;�m�B�/���M�+�2
���M�/ �‘�2���H�B�b�i�B�+ ���+�F�M�Q�r�H�2�/�;�K�2�M�i �Q�7 �i�?�2 �+�Q�K�T�H�2�t�B�i�v �B�M�p�Q�H�p�2�/ �B�M �/�2���H�B�M�; �r�B�i�?
�m�M�b�i�‘�m�+�i�m�‘�2�/ �i�2�t�i �/���i���X �h�?�2�‘�2�7�Q�‘�2�-�>�>A�@�@ ��+1��

�‘�K�@�k���� �� �X�X�X�>�>A�@�@ ��+1��
�‘�K�@�j���" �� �X�X�X�>�>C�@�@ ��0��
�‘�K�@�9���" �� �X�X�X � � �o�2�‘�/�B�+�i� � �>�>C�@�@�7�Q�‘ �� �i�B�2�X��0��
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�h���#�H�2 �3�X�8�, �a�m�K�K���‘�v �b�i���i�B�b�i�B�+�b �Q�7 �i�?�2 �+�Q�K�T���‘�B�b�Q�M�b �#�2�i�r�2�2�M �G�G�J �‘�2�b�T�Q�M�b�2 �;�2�M�2�‘���i�2�/ �r�B�i�?
�T�‘�Q�K�T�i�b�- �r�B�i�? ���M�/ �r�B�i�?�Q�m�i �� �b�T�2�+�B�}�+ �+�Q�M�i�2�t�i�m���H �B�M�7�Q�‘�K���i�B�Q�M �+���i�2�;�Q�‘�v�X���p�;�X�+�Q�H�m�K�M�b �b�?�Q�r
�i�?�2 ���p�2�‘���;�2 �b�+�Q�‘�2�- ���M�/ �*�A �+�Q�H�m�K�M�b �B�M�/�B�+���i�2 �i�?�2 �+�Q�M�}�/�2�M�+�2 �B�M�i�2�‘�p���H�b�X

�*�Q�M�i�2�t�i �M �a�+�Q�‘�2�@�P�‘�B�;�B�M���H�a�+�Q�‘�2�@�_�2�K�Q�p�2�/�a�+�Q�‘�2 �.�B�z�2�‘�2�M�+�2
���p�;�X �*�A ���p�;�X �*�A ���p�;�X �*�A

���‘�i�B�7���+�i �R�k �j�X�R�d�>�k�X�k�d�- �9�X�y�e�@ �y�X�N�k �>�@�y�X�j�d�- �k�X�k�y�@ �k�X�k�8 �>�y�X�3�d�- �j�X�e�j�@
�S�2�‘�b�Q�M���H �R�k �y�X�N�k�>�@�y�X�9�y�- �k�X�k�j�@ �y�X�y�3 �>�@�R�X�k�3�- �R�X�9�8�@ �y�X�3�j �>�@�R�X�R�8�- �k�X�3�k�@
�S�‘�Q�D�2�+�i �R�k �k�X�y�3�>�y�X�8�e�- �j�X�e�y�@ �y�X�y�y �>�@�R�X�e�8�- �R�X�e�8�@ �k�X�y�3 �>�y�X�d�9�- �j�X�9�k�@

���H�H �j�e �k�X�y�e �>�R�X�j�j�- �k�X�d�3�@ �y�X�j�j �>�@�y�X�9�j�- �R�X�y�N�@ �R�X�d�R�>�y�X�3�d�- �k�X�8�3�@

8.3.2 Results: Impact of Including Contextual Factors in Re-
sponse Quality Enhancement

Table 8.5 summarizes the evaluation results. The average score-original, the score measured with
the original, context-rich prompt as the problem description for the LLM evaluator, of 2.06 out
of 4 indicates that including appropriate context information, or not missing necessary context
in the prompts, can help generate better-quality LLM responses. The average score-removed, the
score measured with de-contextualized prompt as the problem description, of 0.33 indicates that
additional contextual information leads to answers that are perceived as slightly better, although
the effect is not significant. The difference between the score-original and the score-removed
��score-original - score-removed��was 1.71 on average, indicating that the benefit of including
additional contextual information may be less significant, compared to not missing important,
critical context.

Software artifact

Both scores suggest that including software artifacts in the prompt is beneficial: the score-original
of 3.17 and the score-removed of 0.92 are the highest among the three context categories. The
LLM evaluator preferred responses that included software artifacts, noting they ���T� �̀Q�p�B�/�2 �� �K�Q� �̀2
���+�+�m� �̀��i�2�- � �̀2�H�2�p���M�i�- ���M�/ �/�2�i���B�H�2�/ � �̀2�b�T�Q�M�b�2 �i�Q �i�?�2 �m�b�2�`���b � �̀2�[�m�B� �̀2�K�2�M�i�b�-�� and adhere better to ���i�?�2
�Q�m�i�T�m�i �7�Q�`�K���i�X�� However, there are indications that including additional software artifacts can
sometimes confuse the LLM evaluator, as evidenced by the disparity between the score-original
and score-removed. For example, when LLM evaluator is asked to compare two responses with
the de-contextualized prompt as the criteria, the LLM evaluator found the response generated
with the original prompt to provide unnecessary information, mentioning ���.�2�b�T�B�i�2�>� �̀2�b�T�Q�M�b�2
�;�2�M�2� �̀��i�2�/ �r�B�i�? �i�?�2 �Q�`�B�;�B�M���H �T� �̀Q�K�T�i�@�T� �̀Q�p�B�/�B�M�; �p���H�m���#�H�2 ���/�/�B�i�B�Q�M���H ���/�p�B�+�2�-�>� �̀2�b�T�Q�M�b�2 �;�2�M�2� �̀��i�2�/ �r�B�i�?
�/�2�@�+�Q�M�i�2�t�i�m���H�B�x�2�/ �T� �̀Q�K�T�i�@���b � �̀2�b�T�Q�M�b�2 �B�b �K�Q� �̀2 ���H�B�;�M�2�/ �r�B�i�? �i�?�2 �m�b�2�`���b �B�K�K�2�/�B���i�2 �M�2�2�/�b�X�� This
suggests that while adding software artifacts may enhance responses in general, it is most effective
when the artifacts are directly related to the developer��s current task. It also indicates that
indiscriminately including every code snippet and error message might not necessarily enhance
the quality of an LLM��s response.
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Project factor

Responses that are generated with prompts including project-specific factors achieved an average
score-original of 2.08. This suggests that integrating these factors allows the LLM to generate
more relevant responses tailored to the specific system a programmer is working on, thereby
providing solutions that are better contextualized to the task at hand. For example, the LLM
evaluator noted, ���>�� � �̀2�b�T�Q�M�b�2 �;�2�M�2� �̀��i�2�/ �r�B�i�? �+�Q�M�i�2�t�i�m���H �B�M�7�Q�`�K���i�B�Q�M�@�T� �̀Q�p�B�/�2�/ �� �+�Q�K�T� �̀2�?�2�M�b�B�p�2
���M�b�r�2�`�- ���/�/� �̀2�b�b�B�M�; �p���`�B�Q�m�b ��� �̀+�?�B�i�2�+�i�m� �̀2�b ���M�/ �T� �̀Q�D�2�+�i � �̀2�[�m�B� �̀2�K�2�M�i�b�X��

However, when evaluated in a more general setting, with the de-contextualized prompt as the
problem description, the inclusion of additional project factors did not improve the score-removed,
which remained at 0.00. In some instances, adding project context refined the responses, which
proved beneficial. For instance, one response was described as ���>�T� �̀Q�p�B�/�B�M�;�@�� �b�H�B�;�?�i�H�v �K�Q� �̀2 �i�2�+�?�M�B�+���H
���M�/ �B�M�@�/�2�T�i�? ���M���H�v�b�B�b�X�� Conversely, for certain project factors ��e.g., ���A���K �r�`�B�i�B�M�; ���M �B�S�?�Q�M�2 �a�r�B�7�i
�K�2�/�B�i���i�B�Q�M ���T�T������this additional information led to responses being overly specific, such as in
cases where ���i�?�2 � �̀2�b�T�Q�M�b�2 �r���b �i�Q�Q �/�2�i���B�H�2�/ �7�Q�` �� �m�b�2�` �r�?�Q �/�B�/ �M�Q�i �b�T�2�+�B�7�v �i�?�2�B�` �/�2�p�2�H�Q�T�K�2�M�i
�T�H���i�7�Q�`�K ���M�/ ���b�F�2�/ �� �#� �̀Q���/ �[�m�2�b�i�B�Q�M�X��

Personal factor

The average score-original of 2.06 out of 4 suggests that including relevant personal characteristics
in the prompts ��e.g., user��s experience level��can enhance the LLM��s responses by allowing it to
adjust the complexity and provide more detailed explanations. For instance, the LLM evaluator
noted that ���>� �̀2�b�T�Q�M�b�2 �;�2�M�2� �̀��i�2�/ �r�B�i�? �i�?�2 �Q�`�B�;�B�M���H �T� �̀Q�K�T�i �B�M�+�H�m�/�B�M�; �i�?�2 �T�2�`�b�Q�M���H �+�Q�M�i�2�t�i�@���/�/�b ��
�H���v�2�` �Q�7 �/�2�T�i�? �i�Q �i�?�2 ���/�p�B�+�2 �i�?���i �+�Q�m�H�/ �#�2 �2�b�T�2�+�B���H�H�v �#�2�M�2�}�+�B���H �7�Q�` �/���i�� �b�+�B�2�M�i�B�b�i�b ���M�/ � �̀2�b�2��� �̀+�?�2�`�b�X��
However, the differences between score-original and score-removed were the highest among the
three context categories, as indicated by wide confidence intervals, 3.97, in score differences. This
variability may be because personal factors influence the tone and depth of answers generally, so
the evaluation heavily changes based on the problem description. This may indicate that although
including the personal context might support LLMs generating better responses in general, but
not consistently.

Length analysis

Previous research has found that LLM evaluators tend to prefer longer responses due to a length
bias �>284�@. Given that LLMs often produce longer responses when prompted with longer inputs,
this could have influenced our results, as the original prompts were designed to be longer than the
de-contextualized prompts. To investigate the presence of a length bias in our evaluation, we con-
ducted a lightweight sanity check on whether a comparative quality benefit—specifically, higher
scores—was attributable to the length ��number of characters��difference between the original and
de-contextualized prompts.

The results, shown in Figure 8.1, suggest that the influence of length bias might not be
significant. Despite the challenges of conducting statistical tests due to the small sample size,
there is no clear trend indicating that scores increase with the length difference; in fact, the
opposite trend was observed for software artifacts and project factors. This finding suggests that
augmenting user prompts with overly lengthy context may not always contribute to the response
quality enhancement, as it could potentially confuse the LLM or lead to overly specific responses,
diminishing the quality of the output.
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8.4 Discussion
By analyzing the information needs and contextual factors shown in LLM prompts, we have
identified 6 types of programmer information needs and 5 types of contextual factors programmers
provide as part of their prompts. In addition, through an experimental ablation study gauging
the usefulness of the contextual factors, we saw promising findings indicating that adding these
contextual factors can enhance the quality of LLM-generated information.

8.4.1 Study Design Limitation
However, although the ablation study to measure the importance of contextual factors is novel,
and utilizing LLM-as-a-judge idea allowed us to automate the experiment, it also still holds many
limitations.

Multiple layers of LLM usage

The study design involves multiple layers of LLM usage: we first generate responses using LLMs,
with and without contextual factors in the prompt, and then evaluate these responses also using
an LLM. While this methodology enables the automatic quality evaluation of different contexts—
potentially facilitating larger-scale studies in the future—it also introduces significant noise into
our experiment. Specifically, we observed inconsistencies in the criteria used by the LLMs during
response generation and evaluation. Even though we employed the same model, GPT-4-turbo-
preview, for all tasks, the necessity to initiate each chat anew made it challenging to maintain
a consistent rationale and evaluation criteria between the generating and evaluating LLMs. For
instance, the LLM generator provided a response to the prompt including a personal factor ��I am
a beginner��by omitting complex troubleshooting details present in the de-contextualized version,
possibly because beginners might not be able to understand or need the troubleshooting details.
However, when the LLM judge compared the two responses for score-original, it favored the de-
contextualized response for including detailed troubleshooting information, noting: ���h�?�B�b �b�K���H�H
�/�2�i���B�H �+�Q�m�H�/ �b�B�;�M�B�}�+���M�i�H�v ���B�/ �m�b�2�`�b �7���+�B�M�; �2�t�2�+�m�i�B�Q�M �B�b�b�m�2�b�- �K���F�B�M�; �B�i �� �p���H�m���#�H�2 �B�M�+�H�m�b�B�Q�M�X�� In-
consistencies, and unclear rationale behind LLM responses of each layer, necessitated the manual
investigation to interpret the results, which we discuss more next.
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Need for human verification
In our study, we encountered significant limitations stemming from the need for extensive manual
verification, contradicting our initial goal of using LLM evaluations to facilitate a large-scale
study. This need arose due to inaccuracies in the coding step ��see Section 8.3.1-Data collection����
inconsistencies between the LLM generators and evaluators, and challenges in interpreting LLM
evaluations. Specifically, manual qualitative coding limited our dataset to only 60 ChatGPT
conversations for code identification. Furthermore, the need for preliminary manual verification
of LLM-generated codes restricted our analysis to a sampled set of prompts for the ablation
study. Expanding human resources could potentially aid in scaling the experiment; however, the
expensive nature of human evaluation, particularly for technically complex content, inherently
limits the practical expansion of the study. Therefore, we believe that developing mechanisms to
reduce the reliance on human verification or to streamline the human evaluation process will be
crucial for effectively scaling this experiment in future research.

DevGPT dataset
The inherent limitations of conducting experiments with a pre-generated dataset, such as De-
vGPT, are also significant. For example, DevGPT, collected from public, open-source interac-
tions with ChatGPT in October 2023, does not include data from proprietary software systems.
Thus, the contextual factors identified in the DevGPT data may not be the extensive set of
all possible factors users might use, as we might have missed them in coding. Moreover, the
dataset��s temporal scope means that many conversations may have been exploratory in nature,
as the snapshot we used in the study was collected in October 2023, not too long after Chat-
GPT��s public release in November 2022. Despite our efforts to manually filter out irrelevant
interactions, such as philosophical inquiries or tests of malicious intent, the broader evaluation
of contextual factors��value might still inadvertently include such data. Thus, we do not claim
that we identified the extensive set of contextual factors or our finding can be generalized, and
believe that similar studies with different populations, ideally with larger-scale, are needed to
better reflect the evolving real-world use of LLMs by programmers.

8.4.2 Potential for automatic contextualization
Despite the limitations, the experimental study provides some promising preliminary evidence on
the benefit of not missing important contextual factors, or even including additional ones. Thus,
we argue that it might be worth investigating ways of automatically augmenting the user prompts
by adding contextual factors, to enhance the programmers��information seeking in general. This
may alleviate the programmers��challenges in forming effective prompts for LLM due to their lack
of expertise in application domains or programming. In this section, we provide some ideas on
how we can automate this context augmentation of the user prompts. Specifically, we examine
each contextual factors we discovered focusing on where they can be found ��source��and whether
they change over time ��variability����
�a�Q�m�`�+�2�b�XNot all contextual factors are observable. For example, the programming language
might be easily identifiable from the file names, but it will be harder to identify the quality
requirements of the software system. General contextual search mainly uses observable variables
��e.g., search history��as it is difficult to make direct use of unobservable variables ��e.g., demo-
graphic data����However, as most of the software engineering artifacts are archived, we envision
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that some of the commonly unobservable factors that will be useful in developer information
support can be identified from other sources. For example, the history of software systems, issue
logs, continuous integration logs, or code reviews in version control systems ��e.g., GitHub��will be
useful in inferring both the history of the developer and what they work on. From the developer��s
IDE, the current project, code-base, and interaction traces can be collected to understand the
developer��s current context. For contextual variables that are not easily inferred from any of the
sources, it might also be possible to ask users directly.
�o���`�B���#�B�H�B�i�v�XAll software evolves, as do its developers, so most contextual factors change over
time. Thus, the context might also be re-inferred or updated as the software and developer
change. Knowing how often they get updated is necessary to properly update the context, as
they can vary by context factors. For example, the job title of a developer rarely changes, but
their familiarity with a certain API method will be updated fairly frequently.

Software Artifact  IDE logs, search queries, prompts
Software artifacts, including code snippets, test cases, or error messages can be extracted from
the local file systems, online source repositories, continuous integration tools, and input/output
of terminals. In addition to the above, the developers��IDE interaction history will also be useful
in understanding the developer��s interest ��e.g., focal points in code��and clarify the relevancy of
software artifacts to the current task of the developer. However, software artifacts can frequently
change, as developers work on multiple tasks �>85�@. Sometimes, developers might work on multi-
ple tasks concurrently �>114�@, so inferring the relevant software artifacts to include will be more
challenging than identifying appropriate context of other types.

Project Factor  design documents, backlogs
Project context, such as the length of the project or technical infrastructure, does not change
often or changes slowly, especially when the project is well-planned. Technical infrastructure,
like programming languages, libraries, their versions in use, operating systems, and devices, will
be easier to extract. Many of the technical infrastructure can be inferred from the configuration
and build files, such as �T�Q�K�X�t�K�Hfor Maven or �T���+�F���;�2�X�D�b�Q�Mor �i�b�+�Q�M�7�B�;�X�D�b�Q�Mfor Typescript.
Technical infrastructure does not often change after the software design phase, unless there are
large refactorings or significant changes in requirements. Project scale, size, and domain can
be easily inferred if there are written requirements or design documents, and the status can
be inferred from the backlogs or task management tools ��e.g., Kanban boards����However, when
the project plan is not well documented ��e.g., when it is initiated in a casual setting and grows
organically����it is harder to infer the project scale or size, and explicit user inputs will be necessary.

Personal Factor  user input, IDE logs, personal repo.
The simplest way of extracting personal factors, including the developer��s expertise in program-
ming, application domains, libraries, tools, and roles, is to explicitly ask the developer to provide
the information. As backgrounds or preferences will only rarely change and can be easily answered
by users, it might be worth asking them when they start using the information support, as many
recommendation systems ��e.g., Apple Music��do when users sign up. The full personal context
may not be obvious if not provided by the developers, but parts are still inferable from external
sources. Personal repositories in a version control system or professional networking platforms
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will be useful in inferring the expertise levels, skills, and backgrounds. They contain the history
of the developer��s programming works from which their use of programming languages, libraries,
design patterns, and API methods can be easily inferred. In capturing developer backgrounds as
well as their skills and expertise, LinkedIn or resumes will be great sources.

8.5 Summary
In this chapter, we identified the information needs of programmers and the contextual factors
programmers use in the LLM-powered information support setting by analyzing the ChatGPT
prompts used in the software engineering context. We further conducted an experimental ablation
study to measure the importance of including such contextual factors in prompts, in enhancing
the LLM response quality. The study provided promising preliminary evidence that adding
contextual factors can be useful in providing better information support based on criteria such
as helpfulness, relevance, accuracy, depth, creativity, and detail. We believe that this chapter
motivates the appropriate augmentation of diverse contextual factors in providing LLM-powered
information support for programmers, and provides a good starting point for the future generation
of information support that is more contextualized and, thus, more effective.
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Chapter 9

Conclusion & Future Work

9.1 Summary of Contributions
This thesis makes a number of major contributions to enhancing information support for pro-
grammers��learning, including:

• A thorough review of the background and related work on programmers��information seek-
ing in general, and the various information support approaches ��Chapter 2����

• Evidence that programmers��different use of documentation correlates with their user char-
acteristics ��e.g., experience level with the API����and with their future API adoption ��Chap-
ter 3����

• A novel approach for documentation design review using page-view log analysis ��Chapter 3����

• MARBLE, an automatic approach to identify boilerplate code from API client code ��Chap-
ter 4����

• A dataset of boilerplate code for 13 popular Java libraries ��Chapter 4����

• Evidence that push-based comparable API methods information support can enhance pro-
grammers��understanding of API design space ��Chapter 5����

• A prototype information support tool that presents comparable API methods within Chrome
browser ��Chapter 5����

• SOREL, a learning-based model extracting comparable API methods and the support
evidence from Stack Overflow posts ��Chapter 5����

• A dataset of comparable API methods including 587 Stack Overflow answers, with 198 pairs
of comparable API methods and 737 sentences summarizing the relations ��Chapter 5����

• Showing the feasibility of providing programming by example support for real-world library
users to mitigate the issue of the lexical gap ��Chapter 6����

• A language model, which can predict a sequence of API methods given input and output
value pairs ��Chapter 6����
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• Evidence that in-IDE, context-aware, prompt-less support using an LLM can help pro-
grammers working with new APIs complete more tasks ��Chapter 7����

• A prototype in-IDE information support tool called GILT, that generates on-demand in-
formation using an LLM while considering the user��s local code context ��Chapter 7����

• A novel experimental approach to measure the value of adding different contextual factors
into LLM prompts in the response quality ��Chapter 8����

• A preliminary evidence that including contextual factors are useful in enhancing the LLM
response quality ��Chapter 8����

9.2 Discussion & Future Work
Efficient and effective information seeking for programming is still a largely unresolved problem,
requiring lots of research. �>�Q�rdifferent programmers seek information is still an open problem,
especially with the introduction of LLM-based information seeking, which totally changes the
strategies and behaviors of programmers. There are many practical future work items, including
extending the prototype tools to support other languages or libraries, but in this section, I focus
on future directions that require collaborative efforts.

More Personalized and Broader Information Support
In this thesis, I have concentrated on providing information support for professional program-
mers dealing with code that involves unfamiliar APIs and concepts. This work represents an
initial exploration into the design of intelligent information support tools. Moving forward, it is
imperative to consider more diverse scenarios ��e.g., software design, refactoring��and users ��e.g.,
end-user programmers and software architects����To support more diverse programmers in infor-
mation seeking, it will be necessary to first understand the specific challenges they face with the
intelligent information support tools. In-depth analysis with end-user programmers or program-
mers with specific roles can be conducted, like those reported in Chapter 7. To support broader
tasks, information categories that have not covered in this thesis should also be prepared, beyond
learning resources like documentation or usage examples. The various information needed for
tasks like system design, debugging, refactoring, and testing, often involving multiple source files,
may be prepared with program analysis techniques, in addition to the learning-based approaches
trained with code data.

To provide support for broader tasks and users, further research is required to determine
the extent and nature of the additional context needed, as its impact on response quality was
highlighted in Chapters 7 and 8. Particularly, there is a need to develop a better understanding
of the appropriate scope of context, to build sophisticated methods that can accurately predicting
user intent, task scope, and relevant context for effective augmentation. For this, we advocate
for a larger-scale version of our experimental ablation study, as detailed in Chapter 8, using
more recent data that mirrors real-world usage patterns rather than exploratory usage of LLMs.
Such a study would be invaluable in identifying common strategies among programmers and
understanding the relationship between the necessary context and their information needs.
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Smooth Transitions of Programming Tools with New Intelligent
Solutions
Research on integrating LLMs within the framework of existing programming tools, originally
developed under more traditional paradigms, presents numerous opportunities to facilitate smoo-
ther transitions for programmers. Adopting interfaces with which programmers are already fa-
miliar is a good strategy, as it will leverage existing user comfort while introducing advanced
capabilities. For instance, the introduction of prompt-less interactions in Chapter 7 in GILT
proved effective, as programmers were already familiar with retrieving some information with
a shortcut or a button, by using static analysis tools within IDE. Continuing this exploration
by further integrating context-sensitive and user-friendly interfaces can significantly reduce the
cognitive load on programmers as they adopt new programming tools.

Moreover, incorporating ideas used in more conventional programming tools into LLM-
powered tools can enhance the experience for programmers familiar with chat-based interfaces.
For example, although the SOREL system, described in Chapter 5, targets programmers who
primarily seek information through search engines, the concept of push-based information deliv-
ery can be adapted for chat-based interfaces. This adaptation could involve suggesting follow-up
queries or offering additional information proactively, even if the user has not explicitly requested
it. Ideas like programming-by-example support in Chapter 6, and Chapter 4��s discussion on
the utility of presenting boilerplate code, are also transferable across various interface designs.
Reusing such strategies will provide opportunities to improve the usability and effectiveness of
existing chat-based LLM tools.

User interfaces for intelligent information support systems also require research. Through
our analysis, we observed that how and when information is presented can influence the benefit
��e.g., Chapter 5����and can even benefit programmers differently ��e.g., Chapter 3 and 7����Although
some researchers have explored different design options in designing LLM-powered programming
tools �>21��275�@, I believe more exploration is needed to support diverse populations. Specifi-
cally, the chat interface, which is commonly used for LLM-powered tools, is known to introduce
challenges when the users are not already familiar with the application domains. Given that pro-
gramming tools often have access to many contextual factors, more natural interfaces can be built
by using such additional factors to infer users�� information needs and intents. We believe that
further research is needed, exploring various interaction options to support a diverse programmer
population.

Understanding evolving information-seeking strategies among pro-
grammers using generation-based information support
Recent developments in LLM-powered programming tools have introduced a new paradigm for
programmer information seeking, allowing for the generation rather than retrieval of information.
Despite this, as discussed in Chapters 7 and 8, programmers still employ and need traditional
information-seeking strategies similar to those used in conventional settings, including skills like
query revision to elicit useful responses from LLMs.

We hypothesize that the continued reliance on traditional strategies may be attributed to the
novelty of LLM-powered tools, with programmers still in the early stages of adapting to these new
technologies. As prompt engineering techniques improve and guidelines for effective interaction
with LLMs become more widespread, we anticipate that programmers might adopt entirely new
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strategies. Moreover, we predict that these strategies could vary significantly across different
generations of programmers, ranging from senior software engineers accustomed to retrieval-based
searches to junior engineers who are more familiar with generation-based approaches. Thus, we
believe that understanding how these strategies evolve will be crucial for developing LLM tools
that provide effective support for programmers. This will not only enhance the productivity of
current programmers but also shape the training and integration of future professionals in the
field.

Next-generation SE with Programmer-AI partnership
In addition to the aforementioned future research directions, it is also important for us to un-
derstand what �+���Mbe automated by intelligent solutions, and what �b�?�Q�m�H�/still be done by pro-
grammers, because, eventually, the software systems will be maintained and used by people, and
it is important for programmers to have an understanding of and control over the systems they
build. At the same time, it will be important to design and build the next-generation software
engineering processes, by answering questions like ��What processes should we use to ensure the
safety, robustness, and privacy of software systems built with AI tools?�� Programmer-AI align-
ment should also be studied further, by answering ��How can we design better evaluation and
monitoring approaches to align AIs with SE experts?�� and ��How can we prevent misspecification
and misgeneralization?�� Finally, to guide the advancement of intelligent solutions to be aligned
with what programmers need, further research is needed on how we evaluate the models. Specif-
ically, building benchmarks that are more grounded towards real-world software engineering will
be beneficial in extending the programming benchmarks, like HumanEval �>44�@or MBPP �>22�@, that
are widely used to evaluate foundation models and provide evaluations that are better aligned
with real-world tasks.

Inter-community Collaborations for Future Programming Paradigms
Beyond the goals above, it is necessary for NLP, HCI, and SE research to forge future program-
ming tools that are not only accurate but also highly usable. Given that the forthcoming years
will witness a surge in tool development, potentially reshaping the programming landscape, it is
imperative that NLP researchers incorporate actual user needs into their model designs, and that
tool creators actively address assumptions and challenges posed by machine learning models.

9.3 Concluding Remarks
Software engineering is an information-intensive discipline. While building and maintaining soft-
ware systems, programmers face a broad spectrum of questions ranging from implementation
specifics to architectural concerns. However, satisfying their information needs is not easy, be-
cause the relevant information is often scattered across varying mediums in different formats.
It becomes even more challenging when a programmer needs to work with unfamiliar code or
libraries, without the necessary knowledge and experience to search for information effectively.

To mitigate some of the challenges in information seeking for programming, my research has
investigated designs, algorithms, and evaluation approaches for intelligent information support
for programmers. By combining multiple research methods at the intersection of Software En-
gineering, Human-Computer Interaction, and Natural Language Processing, I gained a richer
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understanding of the information seeking of programmers as users and also found many insights
on how we can build better intelligent techniques to provide information support. For example,
Chapter 5 not only demonstrated that the push-based interaction support can help programmers
understand the API design space, but also built a learning-based model that can automati-
cally extract comparable API methods information from Stack Overflow. Or, in Chapter 7, by
building GILT and evaluating it with programmers, we could understand how programmers use
LLM-powered information support tools for code understanding, and showed that utilizing con-
text can be useful in information support, which led to the follow-up study of contextual factor
investigation. The series of projects in this dissertation, involving iterations of user studies and
tool building, demonstrates the importance of having user-centered tool support that helps in-
formation seeking for programming. It has been shown that user-centered intelligent support not
only yields valuable insights for designing more useful and usable tools but also improves the
performance of intelligent techniques used in these tasks.

As technology evolves at an unprecedented pace, there is a substantial effort being made
to create intelligent programming tools. However, there is still a disconnect in understanding
how programmers will use these tools and the implications of using them in real-world software
engineering. Like what I have demonstrated with this dissertation, the synergy that could be
achieved by studying both users and tools together holds immense potential. Thus, it is my
hope that more intelligent technique development efforts will adopt a user-centered approach.
By placing the users, here programmers, at the heart of tool creation, we can ensure that the
technological advancements we make are not only innovative but also practical and impactful for
the programmers who will use them, and eventually, the users of the software systems built by
the programmers.
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Appendix A

More Results for Logs Analysis

�6�B�;�m�‘�2 ���X�R�, �.�B�b�i�‘�B�#�m�i�B�Q�M �Q�7 �i�?�2 �H�Q�;�@�i�‘���M�b�7�Q�‘�K�2�/ �i�Q�i���H �/�r�2�H�H �i�B�K�2���B�M �K�B�M�m�i�2�b���Q�M �/�Q�+�m�K�2�M�@
�i���i�B�Q�M�X
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Appendix B

Experiment Details for Predictive
Synthesis of API-Centric Code

B.1 Supported operations of PyTorch
Below is the list of 33 PyTorch operations. 16 operations used in the original dataset ��described
in Section 6.6.1��are highlighted.

• ���/�/

• ���M�v

• arange

• argmax

• �#�B�M�+�Q�m�M�i

• cdist

• div

• �2�[

• �2�t�T���M�/

• eye

• gather

• �;�i

• �H�i

• �K���b�F�2�/�n�b�2�H�2�+�i

• �K���i�K�m�H

• max
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• minimum

• �K�m�H

• �M�2

• one_hot

• repeat_interleave

• reshape

• roll

• searchsorted

• square

• squeeze

• �b�i���+�F

• sum

• �i�2�M�b�Q�`�/�Q�i

• tile

• �i�`���M�b�T�Q�b�2

• �m�M�b�[�m�2�2�x�2

• �r�?�2�`�2

B.2 Stack Overflow Benchmarks
As mentioned in Section 6.6.1, we adapted the Stack Overflow benchmarks created for TF-
Coder �>229�@. The examples were collected from Stack Overflow posts and the benchmarks were
inspired by those posts. However, the input/output values were replaced by the TF-Coder authors
for licensing reasons. The input/output values created by TF-Coder authors, and we updated
some values to fit into our scope.

B.2.1 Input/output and Desired Code
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B.2.2 Links to Original StackOverflow Posts
• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�y�9�9�R�8�y�j�f�i�2�M�b�Q�‘�7�H�Q�r�@�i�2�M�b�Q�‘�@�‘�2�b�?���T�2

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�e�9�y�3�3�j�N�f�i�2�M�b�Q�‘�7�H�Q�r�@�i�‘�B�K�@�p���H�m�2�b�@�B�M�@�i�2�M�b�Q�‘

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�j�y�e�d�j�j�3�f�i�2�M�b�Q�‘�@�K�m�H�i�B�T�H�B�+���i�B�Q�M�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�d�3�R�e�k�j�R�f�+�‘�2���i�2�@�#�B�M���‘�v�@�i�2�M�b�Q�‘�@�7�‘�Q�K�@�p�2�+�i�Q�‘�@
�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�j�3�k�R�k�k�y�8�f�b�r���T�@�i�2�M�b�Q�‘�@���t�2�b�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�j�j�d�e�N�y�9�R�f�i�2�M�b�Q�‘�7�H�Q�r�@�B�M�/�2�t�B�M�;�@�r�B�i�?�@�#�Q�Q�H�2���M�@
�i�2�M�b�Q�‘

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�8�R�N�9�e�d�k�f�?�Q�r�@�i�Q�@�+�Q�m�M�i�@�2�H�2�K�2�M�i�b�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r�@
�i�2�M�b�Q�‘

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�y�d�d�d�d�y�9�f�M�@�/�@�i�2�M�b�Q�‘�@�K���i�‘�B�t�@�K�m�H�i�B�T�H�B�+���i�B�Q�M�@
�r�B�i�?�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�j�8�e�8�d�y�y�j�f���;�;�‘�2�;���i�2�@�2���+�?�@�2�H�2�K�2�M�i�@�Q�7�@�i�2�M�b�Q�‘�@
�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�j�N�y�9�8�d�N�d�f�+�Q�M�/�B�i�B�Q�M���H�@���b�b�B�;�M�K�2�M�i�@�Q�7�@�i�2�M�b�Q�‘�@
�p���H�m�2�b�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�e�k�9�y�e�9�e�f�i�2�M�b�Q�‘�@�K�m�H�i�B�T�H�v�@���H�Q�M�;�@���t�B�b�@�B�M�@
�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�R�d�e�R�j�8�j�f���#�Q�m�i�@�i�2�M�b�Q�‘�@�Q�7�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�j�3�k�k�k�R�k�e�f�i�2�M�b�Q�‘�7�H�Q�r�@�2�7�7�B�+�B�2�M�i�@�r���v�@�7�Q�‘�@�i�2�M�b�Q�‘�@
�K�m�H�i�B�T�H�B�+���i�B�Q�M

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�9�3�j�9�d�j�N�f���‘�;�K���t�@�Q�M�@���@�i�2�M�b�Q�‘�@���M�/�@�+�2�B�H�B�M�;�@
�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�R�e�N�y�y�N�8�f�?�Q�r�@�i�Q�@�;���i�?�2�‘�@�2�H�2�K�2�M�i�@�r�B�i�?�@�B�M�/�2�t�@
�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�j�k�3�9�3�N�d�f�?�Q�r�@�+���M�@�B�@�K�m�H�i�B�T�H�v�@���@�p�2�+�i�Q�‘�@���M�/�@
���@�K���i�‘�B�t�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r�@�r�B�i�?�Q�m�i�@�‘�2�b�?���T�B�M�;

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�j�9�R�9�9�j�j�f�i�2�M�b�Q�‘�7�H�Q�r�@�i�2�M�b�Q�‘�@�#�B�M���‘�B�x���i�B�Q�M

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�j�e�9�j�j�j�N�f�i�2�M�b�Q�‘�7�H�Q�r�@�Q�p�2�‘�‘�B�/�B�M�;�@�i�7�@�/�B�p�B�/�2�@
�i�Q�@�‘�2�i�m�‘�M�@�i�?�2�@�M�m�K�2�‘���i�Q�‘�@�r�?�2�M�@�/�B�p�B�/�B�M�;�@�#�v�@�y

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�j�e�y�k�e�N�R�f�/�m�T�H�B�+���i�2�@���@�i�2�M�b�Q�‘�@�M�@�i�B�K�2�b

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�k�N�9�d�3�y�f�?�Q�r�@�i�Q�@�T�2�‘�7�Q�‘�K�@�‘�2�/�m�+�2�@�Q�T�@�Q�M�@�K�m�H�i�B�T�H�2�@
�/�B�K�2�M�b�B�Q�M�b�@���i�@�Q�M�+�2
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• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�k�k�8�d�y�9�f�?�Q�r�@�/�Q�@�B�@�;�2�i�@���@�i�2�M�b�Q�‘�@�‘�2�T�‘�2�b�2�M�i�B�M�;�@
�i�?�2�@�Q�M�@�T�Q�b�B�i�B�Q�M�b�@�B�M�@�i�?�2�@�Q�‘�B�;�B�M���H�@�i�2�M�b�Q�‘

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�R�8�8�y�3�8�f�#�m�+�F�2�i�B�M�;�@�+�Q�M�i�B�M�Q�m�b�@�p���H�m�2�@�i�2�M�b�Q�‘�b�@
�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�R�9�d�d�3�y�f�i�2�M�b�Q�‘�7�H�Q�r�@�?�Q�r�@�i�Q�@�+���H�+�m�H���i�2�@�i�?�2�@
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• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�3�e�8�N�9�9�N�f�?�Q�r�@�i�Q�@�+�Q�K�T�m�i�2�@�i�?�2�@�r�2�B�;�?�i�2�/�@�b�m�K�@
�Q�7�@���@�i�2�M�b�Q�‘�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�N�8�j�k�j�d�R�f�+�Q�K�T�m�i�2�@���@�H�B�M�2���‘�@�+�Q�K�#�B�M���i�B�Q�M�@�Q�7�@
�i�2�M�b�Q�‘�b�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�j�j�y�e�d�3�3�f�/�B�p�B�/�2�@�2�H�2�K�2�M�i�b�@�Q�7�@�R�@�/�@�i�2�M�b�Q�‘�@
�#�v�@�i�?�2�@�+�Q�‘�‘�B�b�T�Q�M�/�2�M�i�@�B�M�/�2�t

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�9�N�k�y�e�y�8�R�f�K�m�H�i�B�T�H�v�@�9�@�/�@�i�2�M�b�Q�‘�@�r�B�i�?�@�R�@�/�@�i�2�M�b�Q�‘

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�j�d�N�R�k�R�e�R�f�?�Q�r�@�+���M�@�B�@�+�Q�K�T�m�i�2�@�2�H�2�K�2�M�i�@�r�B�b�2�@
�+�Q�M�/�B�i�B�Q�M���H�b�@�Q�M�@�#���i�+�?�2�b�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�9�N�N�y�8�R�f�2�H�2�;���M�i�@�r���v�@�i�Q�@���+�+�2�b�b�@�T�v�i�?�Q�M�@�H�B�b�i�@
���M�/�@�i�2�M�b�Q�‘�@�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�9�N�j�3�R�9�f�#�B�M���‘�v�@�p�2�+�i�Q�‘�@�Q�7�@�K���t

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�9�y�k�j�3�N�f�b�m�K�@�i�?�2�@�+�Q�H�m�K�M�b�@�7�Q�‘�@�2���+�?�@�i�r�Q�@�+�Q�M�b�2�+�m�i�B�p�2�@
�‘�Q�r�b�@�Q�7�@���@�i�2�M�b�Q�‘�@�Q�7�@�j�@�/�B�K�2�M�b�B�Q�M�b

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�9�j�j�d�N�k�8�f�‘�2�p�2�‘�b�2�@�Q�‘�/�2�‘�@�Q�7�@�b�Q�K�2�@�2�H�2�K�2�M�i�b�@
�B�M�@�i�2�M�b�Q�‘�7�H�Q�r

• �?�i�i�T�b�,�f�f�b�i���+�F�Q�p�2�‘�7�H�Q�r:�+�Q�K�f�[�m�2�b�i�B�Q�M�b�f�8�3�e�8�k�R�e�R�f�?�Q�r�@�i�Q�@�+�Q�M�p�2�‘�i�@�k�@�j�@�9�@�i�Q�@�y�@�y�@�R�@
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B.3 Implementation of ML Models
We implement the model in Python using the PyTorch. We describe some implementation details
here, but the code will be shared after anonymous period is over.

�1�M�+�Q�/�B�M�;�XEncoding of a tensor requires three encodings, separated by a separator: value,
size, and type. The max sizes of the encodings are 150, 5, 3, respectively. Our approach supports
up to 3 input tensors and one output tensor, and each tensor is separated by a separator, which
makes the the size of input encoding to be 640 ��4 � (150 + 1 + 5 + 1 + 2 + 1) ����

�*�Q�K�T�Q�b�B�i�B�Q�M���H �J�Q�/�2�H�XFor the embedding, we use the feed forward network, that is iden-
tical to the classification model, which is trained jointly with a bi-RNN model. The embedded
input-output pair is passed to bi-RNN, having 1 hidden layer. To evaluate the model, we use
a beam size of 3. We use the compositional model in two modes: ��full sequence�� mode, which
returns the predicted API function sequence, and a ��first-of-sequence�� mode that returns only
the first API function from the predicted sequence.

�J�m�H�i�B�@�H���#�2�H �*�H���b�b�B�}�+���i�B�Q�M �J�Q�/�2�H�XFor the weighted enumerative search with prioritization
��Figure 6.1 ��b������we trained a simple multi-label classification model following DeepCoder, instead
of TF-Coder which uses manually defined features ��e.g., whether a value is a primitive��which we
found less generalizable. We used the same model architecture with the classification model, but
changed the last activation function into �b�B�;�K�Q�B�/for the multi-label classification. We trained
this model with input-output of �b�2�[�m�2�M�+�2�bof API functions.

�1�p���H�m���i�B�Q�M �J�2�i�`�B�+�b�XWe evaluate our models on the accuracy of their predictions. For the
model accuracy with synthetic data, we check whether the model correctly predict the ground-
truth APIs, and for the Stack Overflow benchmarks evaluation, we measure the rank of the correct
prediction and extract top-1, top-3 and top-10 accuracy metrics.
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B.4 Algorithms

Algorithm 1 �q�2�B�;�?�i�2�/ �1�M�m�K�2�‘���i�B�p�2 �a�v�M�i�?�2�b�B�b
�A�M�T�m�i�,A task specification input/output, ��I; O ��
�P�m�i�T�m�i�,A program P such that P(I ) = O

1: B  f I; 0; � 1; 1; :::g . Base values
2: E  B . Pool of values
3: Ops  ���b�b�B�;�M�P�T�*�Q�b�i(I; O )
4: �7�Q�` ���H�Hv 2 C �/�Q
5: v:cost  ���b�b�B�;�M�o���H�*�Q�b�i(v)

6: �7�Q�C̀ = 1 �! max_cost �/�Q . Cost Budget
7: �7�Q�` ���H�Hop 2 Ops �/�Q
8: c  op:cost
9: n  op:arity
10: . Partition cost budgets into n arguments
11: �7�Q�` ���H�H[c1; :::; cn ] 2 partition (C � c; n) �/�Q
12: �7�Q�`i = 1 ; :::; n �/�Q
13: . Collect values satisfying i-th arg cost budget
14: A i  f e 2 E je:cost= ci g
15: �7�Q�` ���H�Hargs 2 � i A i �/�Q
16: V  Execute(op; args) . Run op w/ args
17: �B�7V = O �i�?�2�M �`�2�i�m�`�M�o:�2�t�T�`
18: �B�7V /2 E �i�?�2�M
19: V:cost  C
20: E  E [ f Vg
21: �`�2�i�m�`�M”Fail: reached maximum cost”

Algorithm 2 ���b�b�B�;�M�P�T�*�Q�b�i
�A�M�T�m�i�,A task specification input/output, ��I; O ��
�P�m�i�T�m�i�,List of operations with costs Ops

1: �7�Q�` ���H�Hop 2 Ops �/�Q
2: op  preset_cost
3: �B�7doModelPrioritization �i�?�2�M
4: candidate_ops  �J�m�H�i�B�*�H���b�b�B�7�B�+���i�B�Q�M�J�Q�/�2�H(I; O )
5: �7�Q�` ���H�Hop 2 �+���M�/�B�/���i�2_�Q�T�b�/�Q
6: op:cost op:cost� reweight_multiplier
7: �`�2�i�m�`�MOps
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Algorithm 3 �*�Q�K�T�Q�b�B�i�B�Q�M���H �J�Q�/�2�H �@ �6�m�H�H�@�a�2�[�m�2�M�+�2
�A�M�T�m�i�,A task specification input/output, ��I; O ��
�P�m�i�T�m�i�,A program P such that P(I ) = O

1: B  f I; 0; � 1; 1; :::g
2: op_seq �*�Q�K�T�Q�b�B�i�B�Q�M���H�J�Q�/�2�H(I; O )
3: n  

P
opi :arity

4: args_list  � nB
5: �7�Q�` ���H�Hargs 2 args_list �/�Q
6: V  Execute(op_seq; args)
7: �B�7V = O �i�?�2�M �`�2�i�m�`�M�o:�2�t�T�`
8: �`�2�i�m�`�M”Fail” or �b�i���`�i”Enumerative Search”

Algorithm 4 �*�Q�K�T�Q�b�B�i�B�Q�M���H �J�Q�/�2�H �@ �6�B�‘�b�i�@�P�7�@�a�2�[�m�2�M�+�2
�A�M�T�m�i�,A task specification input/output, ��I; O ��
�P�m�i�T�m�i�,A program P such that P(I ) = O

1: B  f I; 0; � 1; 1; :::g
2: �7�Q�`i = 0 �! k �/�Q . Sequence of k operations
3: opi  CompositionalModel (Vi � 1; I i ; O)
4: n  opi :arity
5: args_list  � nB
6: �7�Q�` ���H�Hargs 2 args_list �/�Q
7: Vi  Execute(opi ; args)
8: �B�7Vi = O �i�?�2�M �`�2�i�m�`�M�o:�2�t�T�`
9: �`�2�i�m�`�M”Fail” or �b�i���`�i”Enumerative Search”
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Appendix C

Additional Study Results for SOREL

C.1 Outcome Variables for Quantitative Analysis.

�h���#�H�2 �*�X�R�, �P�m�i�+�Q�K�2 �p���‘�B���#�H�2�b �7�Q�‘ �[�m���M�i�B�i���i�B�p�2 ���M���H�v�b�B�b�X

�o���‘�B���#�H�2 �.�2�i���B�H�b

Task completion
time ���i�B�K�2��

�q�2 �K�2���b�m�‘�2�/ �i�?�2 �i�B�K�2 �7�‘�Q�K �r�?�2�M �� �T���‘�i�B�+�B�T���M�i �}�‘�b�i �2�M�i�2�‘�b �� �b�2���‘�+�?
�[�m�2�‘�v �i�Q �r�?�2�M �i�?�2�v �}�M�B�b�? �b�m�#�K�B�i�i�B�M�; �i�?�2 �b�Q�H�m�i�B�Q�M�X

Number of search
queries ���[�m�2�`�B�2�b����

�q�2 �+�Q�m�M�i�2�/ �i�?�2 �M�m�K�#�2�‘ �Q�7 �b�2���‘�+�? �[�m�2�‘�B�2�b �T���‘�i�B�+�B�T���M�i�b �r�‘�Q�i�2 �m�M�i�B�H
�i�?�2�v �b�m�#�K�B�i�i�2�/ �i�?�2 �}�M���H ���M�b�r�2�‘�- ���b ���M ���T�T�‘�Q�t�B�K���i�B�Q�M �Q�7 �?�Q�r �2���b�v
�B�i �r���b �i�Q �‘�2�i�‘�B�2�p�2 �M�2�+�2�b�b���‘�v �B�M�7�Q�‘�K���i�B�Q�M�X

Number of pages
visited ���T���;�2�b����

�q�2 �K�2���b�m�‘�2�/ �i�?�2 �M�m�K�#�2�‘ �Q�7 �r�2�# �T���;�2�b �p�B�b�B�i�2�/ �#�v �� �T���‘�i�B�+�B�T���M�i�- �i�Q
���T�T�‘�Q�t�B�K���i�2 �i�?�2 �2�z�Q�‘�i�b �M�2�2�/�2�/ �B�M �/�B�b�+�Q�p�2�‘�v�X

Prior knowledge of
the task ���T�`�B�Q�`����

���7�i�2�‘ �2���+�? �i���b�F�- �r�2 ���b�F�2�/ �T���‘�i�B�+�B�T���M�i�b �r�?�2�i�?�2�‘ �i�?�2�v �?���/ �B�K�T�H�2�@
�K�2�M�i�2�/ �b�B�K�B�H���‘ �+�Q�/�2 �B�M �i�?�2 �T���b�i�- ���M�/ �B�7 �b�Q�- �r�?�2�i�?�2�‘ �i�?���i �?�2�H�T�2�/ �i�?�2
�b�2���‘�+�? �Q�‘ �M�Q�i�X �q�2 ���b�F�2�/ �i�?�2 �H�2�p�2�H �Q�7 �T�‘�B�Q�‘ �F�M�Q�r�H�2�/�;�2 �B�M �7�Q�m�‘ �H�2�p�2�H�b�,
�M�Q �2�t�T�2�‘�B�2�M�+�2���y�����p���;�m�2�H�v �‘�2�K�2�K�#�2�‘�B�M�; �i�?���i �i�?�2�v �?���p�2 �r�Q�‘�F�2�/ �Q�M
�b�B�K�B�H���‘ �i���b�F�b�- �#�m�i �M�Q�i �2�M�Q�m�;�? �i�Q �#�2 �?�2�H�T�7�m�H���R�����2�t�T�2�‘�B�2�M�+�2 �r�B�i�? �b�B�K�@
�B�H���‘ �i���b�F�b �?�2�H�T�2�/ �i�?�2�K �+�Q�K�T�H�2�i�2 �i�?�2 �i���b�F���k�������M�/ �T�‘�B�Q�‘ �F�M�Q�r�H�2�/�;�2
�?�2�H�T�2�/ �i�?�2�K �‘�2�+�Q�H�H�2�+�i �i�?�2 �2�t���+�i �7�m�M�+�i�B�Q�M �M���K�2���j����

The correctness of
the solutions given
the task definition
�Ucorrectness����

�q�2 �i�2�b�i�2�/ �r�?�2�i�?�2�‘ �� �T���‘�i�B�+�B�T���M�i �b�m�#�K�B�i�b ���M ���S�A �K�2�i�?�Q�/ �i�?���i
�K���i�+�?�2�b �r�B�i�? �Q�m�‘ �B�/�2���H �b�Q�H�m�i�B�Q�M�- �r�?�B�+�? �r�2 �/�2�i�2�‘�K�B�M�2�/ �#���b�2�/ �Q�M
�Q�m�‘ �2�t�T�2�‘�i �F�M�Q�r�H�2�/�;�2 �Q�7 �i�?�2 �i���b�F�b�X �h�?�2 �i���b�F�b �r�2�‘�2 �T�m�‘�T�Q�b�2�7�m�H�H�v
�/�2�b�B�;�M�2�/ �i�Q �?���p�2 �K�m�H�i�B�T�H�2 �T�Q�i�2�M�i�B���H �b�Q�H�m�i�B�Q�M�b�- �r�B�i�? �p���‘�v�B�M�; �B�K�T�H�B�@
�+���i�B�Q�M ���M�/ �i�‘���/�2�@�Q�z�b�- �i�Q �i�2�b�i �r�?�2�i�?�2�‘ �T���‘�i�B�+�B�T���M�i�b ���‘�2 ���r���‘�2 �Q�7 �i�?�2
���H�i�2�‘�M���i�B�p�2 �b�Q�H�m�i�B�Q�M�b�X �h�?�m�b�-���B�M�+�Q�‘�‘�2�+�i�� �b�Q�H�m�i�B�Q�M�b �K���v �M�Q�i �M�2�+�2�b�b���‘�@
�B�H�v �#�2���#���/�� �b�Q�H�m�i�B�Q�M�b�- ���M�/ �i�?�2�v �+���M �b�i�B�H�H �K�2�2�i �i�?�2 �i���b�F �‘�2�[�m�B�‘�2�K�2�M�i�b
�r�B�i�? �/�B�z�2�‘�2�M�i �[�m���H�B�i�v �B�K�T�H�B�+���i�B�Q�M�b�- �b�m�+�? ���b �T�2�‘�7�Q�‘�K���M�+�2�- �‘�2���/���#�B�H�@
�B�i�v�- �Q�‘ �b�+���H���#�B�H�B�i�v�X
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�h���#�H�2 �*�X�R�, �P�m�i�+�Q�K�2 �p���‘�B���#�H�2�b �7�Q�‘ �[�m���M�i�B�i���i�B�p�2 ���M���H�v�b�B�b���+�Q�M�i�X����

�o���‘�B���#�H�2 �.�2�i���B�H�b

Awareness of
the comparable
API methods
�����r���`�2�M�2�b�b����

�A�M �2���+�? �T�Q�b�i�@�i���b�F �B�M�i�2�‘�p�B�2�r�- �r�2 �i�2�b�i�2�/ �r�?�2�i�?�2�‘ �� �T���‘�i�B�+�B�T���M�i �r���b
���r���‘�2 �Q�7 �+�Q�K�T���‘���#�H�2 ���S�A �K�2�i�?�Q�/�b �;�B�p�2�M �i�?�2 �i���b�F �+�Q�M�i�2�t�i�X �q�?�2�M
�T���‘�i�B�+�B�T���M�i�b ���M�b�r�2�‘�2�/ �i�?���i �i�?�2�v �/�B�/ �M�Q�i �F�M�Q�r �Q�i�?�2�‘ �‘�2�H�2�p���M�i ���S�A
�K�2�i�?�Q�/�b �Q�‘ ���/�K�B�i�i�2�/ �i�?���i �i�?�2�v�;�m�2�b�b�2�/�i�?�2 �/�B�z�2�‘�2�M�+�2�- �r�2 �+�Q�M�b�B�/�2�‘�2�/
�i�?�2�K �i�Q �M�Q�i �#�2 ���r���‘�2 �Q�7 �i�?�2 �+�Q�K�T���‘���#�H�2 �K�2�i�?�Q�/�b�X �A�7 �i�?�2�v �+�Q�m�H�/
�2�H���#�Q�‘���i�2 �Q�M �i�?�2 �/�B�z�2�‘�2�M�+�2�b�- �r�2 �+�Q�M�b�B�/�2�‘�2�/ �i�?���i �i�?�2�v �r�2�‘�2 ���r���‘�2 �Q�7
�i�?�2 �+�Q�K�T���‘���#�H�2 ���S�A �K�2�i�?�Q�/�b�X

Understanding
of difference
���m�M�/�2�`�b�i���M�/�B�M�;����

�A�M �i�?�2 �T�Q�b�i�@�i���b�F �B�M�i�2�‘�p�B�2�r�b�- �r�2 ���H�b�Q ���b�F�2�/ �i�?�2 �T���‘�i�B�+�B�T���M�i�b �i�Q �2�t�@
�T�H���B�M �i�?�2 �/�B�z�2�‘�2�M�+�2�b �#�2�i�r�2�2�M �i�?�2 �+�Q�K�T���‘���#�H�2 ���S�A �K�2�i�?�Q�/�b�X �h�?�B�b
�B�b �B�M�/�2�T�2�M�/�2�M�i �Q�7 �i�?�2���r���‘�2�M�2�b�b�- ���b �Q�M�2 �K�B�;�?�i ���H�‘�2���/�v �F�M�Q�r ���#�Q�m�i
�+�Q�K�T���‘���#�H�2 ���S�A �K�2�i�?�Q�/�b �#�m�i �M�Q�i �+�Q�M�b�B�/�2�‘ �m�b�B�M�; �i�?�2�K �/�m�‘�B�M�; �i�?�2
�i���b�F�X �q�2 �K�2���b�m�‘�2�/ �i�?�2 �H�2�p�2�H �Q�7 �m�M�/�2�‘�b�i���M�/�B�M�; �r�B�i�? �i�r�Q �H�2�p�2�H�b�, �/�B�/
�M�Q�i �F�M�Q�r �i�?�2 �/�B�z�2�‘�2�M�+�2 �Q�‘ �;�m�2�b�b�2�/ �i�?�2 �/�B�z�2�‘�2�M�+�2���y�������M�/ �/�2�b�+�‘�B�#�2
���i �H�2���b�i �Q�M�2 �/�B�z�2�‘�2�M�+�2 �#�2�i�r�2�2�M �i�?�2 �K�2�i�?�Q�/�b���R����
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C.2.2 Statistical Test Results
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Appendix D

Experiment Details for GILT Study
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The tool helps identify what to look
for.

I was able to identify which sections of the
code I need to modify much faster with the
extension, even though I have no prior
knowledge of 3D rendering. ��P25��

�>�*�Q�M�i�2�t�i�@���/�D�m�b�i�2�/ �`�2�b�T�Q�M�b�2�@
The tool provides code or explanation
that is tailored to the user code.

Biggest difference using AI-based VS code
extension is that the given solutions are specific
to the code you are actually writing, whereas
searching the web are usually more general
solutions. ��P32��

�>���K���x�2�K�2�M�i�@
General positive reaction for a new
tool.

I was surprised how good the explanations
were, how tailored it was to the code, how
easily it could make the changes that were
required, ��P12��

�>�A�M�i�2�`���+�i�B�p�B�i�v�@
Interactivity of the tool helps probing
LLM.

The AI-based extension can be more
interactive than search engines by maintaining
conversation history. ��P5��

�>�G�2�b�b �+�Q�M�i�2�t�i �b�r�B�i�+�?�B�M�;�@
The tool does not break the workflow
and saves clicks as it is integrated in
IDE.

�� I can accomplish everything within the IDE
without having to context switch to other
resources ��P3��

�>�a�m�{�+�B�2�M�i �H�B�#�`���`�v �/�2�i���B�H�b�@
The tool provides sufficient library
information.

AI-based code extension was useful in a sense
that it could also provide some details on
concept, which could definitely help one to
better tackle the task. ��P28��

�>�*�Q�M�i�2�t�i �B�M�+�Q�`�T�Q�`���i�B�Q�M�@
The tool provides the ability to easily
incorporate the context

��LLM-based AI programming tool is��better
��than search engines����Since I don��t need to
come up with the good searching words ��P20��

�>�o���`�v�B�M�; �;�`���M�m�H���`�B�i�v�@
The tool provides the ability to
prompt about code at different
granularity

Being able to change your level of insight was
helpful ��highlighting certain portions of code vs
overall knowledge about the entire program
��P15��

�S�`�Q�b

�>�G�2�b�b �B�M�7�Q�`�K���i�B�Q�M �7�Q�`���;�B�M�;�@
The tool reduces the need for
information foraging.

The main advantage for me is in circumventing
the reading of the documentation. Official
documentation is often lacking examples or
short and concise explanations. For this
reason, I often resort to stack overflow, in
search of usage examples. ��P24��
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�‘�2�b�i �Q�7 �i�?�2 ���m�i�?�Q�‘�b �r�?�2�M�2�p�2�‘ �M�2�r �+�Q�/�2�b �M�2�2�/�2�/ �i�Q �#�2 ���/�/�2�/���+�Q�M�i�X����

�*�Q�/�2 �� �.�2�b�+�`�B�T�i�B�Q�M �_�2�T�`�2�b�2�M�i���i�B�p�2 �Z�m�Q�i�2

�>�_�2�[�m�B�`�2�/ �F�M�Q�r�H�2�/�;�2 �H�2�p�2�H �7�Q�`
�i�Q�Q�H �m�i�B�H�B�i�v�@
The tool is more useful when a user
has / does not have existing
knowledge.

It would be more useful when I learn a new
library/PL. ��P13��
AI based are more helpful when you already
know what the outcome should be ��P11��

�>�l�b�2�` �B�M�i�2�`�7���+�2�@
The user interface of the tool is
usable / can be improved.

I liked the different buttons for different types
of information so I didn��t have to read a lot of
text to find what I was looking for ��P7��
A simpler view would be nice, I felt like there
were too many features which could get some
time to get used to. ��P8��

�J�B�t�2�/

�>�S�m�H�H�@�#���b�2�/ �B�M�i�2�`���+�i�B�Q�M�@
Pull-based interaction is
useful / not useful.

GitHub Copilot��s autocomplete is faster as it
automatically suggests what I��m supposed to
type next. But I can��t actually ask co-pilot
follow up questions, which I can do in the
ai-based vs code extension, and that makes it
really helpful. ��P1��

�>�L�Q �+�Q�`�`�2�+�i�M�2�b�b �;�m���`���M�i�2�2�@
The lack of trust and correctness
guarantee of the outputs.

... but there��s always an underlying doubt in
our mind regarding whether the information
provided is 100% factual or useful. ��P24��

�>�S�`�Q�K�T�i �/�2�T�2�M�/�2�M�+�v�@
The quality of the LLM-generated
information depends on well-crafted
prompts.

AI-based VS code extension was not able to
give me the code that I was looking for, so it
took up all my time ��which I got very annoyed
about����I think I just didn��t word the question
well. ��P28��

�*�Q�M�b

�>�A�M�7�Q�`�K���i�B�Q�M �/�B�p�2�`�b�B�i�v�@
The tool provides less diverse
information compared to search
engine results.

Stack overflow provides user historical
comments and may be important for different
approaches to the same problem. ��P30��

�R�e�y



�h���#�H�2 �.�X�9�, �S���‘�i�B�+�B�T���M�i�b�� �7�2�2�/�#���+�F �+�Q�/�2�#�Q�Q�F�X �h�?�2 �+�Q�/�2�b �/�B�b�+�m�b�b�2�/ �B�M �i�?�2 �T���T�2�‘ ���‘�2 �m�M�@
�/�2�‘�H�B�M�2�/�X �A�M�B�i�B���H�H�v�- �i�r�Q ���m�i�?�Q�‘�b �b�2�T���‘���i�2�H�v �T�2�‘�7�Q�‘�K�2�/ �Q�T�2�M �+�Q�/�B�M�; �Q�M �i�?�2 �b���K�2 �b�2�i �Q�7 �3
�‘�2�b�T�Q�M�b�2�b���k�8�W �Q�7 �i�?�2 �2�M�i�B�‘�2 �/���i���������M�/ �+�Q�M�p�2�M�2�/ �i�Q �/�B�b�+�m�b�b ���M�/ �K�2�‘�;�2 �i�?�2 �+�Q�/�2�b �B�M�i�Q ��
�b�?���‘�2�/ �+�Q�/�2�#�Q�Q�F�X �h�?�2 �}�‘�b�i ���m�i�?�Q�‘ �+�Q�/�2�/ �i�?�2 �‘�2�b�i �Q�7 �i�?�2 �‘�2�b�T�Q�M�b�2�b ���M�/ �/�B�b�+�m�b�b�2�/ �r�B�i�? �i�?�2
�‘�2�b�i �Q�7 �i�?�2 ���m�i�?�Q�‘�b �r�?�2�M�2�p�2�‘ �M�2�r �+�Q�/�2�b �M�2�2�/�2�/ �i�Q �#�2 ���/�/�2�/���+�Q�M�i�X����

�*�Q�/�2 �� �.�2�b�+�`�B�T�i�B�Q�M �_�2�T�`�2�b�2�M�i���i�B�p�2 �Z�m�Q�i�2

�>�P�i�?�2�` �`�2�b�Q�m�`�+�2�b�@
Add ��links to��other relevant resources
like documentation and Stack
Overflow posts.

I hope it can be combined with a
documentation of the library, which makes it
more accurate when providing descriptions of a
method. ��P21��

�>�G�G�J �/�2�#�m�;�;�B�M�; �+���T���#�B�H�B�i�v�@
Ability to debug or auto-repair LLM
outputs.

The ability to interactively debug incorrect
AI-proposed solutions would be helpful. ��P5��

�>�G�G�J �T�2�`�7�Q�`�K���M�+�2�@
Use more powerful and faster
underlying LLM.

They were both quite verbose even when a
single line would��ve sufficed. ��P24��

�a�m�;�;�2�@
�b�i�B�Q�M�b

�>�1�t�T�H���B�M���#�B�H�B�i�v�@
Add ability to provide the rationale
behind the outputs.

I think it may be better if we could understand
the why aspect of the code. ��P10��
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